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Kurzfassung

Die Shape Constraint Language (SHACL) ist einer der bedeutenden W3C-Standards zur Verwal-
tung von Resource Description Framework (RDF)-Daten, einem graphbasierten Datenmodell des
Internets. Ihr Zweck besteht darin, Constraints für Datensätze zu beschreiben. Die zentrale Frage
ist die Validierung gegebener Constraints auf einem Graphen zur Sicherstellung der Datenqualität.
Der SHACL-Standard zielt auf eine Kombination mit der Ontology Web Language (OWL),
ebenfalls ein W3C-Standard, ab. Es bleibt aber offen, wie die unterschiedlichen Sichtweisen der
beiden Ansätze kombiniert werden können. Darüber hinaus beschreibt der SHACL Standard
rekursive Constraints, ohne explizit festzulegen, welche Semantik ihnen zugrunde liegen. Dies ist
insbesondere relevant wenn negierte Constraints sich gegenseitig referenzieren. Frühere Arbeiten
bedienten sich dazu bekannten Ansätzen aus der logischen Programmierung wobei aber viele
interessante Fragen offen blieben.

Diese Dissertation beschäftigt sich mit rekursiven SHACL und beleuchtet deren Kombination mit
Ontologien und sowie mit logische Schlussfolgerungen jenseits von Validierung. Was ist eine
natürliche Semantik für Validierung von SHACL mit OWL Ontologien? Für welche Fragmente
sind konkrete Ansätze bekannt? Welche Komplexität hat die statische Analyse von Problemen
wie Implikation und Erfüllbarkeit von SHACL? Die erste Hälfte dieser Arbeit behandelt die
Kombination mit Ontologien und gibt einen Überblick verschiedener Semantiken von rekursiven
SHACL Constraints. Die zweite Hälfte präsentiert neue Komplexitätsresultate für die statische
Analyse der beschriebenen Semantiken.

Durch die Beantwortung dieser Fragen schaffen wir die Grundlage für eine weitergehende
Anpassung von SHACL zur Erkennung von Dateninkonsistenzen, während gleichzeitig die na-
heliegenden Lücken herausgefiltert werden, die durch das Domänenwissen abgedeckt werden.
Dabei stellen wir interessante Techniken vor. Dazu gehören eine einfachere Methode zur Kon-
struktion von universellen Kernmodellen als durch die Verwendung des Core Chase für bestimmte
Horn-Logiken; eine neue Art von Ersetzungssystemen, die SHACL-Dokumente verarbeiten kann
und dadurch neue Erkenntnisse darüber liefert wie Rekursion und stratifizierte Negation in Er-
setzungssystemen behandelt werden können; sowie eine neue Technik, die Mengen geeigneter
Modelle konstruiert, um minimale Antworten über alle Modelle hinweg zu zählen. In der zweiten
Hälfte festigen wir zunächst die enge Verbindung zwischen SHACL und Description Logics
(DLs) im Hinblick auf die Erfüllbarkeit. Darauf folgen Unentscheidbarkeitsergebnisse für die
Implikation von SHACL-Dokumenten unter zwei der wichtigsten Semantiken. Abschließend
präsentieren wir ein Entscheidbarkeitsresultat für die Implikation von SHACL-Dokumenten unter
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der wohlfundierten Semantik, das durch eine direkte Übersetzung der wohlfundierten Semantik
in den vollständigen hybriden µ-Kalkül erzielt wird.



Abstract

The Shape Constraint Language (SHACL) is one of the prominent W3C standards for managing
Resource Description Framework (RDF) data, a graph-based data model of the web. Its purpose:
to describe constraints on datasets. The main task of interest is validation of a given a set of
constraints on a given graph, which ensures data quality. The SHACL standard notes that its
combination with the Ontology Web Language (OWL), also a W3C standard, is desirable, omits
however how to combine the different world views of both. Moreover, this document describes
recursive constraints in SHACL, without making explicit what the supposed semantics should
be. This is even more interesting in light of constraints possibly referring to each other in a
negated manner. Existing literature has focussed on filling the latter gap by considering different
semantics based on well-known Logic Programming techniques. However, many interesting
questions remained unanswered.

This thesis focuses on recursive SHACL; partly about its combination with ontologies, and
partly about reasoning services beyond validation: what can be considered a natural semantics
for validation of SHACL in presence of OWL ontologies? For which fragments are concrete
techniques known? And can we determine the complexity of static analysis problems like
implication and satisfiability for SHACL? The first two questions are answered in the first half
of this thesis, including an overview of the different semantics for recursive SHACL seen as a
logic. The second half focusses on static analysis, and presents a list of new complexity results,
considering the different semantics for recursive SHACL.

By answering these questions, we set the stage for a broader adaptation of SHACL to detect
data inconsistencies, while at the same time filtering out the straightforward gaps, taken care
of by the domain knowledge. While doing so, we present exciting techniques. Those contain a
simpler way to build core universal models than using the core chase for certain Horn logics; a
new type of rewriting technique that can handle SHACL documents, which sheds light on ways
to handle recursion and stratified negation in rewriting approaches; and a new technique which
builds sets of good models for counting minimal answers over all models. In the second half,
we first solidify the tight connection between SHACL and DLs in regard of satisfiability. This
is followed by undecidability results for SHACL document implication under two of the main
semantics. Finally, we present a decidability result for SHACL document implication under the
well-founded semantics, obtained via a direct translation of the well-founded semantics into the
full hybrid µ-calculus.

xi





Contents

Kurzfassung ix

Abstract xi

Contents xiii

1 Introduction 1
1.1 SHACL and Reasoning . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2
1.2 Static Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4
1.3 Main Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

2 Preliminaries 11
2.1 Description Logics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12
2.2 Universal Models . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18
2.3 Some Complexity Theory . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

3 SHACL as a Logic 25
3.1 Non-Recursive SHACL . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25
3.2 Recursive SHACL . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27
3.3 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31

4 Validation in the Presence of Ontologies 33
4.1 Validation with Ontologies . . . . . . . . . . . . . . . . . . . . . . . . . . . 34
4.2 Finite and Infinite Cores . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41
4.3 Stratified SHACL . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46
4.4 Rewriting for Positive SHACL . . . . . . . . . . . . . . . . . . . . . . . . . 52
4.5 Rewriting for Stratified SHACL . . . . . . . . . . . . . . . . . . . . . . . . 60
4.6 Pure Rewriting . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65
4.7 Complexity Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 69
4.8 Discussion and Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . 72
4.9 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75

5 Towards Practical Validation 77
5.1 DL-LiteR . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 77

xiii



5.2 Data-Aware Good Successor Configuration . . . . . . . . . . . . . . . . . . 79
5.3 Core Universal Model for ELHI . . . . . . . . . . . . . . . . . . . . . . . . 82
5.4 Semi-Positive SHACL Validation . . . . . . . . . . . . . . . . . . . . . . . . 83
5.5 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 85
5.6 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 86

6 Counting Over Regular Expressions 87
6.1 Problem Statement . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 89
6.2 MINCOUNT is Hard . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 89
6.3 Fragment of DL-LiteR . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 95
6.4 Polynomial-time Algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . 96
6.5 Decision Algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 102
6.6 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 105
6.7 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 106

7 SHACL satisfiability via Description Logics 107
7.1 SHACL Satisfiability . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 107
7.2 SHACL to OWL and back again . . . . . . . . . . . . . . . . . . . . . . . . 111
7.3 Inverses, Nominals and Counting . . . . . . . . . . . . . . . . . . . . . . . . 113
7.4 Equality and Disjointness . . . . . . . . . . . . . . . . . . . . . . . . . . . . 117
7.5 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 118
7.6 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 119

8 Static Analysis: Well-Founded Validation 121
8.1 Fragment and Normal Form . . . . . . . . . . . . . . . . . . . . . . . . . . 122
8.2 Static Analysis of SHACL Specifications . . . . . . . . . . . . . . . . . . . 122
8.3 Full Hybrid µ-calculus . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 125
8.4 Translating SHACL into µ-calculus . . . . . . . . . . . . . . . . . . . . . . 127
8.5 Complexity Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 136
8.6 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 144
8.7 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 145

9 Conclusion 147

Overview of Generative AI Tools Used 151

List of Figures 153

List of Tables 155

Bibliography 157



CHAPTER 1
Introduction

As our current society relies more and more on collecting and analysing huge amounts of data
in many different formats, an increased need for efficient and flexible tools and standards to
handle this data is observed. The Resource Description Framework (RDF) is a graph-based model
for managing data on the Web, introduced by the World Wide Web Consortium (W3C). At the
moment, it is the standard way how web data is published and shared. It is for instance used in
sharing health care information: Fast Healthcare Interoperability Resources (FHIR), [HL711],
helps in deciding the best possible treatment for patients. Other use cases contain for instance
assistance in failure analysis for semi-conductors.

As the amount of data published on the web is growing constantly, a demand surfaced for a
language to describe and validate the correctness or quality of RDF graphs. Specifically in the
current moment, as LLMs are used to generate vast amounts of data that are uploaded on the web,
having a logic based method that guarantees certain quality constraints on your data has become
essential. In 2017, the W3C published their solution: the Shapes Constraint Language, better
known as SHACL [W3C17].

SHACL primarily consists of constraints, sometimes also called shapes. These are descriptions
of how parts of the data are supposed to look like, like “this node needs to have an outgoing edge
labelled with hasChild to a node that also has an outgoing hasChild-edge.” Constraints also
come with targets: a set of nodes that needs to validate (or conform, or satisfy) the constraint. For
instance, we may want all nodes labelled with Grandparent, Grandmother or Grandfather to
validate the example constraint.

Next to mentioning the type of in- or outgoing edges, SHACL constraints may also talk about
more local properties like the label of nodes, or more global properties like equality or disjointness
of sets of paths. In this way, we can check whether all nodes labelled with Grandmother are
also labelled with Grandparent, or check whether hasChild · hasChild indeed coincides with
hasGrandchild . Furthermore, one may count over regular expressions. Or, by using shape names
as place holders for constraints, we can refer to other constraints inside others, both in a positive
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1. INTRODUCTION

as in a negated way. The SHACL standard [W3C17] describes the syntax and semantics of
constraints in a somewhat convoluted way: it is not straightforward to parse. The first logical
formalisation was performed by Corman et al. [CRS18]. Later followed more works highlighting
the proximity to Description Logics (DLs) [BJVdB22b, Ort23] and a thorough analysis of the
expressivity of the different features used to build constraints [BJVdB22a].

In recursive SHACL there is no limit on the creation of cyclic definitions of constraints, as
opposed to non-recursive SHACL where cycles are forbidden. As is well-known from the Logic
Programming literature, the combination of recursion and negation can be tricky. The SHACL
standard is not of much help here: it leaves the choice of semantics for recursive constraints to the
implementers, which leads to ad hoc implementations of which it is unclear what is tested exactly.
However, in the Logic Programming literature many solutions have already been presented, which
can be extended to SHACL: the main different semantics for recursive SHACL considered in
the literature are based on the supported model [CRS18], stable-model [GL88, ACO+20] and
well-founded semantics [VGRS91, OŠ24].

Thus, a big first step has been made by providing a range of choice of validation semantics, based
on the different ways of handling the interaction of negation and recursion. However, many more
questions remain. With this thesis, we aim to make further steps; first, we will look at SHACL
validation in presence of ontologies, whereas in the second half of this thesis we will consider
static analysis problems of recursive SHACL under all of the main semantics.

1.1 SHACL and Reasoning

Like SHACL, the Web Ontology Language (OWL) [W3C12] is another prominent W3C standards
for managing RDF data. Both standards are based on fundamentally different assumptions and
designed to be complementary. OWL was standardised shortly after RDF, with the key aim of
enhancing RDF datasets with domain knowledge that enables the inference of missing facts
from potentially incomplete data graphs: OWL enables to capture repeating or generalisable
knowledge in a precise manner. This is because OWL and its profiles are based on Description
Logics (DLs) [BHLS17].

Just as other classical logics, DLs or OWL make the open-world assumption (OWA). Intuitively,
this means that the data only presents an incomplete description of the domain of interest: it
asserts facts that are known to be true, but does not rule out that additional facts may also be true,
as long as they are consistent with the current world description. OWL has been adopted in a
wide range of applications over the years, and thousands of OWL ontologies have been developed
(see e.g., [HL711]). SHACL, in contrast, was created for a different purpose: to describe and
validate constraints on datasets. Recall that the main task of interest is validation of a given a
set of constraints paired with a selection of target nodes or concepts from a given graph. Unlike
OWL, SHACL operates under the closed-world assumption (CWA): it assumes that the given
data graph is complete, and validators evaluate the constraints over the input graph as is.

The first natural question we address is how to do validation in the presence of both OWL ontolo-
gies and SHACL constraints. That is, if we have a possibly incomplete graph and ontological
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knowledge that implies additional facts, can we validate given SHACL constraints over graphs
containing the implied facts?

The first major challenge we must face is that the semantics of SHACL constraints in the
presence of ontologies is not obvious, as we must simultaneously account for the open-world
semantics of description logics and for the closed-world view of SHACL. The knowledge in
the ontology implies additional facts, which can be added to the data graph so that it satisfies
all the ontological axioms. This is not a new problem: several works addressing this exist
[KAH11, MHS07b, MHS07a, FG10].

A related problem is how to evaluate queries over description logic knowledge bases. This has
been the subject of huge research efforts over almost two decades. Here, the certain answer
semantics has played a prominent role in elegantly handling information incompleteness for large
classes of queries: answering a query consists of computing the intersection of query answers over
all models of the input knowledge base (KB). This problem can easily become computationally
very costly for expressive DLs, and it is provably more expensive than standard reasoning in
most of the popular extensions of ALC [OŠ12]. But fortunately, this computational hurdle can
usually be avoided in the so-called Horn DLs, which disallow ontological statements that involve
disjunction, leading in turn to the universal model property [BO15, ORŠ11]. This property
guarantees that a consistent KB always has a model that represents all models (technically, that
can be homomorphically mapped into any model) and is thus sufficient to compute the certain
answers to all conjunctive queries.

Although related, SHACL validation differs from query evaluation in the sense that SHACL
constraints may contain recursion, and has a much stronger bigger role for negation, which is
capable of detecting the difference between various universal models. In other words, SHACL
constraints are not invariant under homomorphisms, and just taking any universal model is no
longer an option.

Research Questions. The main topic of the first half of this dissertation can be summarised in
one main question.

How can we combine SHACL and ontologies?

We break this down into three concrete subquestions.

Q1. What are adequate semantics for validating SHACL in presence of ontologies?

This means finding a meaningful combination of SHACL and different description logics, and
aligning the technical details of both. For the smaller fragments, the main difficulty lies in finding
an intuitive semantics. For more expressive fragments of SHACL and description logics the main
challenge will be a computational one: whether it is possible and how to include the whole set of
features of SHACL in a meaningful way, while preserving decidability and possibly tractability.

Q2. What is the complexity of these semantics?

3



1. INTRODUCTION

The next step is to develop optimal algorithms for determining validation of SHACL combined
with ontologies, to determine upper bounds of the complexity for the different fragments we are
considering. For determining the lower bounds we can rely on straightforward methods: finding
the right problem in a certain complexity class and reformulating this problem in our setting.

Q3. How can we validate these semantics?

Can we somewhat push the practicability of our techniques? It seems that the most promising
path is reducing validation of SHACL with ontologies to plain validation of SHACL, by rewriting
the constraints based on ontological reasoning. However, it seems that these algorithms will
need quite some computational complexity power to take care of all the technical corner cases.
Thus, we most likely will have to put some restrictions on the SHACL constraints, and possibly
also on the ontology language, to find algorithms for answering whether a certain given SHACL
document is validated by a given ontology on some RDF graph, and such that these algorithms
are tractable in size of the combined complexity of the rules in the ontology and the RDF graph.
Deciding which restrictions are the most meaningful, i.e., are mostly excluding some theoretical,
complicated, constructions and not the main features used, is also part of solving this subquestion.

Chapters 4, 5 and 6 are dedicated to these questions. We start with answering Q1 in Chapter 4,
whereas the second half of Chapter 4 already touches on Q2 and Q3. In Chapter 5, we take a
closer look at Q3 specifically. Finally, in Chapter 6 we reconsider all questions for a specific
feature of SHACL: counting over regular expressions.

1.2 Static Analysis

Static analysis problems are of major importance in the design and validation of SHACL-based
solutions: as SHACL becomes more popular, substantive efforts are put into the adoption of
SHACL. As part of this, we witness mining SHACL specifications from data [OTMH23, FGG22,
RLH23], but how to assess the quality of these machine-generated constraints? And how to
combine or compare multiple, possibly generated, specifications? We note that the basic necessary
condition here is compatibility, which boils down to the satisfiability problem, and containment
or implication of documents. Finally, both satisfiability and containment or implication, as
static analysis tools, are prerequisites for more advanced services like optimisation, incremental
validation and modularity.

Given the importance of these problems, there are remarkably few results concerning its decid-
ability and complexity. Indeed, the most notable work in this direction is very coarse [PKM22].
It builds on a tailored fragment of predicate logic to identify decidability and complexity bounds,
but the basic logic it considers is already close to the boundary of what could potentially be
decidable in the presence of cardinality constraints. Put differently, the base logic is already rather
expressive (for instance already containing nominals and inverses), which means that barely any
features can be added for the logic to keep decidability of satisfiability (which is weaker than
implication). That is, the positive results are mostly limited to formalisms that do not support

4
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counting, and more often than not consider unrestricted (that is, potentially infinite) graphs, even
though finite graphs are a more relevant setting here.

There are multiple versions of either problem that one can consider, ranging from considering
just single constraints to whole SHACL documents, containing recursion and sets of targets.
Moreover, recall the multiple semantics introduced in the SHACL literature. Given that not many
works have appeared in this direction, a lot of problems remain open to be addressed.

In quite some cases, the tight connection between SHACL and DLs appears promising to derive
new results, specifically for the supported model semantics. However, there are only limited
works following this approach. Leinberger et al. [LSR+20] study constraint containment, which
addresses whether one constraint subsumes another without considering any other constraints.
However, as pointed out by Bogaerts et al. [BJVdB22b], there are some issues with their transla-
tion into DLs. Furthermore, Di Stefano and Šimkus [DSŠ24] study description logic terminologies
under the stable model semantics, and conclude that complexity results for satisfiability of some
fragments of SHACL under the stable model semantics transfer. For the well-founded semantics,
no results have been published so far.

Research Question. The second half of this thesis, consisting of Chapters 7 and 8, is focussed
on addressing the following question.

Q4. Can we find decidable instances of (recursive) SHACL satisfiability and containment or
implication?

SHACL satisfiability asks the question whether for a given set of constraints (possibly with
targets) there exists a data graph that validates the targets. The containment problem requires two
sets of constraints (again possibly with targets) and asks whether all graphs that satisfy the targets
of the first set, also satisfy the targets of the second set. The main idea is a mere static analysis of
the combination, for all of the main semantics: supported, stable model and well-founded. In
practice, answering this question helps to find more efficient SHACL constraints and helps us
understand what we are asking exactly with our constraints.

In Chapter 7, we will continue the work on the connection to DLs. This opens up decades
of research in the fine-grained study of logical fragments and the effect that the interaction
between different shapes of subformulas has on the complexity of reasoning. This is an especially
promising approach for the supported model semantics. However, for the well-founded semantics,
this is much less probable to work, and for the stable model semantics, similar results regarding
description logic terminologies are much thinner spread.

1.3 Main Results

First, in Chapter 2, we provide some preliminary definitions to make this thesis self-contained.
Next, in Chapter 3, we provide a summary of for this thesis relevant parts of existing literature on
SHACL as a logic. The remaining chapters discuss the following results.
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Chapter 4. We start with providing a semantics for validating SHACL in presence of ontologies,
and argue why it is intuitive. For this, we introduce the notion of the austere universal model,
a universal model which locally does not contain redundant structures, and advocate checking
for validation over this specific model. As this austere universal model may be infinite, we show
we can also provide a finite representation in the form of the good successor configuration. It
turns out that the result of our construction coincides with the model construction proposed in
[EOŠ+12] and is indeed universal.

Moreover, we show that the local minimality of the austere universal model suffices for global
minimality: the austere universal model is a core, and it is the unique universal core model
of a consistent Horn-ALCHIQ TBox. This provides strong evidence in favour of our chosen
semantics, since cores are often advocated as the adequate choice for languages that are not closed
under homomorphisms, but satisfy the weaker property of being closed under isomorphisms
[AGP18, BF19, EKM22].

We define a fragment of recursive SHACL named stratified SHACL. Our notion of stratification is
based on the well-known class of stratified logic programs [ABW88], and provide a least fixed
point semantics that is admitted by stratified SHACL documents. This semantics coincides with
both the stable [ACO+20] and the well-founded [OŠ24] semantics, but is simpler to compute.
We also show that our fragment has a rather simple normal form with the same expressivity.

Furthermore, we are able to bring validation over the possibly infinite austere universal model
back to validation of a rewritten set of constraints over an enriched ABox. We do this by
combining the normal form of stratified SHACL with the information captured in the good
successor configuration. We continue with exploring how to construct a rewriting of SHACL
with ontologies into SHACL which can be evaluated over the original (not enriched) data graph.
One of these techniques proposes an extension of SHACL, SHACLb, which also allows to define
labels for roles.

Finally, we determine the complexity of validating SHACL with ontologies. We find that in
presence of Horn-ALCHIQ TBoxes, SHACL validation is EXPTIME complete in combined
complexity, and PTIME complete in data complexity. Moreover, we show that validating a very
simple fragment of SHACL over a rather light (less expressive than DL-LiteR) description logic
ontology already suffices to find EXPTIME hardness in combined complexity.

This chapter is based on the following publication.

[OOŠ26a] Anouk M. Oudshoorn, Magdalena Ortiz, and Mantas Šimkus. SHACL validation
in the presence of ontologies: Semantics and rewriting techniques. Artif. Intell.,
352:104483, 2026

Chapter 5. In this chapter, we explain how the presented techniques of Chapter 4 can be
simplified for less expressive DLs: DL-LiteR and ELHI. In particular, this includes a data-
aware version of a consequence-based calculus for ELHI KBs. Unlike previous inference
procedures for ELHI , the rules in our calculus are aware of input data, which assists in avoiding

6



1.3. Main Results

the main drawback of the previous approaches: data-independent computations easily lead to
best-case exponential behaviour.

After presenting our calculus, we use the data aware version to address validation of SHACL in
the presence of ontologies. In this part, we concentrate on semi-positive SHACL shapes, which
allow for negation of ontology predicates, but not of shape names. This fragment can be seen
as semi-positive monadic Datalog queries with acyclic rule bodies and regular path expressions.
This also shows the influence of referencing shape names negatively in the SHACL rewriting
procedure, as the rewriting procedure can be drastically simplified compared to the procedure
presented in Chapter 4. Moreover, this rewriting is no longer best-case exponential, as is the
version of the previous chapter.

This chapter is based on the following publications.

[AOOŠ23] Shqiponja Ahmetaj, Magdalena Ortiz, Anouk M. Oudshoorn, and Mantas Šimkus.
Reconciling SHACL and ontologies: Semantics and validation via rewriting. In
Kobi Gal, Ann Nowé, Grzegorz J. Nalepa, Roy Fairstein, and Roxana Radulescu,
editors, Proc. of ECAI 2023, volume 372 of Frontiers in Artificial Intelligence and
Applications, pages 27–35. IOS Press, 2023

[OOŠ24] Anouk M. Oudshoorn, Magdalena Ortiz, and Mantas Šimkus. Reasoning with the
core chase: the case of SHACL validation over ELHI knowledge bases. In Laura
Giordano, Jean Christoph Jung, and Ana Ozaki, editors, Proc. of DL 2024, volume
3739 of CEUR Workshop Proceedings. CEUR-WS.org, 2024

Chapter 6. In this chapter, we dive deeper into counting over regular expressions, one of the
SHACL features. It asks for the amount of nodes reachable by a regular expression, independent
of how many different paths lead there. In particular, we are interested in its behaviour over
all the models of a given knowledge bases. As we are not counting homomorphisms, this is a
problem for which existing related work does not provide any solutions. Instead, we consider
nodes reachable, which means a more global view in the construction of models is required.

First, we extend the framework of cardinality certain answers [KR15, BMT20], originally
designed for conjunctive queries over ontologies, to counting the number of nodes reachable via
a regular path expression (over ontologies). We show that deciding whether this number is larger
or smaller than a given bound is coNP-hard in data complexity under very mild assumptions.
In particular, for DL-LiteR ontologies, coNP-hardness holds even when regular expressions are
restricted to concatenation, making it a rooted CCQ, as long as either queries or ontologies feature
inverse roles. We show that for almost all more expressive ontology languages the problem is
coNP-hard even without using inverses.

Nevertheless, there is also positive news; for the restricted case when neither queries nor ontolo-
gies can use inverse roles, we show how to obtain tractability. Our algorithm is not based on
computing a particular model over which queries are evaluated. Instead, we prove the model with
the minimal number of answers can be obtained by inspecting a small (polynomially sized, in
data complexity) set of models, which we call a counting-sufficient set of models.
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Finally, we show that counting-sufficient sets of models can be enumerated by focussing on a
family of mappings that encode how blank nodes in a specific universal model are merged to
obtain such a set of models. We leverage this family of mappings to show how to produce a
logical formula that effectively allows us to reason about the number of reachable nodes without
materialising any of the models in the counting-sufficient set.

This chapter is based on unpublished work in collaboration with Juan Reutter (under submission
at ICDT 2027).

Chapter 7. From this chapter onwards, we focus on static analysis problems, starting with
satisfiability for the supported model semantics. In this chapter, we build on the DL literature to
pinpoint much tighter complexity bounds than previously known for SHACL, based on the close
connection between satisfiability in DLs and SHACL satisfiability; we revisit this connection
and explain how to translate complexity results in both ways. To emphasise this tight bond, we
provide a DL inspired naming convention: we write LS to denote the SHACL fragment similar
to the DL L.

Secondly, we add some lack of finite model property results to the landscape: we show this
for ALCS plus counting over regular path expressions, which also provides an alternative
undecidability proof; and, we show that adding either eq(E, r) or disj(E, r) toALCS also breaks
the finite model property of ALCS .

This chapter is based on the following publication.

[Oud25] Anouk M. Oudshoorn. SHACL satisfiability: What can we learn from DLs? In Proc.
of DL 2025, volume 4091 of CEUR Workshop Proceedings. CEUR-WS.org, 2025

Chapter 8. Finally, the last chapter provides the first dedicated study of the computational
complexity of implication of SHACL documents in the presence of recursive constraints. That
is, we study the problem of deciding, given two SHACL documents S1 and S2 containing shape
definitions and targets for validation, whether every graph that validates S1 also validates S2. Our
first major result is that, if one considers the supported or the stable model semantics, this problem
is undecidable even when the language for shape expressions is restricted to ALCIOS . This is
somewhat surprising, but becomes even more intriguing in the light of our second main result:
under the well-founded semantics, this problem is not only decidable, but it is feasible in single
exponential time and thus not harder than deciding satisfiability of a single shape expression.

The main stepping stone to obtaining our positive results is a translation of SHACL documents
under the well-founded semantics into a formula of the full hybrid µ-calculus. This translation
establishes a novel connection between fixed point logic on the one hand, and the well-founded
semantics on the other. Interestingly, capturing the well-founded semantics requires limited alter-
nation of fixed point operators. This connection is, to our knowledge, novel and of independent
interest. We note that some early works on the well-founded semantics for logic programs have
already established a connection for logics with fixed points [VGRS91, VG93]. Our setting here
is different: their monotonic operator is composed of two anti-monotonic fixed point operators.
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That is, the first operator produces an overestimate of the set of negative conclusions, whereas the
second is an underestimate. This alternating, estimating behaviour is absent in our work, in the
sense that we translate (directly) into (fragments of) the full hybrid µ-calculus.

We rely on the insights of our more constructive translation to derive tight complexity bounds.
That is, our translation of a SHACL document into a µ-calculus formula unfolds the rules defining
shapes into a single formula, potentially leading to an exponential blow-up. We therefore also
provide an automata-based algorithm for evaluating (the µ-calculus translation of) a SHACL
document that runs in time bounded by a single exponential function of the size of the input
document. This allows us to establish optimal complexity bounds for SHACL static validation
services in a range of fragments.

This chapter is based on the following publication.

[OOS26b] Anouk M. Oudshoorn, Magdalena Ortiz, and Mantas Simkus. Static analysis of
recursive SHACL. In Renata Wassermann, Marie-Laure Mugnier, and Franz Baader,
editors, Proc. of KR 2026, 2026
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CHAPTER 2
Preliminaries

In this chapter, we will lay out the necessary background for this thesis. After introducing some
basic syntax, we will introduce the syntax and semantics of Description Logics. Furthermore, for
completeness of this thesis, we will also address some automata and complexity theory.

Throughout this work, we will work with the following, countably infinite, mutually disjoint,
alphabets. Note that these alphabets are specifically chosen to fit both DLs and the logic
formalisations of SHACL. Moreover, it needs to be compatible with RDF graphs. To align this
needs, we present a syntax that is closely related to syntax known for DLs.

First, we introduce two sets of names for nodes: the named versions, and the anonymous versions.
The named versions, called individuals or constants, are used, among others, to represent known
data, whereas the blank versions are mainly used in universal model constructions.

NI indicates the set of individuals or constants: names for specific nodes in data graphs or
ontologies, usually denoted by small letters a, a′, a1, a2, . . . , b, c, . . .

NB indicates the set of blank nodes (sometimes simply called blanks): anonymous nodes in
data graphs, usually denoted by small letters d, e, e′, e1, e2, x, y . . . Elements of the union
of NB and NI are usually denoted like elements of NB by small letters d, e, e′, e1, e2, . . .

Furthermore, we introduce alphabets to indicate unary and binary predicates, as is standard in DL
literature.

NC indicates the set of concept names: names for unary predicates in data graphs or on-
tologies, usually denoted by capitalised letters A,A′, A1, A2, . . . , B, . . . or words like
Worm,Human or Carrot in concrete examples. In RDF and SHACL, these elements are
also referred to as classes or class names.
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NR indicates the set of role names or roles: names for binary predicates in data graphs or
ontologies, usually denoted by small letters p, p′, . . . In RDF and SHACL, these elements
are also referred to as properties or property names.

In the construction of SHACL constraints, we make use of both the individuals, the concept
names as the property names. To give names to constraints, and indicate which nodes conform to
which shapes, we introduce another set of unary predicates: the shape names.

NS indicates the set of shape names: names for unary predicates in shape assignments, usually
denoted by small letters s, s′, t, t′, . . . or words like petShape in concrete examples.

Finally, in Chapter 8, we will make use of µ-calculus formulas. For building these, we introduce
another disjoint set: the set of variables.

NV indicates the set of variables: one of the building blocks of µ-calculus formulas, usually
denoted by capitalised letters X,X ′, Xs, Xs̄, Y, Z, . . .

Moreover, we consider the setsNC andNR; NC indicates the set of concept namesNC extended
with the concepts ⊤ and ⊥, whereas NR indicates the set of roles that also includes the inverse
roles: for each p ∈ NR, NR contains both p and the inverse role p−, usually denoted by small
letters r, r′, . . .. For every p ∈ NR, let (p−)− = p, and for each set of roles R ⊆ NR, set
R− := {r− | r ∈ NR}.

2.1 Description Logics

Description Logics are a family of logics that offer a way of capturing generalisable knowledge in
logical structures. In general these logics enable us to talk about sets of objects sharing attributes
by using concept names, or relations between two objects by using the binary roles. Depending
on the exact fragment, other options become available, like using the (unique) names of the
objects by mentioning elements from the set of individuals or constants; or counting how many
nodes are related via a certain role; or more intricate combinations of any of the aforementioned
constructs.

We can state what is known, i.e. facts, by using (ground) atoms or assertions: statements that a
specific individual has a relation to another constant. If the name for an exact node is not known,
a blank node, an element from the set of place-holders, is used instead.

Definition 2.1. A (ground) atom is an expression of the form A(e) or p(e, e′), for A ∈ NC ,
p ∈ NR and {e, e′} ⊆ NI ∪NB . In case {e, e′} ⊆ NI , we may also refer to expressions of the
form A(e) or p(e, e′) as assertions.

Note that a set of assertionsA can be viewed as a graph with unary and binary labels, i.e., concept
and role names. Such a finite set restricted to known individuals is called an ABox.
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Definition 2.2. An ABox (or data graph) A is a finite set of atoms of the form A(a) or p(a, a′),
for A ∈ NC , p ∈ NR and {a, a′} ⊆ NI . Let the domain of A be defined as ∆A := {a | A(a) ∈
A for some A ∈ NC} ∪ {a, a′ | p(a, a′) ∈ A for some p ∈ NR}.

We also consider interpretations.

Definition 2.3. An interpretation is a pair I = (∆I , ·I), where ∆I is a non-empty set (called
domain) and ·I is a function that maps every A ∈ NC to a set AI ⊆ ∆I , every p ∈ NR to
a binary relation pI ⊆ ∆I × ∆I , and every individual and blank node e ∈ NI ∪ NB to an
element eI ∈ ∆I . We also call eI , AI , resp. pI the extension of e, A, resp. p. Furthermore, let
(p−)I := {(e′, e) | (e, e′) ∈ pI}.

Interpretations may be finite or unrestricted. One way to define finite interpretations is by choosing
a domain of finite size. However, sometimes, we need or want to force the domain to be of infinite
size, and still be able to talk about finite interpretations. That is, we want only finitely many blank
nodes or individuals to participate in a concept or role name.

Definition 2.4. An interpretation is finite if AI and pI are finite sets, for each A ∈ NC and
p ∈ NR, and only finitely many concepts and roles have a non-empty interpretation.

As it is the natural choice to make in context of SHACL, we make the standard name assumption
and assume that the domain of an interpretation is a subset of NI ∪NB . This means that every
node is always interpreted by itself in every interpretation; eI = e for all interpretations I , and all
e ∈ NI ∪NB . This has the advantage that it is more straightforward to talk about the extension
of the same node in different interpretations.

To specify and name an interpretation that exactly captures a set of atomsA, we use the canonical
interpretation. In some chapters, it will be beneficial to use sets of atoms and interpretations
interchangeably. As the following translations demonstrate, in the next two definitions, the
transformations back-and-forth are very straightforward and will not cause any problems.

Definition 2.5. Given a set of atoms A, the canonical interpretation IA is given by setting
∆IA := NI ∪NB , AIA := {e | A(e) ∈ A} for all A ∈ NC , pIA := {(e, e′) | p(e, e′) ∈ A} for
all p ∈ NR.e ∈ NI ∪NB .

Note that with canonical interpretation, we intend the reading of “a canonical way to represent a
set of atoms”, and not as a synonym of a universal model. Those models will be discussed in
detail in Section 2.2.

Definition 2.6. Given an interpretation I, with a domain of finite or infinite size over NI ∪NB ,
let AI be the smallest subset of atoms such that A(e) ∈ AI if e ∈ AI , and p(e, e′) ∈ AI if
(e, e′) ∈ pI .

To illustrate the notion of a canonical interpretation, we consider the following example.
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a3; Human

a1; Bread

a4; Horse

a6; Carrot

a2; Bird

a5; Worm

eats

eats

hasPet

eats

eats

hasPet

eats

Figure 2.1: Graph representation of the ABox presented in Example 2.7.

Example 2.7. Consider the ABox A containing the following facts

A :={Bread(a1),Bird(a2),Human(a3),Horse(a4),Worm(a5),Carrot(a6), hasPet(a3, a2),
hasPet(a3, a4), eats(a2, a5), eats(a3, a1), eats(a3, a6), eats(a4, a1), eats(a4, a6)}.

The canonical interpretation IA is then given by ∆IA ⊇ {a1, . . . , a6}, BreadIA := {a1}, ...,
CarrotIA := {a6}, hasPetIA := {(a3, a2), (a3, a4)} and lastly

eatsIA := {(a2, a5), (a3, a1), (a3, a6), (a4, a1), (a4, a6)}.

Furthermore, in Figure 2.1, the ABox A/canonical interpretation IA is represented as a labelled
graph. When graphically representing interpretations, domain objects are written in rectangular
boxes (individuals in red boxes), followed by a semicolon and the concept names in whose
interpretations it participates, if any. Roles are depicted as labelled arrows. ♡

Relation to data graphs. RDF is intended as a human- and machine-readable language for
storing data, and can in a certain sense also be thought of as labelled graphs. In this thesis, we
will focus on RDF triples: (s, p, o), containing a subject s, a role p and object o. Those triples
can be thought of as atoms of binary roles in description logic data graphs. Take for instance
eats(a2, a5), one of the atoms contained in A as defined in Example 2.7. In triple shape, this
atom looks like (a2, eats, a5), that is, the translations back-and-forth are straightforward.

We also consider concept names. Take for instance the fact Worm(a5), which indicates that a5 is
an instance of ‘Worm’. As a triple, this is represented as (a5, hasType,Worm), always with the
role hasType. In the rest of this thesis, we will use concept names, that is, unary predicates, to
denote these kind of triples.

Technically, there is no restriction on the type of objects that can occur in any of the positions of
the triples. However, even when the same object, say :r, is used both as a subject/object and role
at the same time, then :r appears both as a node name and a role name in RDF. That is, in such
case, we can model this by introducing a constant ar to talk about this role as the subject or object
of a triple. Still, note that what is discussed here remains an approximation of full, untyped RDF.

Above, we considered concrete facts. However, another essential part of description logics is
the possibility to capture generalised information in the shape of reasoning rules also known
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as axioms or general concept or role inclusions. These axioms are collected in a TBox. The
expressivity of these axioms depends on the particular description logic in the family of logics, of
which we will introduce a handful below. We start with one of the most expressive description
logics we discuss in this dissertation: ALCOIQ, followed by the logics Horn-ALCHIQ, ELHI
and DL-LiteR.

2.1.1 The Description Logic ALCOIQ

The description logic ALCOIQ is built up from the base description logic ALC (Attributive
concept Language with Complements) extended with nominals (O), inverse roles (I) and qualified
cardinality constraints (Q), which allow to talk about names of specific nodes, access roles in a
backwards manner, and count certain neighbours, respectively.

That is, an ALCOIQ concept C is defined recursively in the following way:

C ::= a (O) | A | ⊤ | ¬C | C ⊓ C | ∀r.C | ≥n r.C (Q)
r ::= p | p− (I),

where a ∈ NI , A ∈ NC , n ≥ 1 and p ∈ NR. We use C ⊔ C ′ resp. ∃r.C as a shorthand for
¬(¬C ⊓ ¬C ′) resp. ¬∀r.¬C. Given any set M = {M0, . . . ,Mk}, let

d
M := M0 ⊓ . . . ⊓Mk.

Definition 2.8. An ALCOIQ TBox T is a set of axioms of the form C ⊑ C ′, for C and C ′

ALCOIQ concepts. These axioms are called general concept inclusions.

As is standard, we use C ≡ C ′ as a shorthand for C ⊑ C ′ and C ′ ⊑ C. For the semantics, we
use interpretations.

Definition 2.9. Given an ALCOIQ TBox T , we say an interpretation I is a model of T if for
all C ⊑ C ′ ∈ T we have CI ⊆ C ′I , where CI is recursively defined as:

⊤I := ∆I (¬C)I := ∆I \ CI (C ⊓ C ′)I := CI ∩ C ′I

(∀r.C)I := {c ∈ ∆I | (c, c′) ∈ rI implies c′ ∈ CI}
(≥n r.C)I := {c ∈ ∆I | |{c′ ∈ ∆I | (c, c′) ∈ rI , c′ ∈ CI}| ≥ n}.

We use the notation T |= C ⊑ C ′ in case CI ⊆ C ′I for all models I of T . We call CI the
extension of C (in I, might be omitted when it is clear from the context which I is intended).
Every ALCOIQ TBox T that has at least one model is called consistent.

A knowledge base consist of the combination of explicit information in the form of an ABox, and
implicit information, captured in a TBox. The idea of a model naturally extends to this setting:
next to being a model of the given TBox, the concrete data of the ABox should also be reflected
in the model.

Definition 2.10. Given an ABox A and an ALCOIQ TBox T , the pair K = (T ,A) is an
ALCOIQ knowledge base (KB). An interpretation I is a model of K if I is a model of T and,
moreover,
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• for each A(a) ∈ A, we find a ∈ AI; and

• for each p(a, a′) ∈ A, we find (a, a′) ∈ pI .

We call an ALCOIQ KB K consistent if it has at least one model.

It is not for nothing that DLs are described as a family of logics: e.g., ALC, which corresponds
to ALCOIQ where the syntax of concepts is restricted to

C ::= A | ⊤ | ¬C | C ⊓ C | ∀p.C

where A ∈ NC and p ∈ NR. That is, the features labelled with ‘(O)’, ‘(I)’ and ‘(Q)’
are disallowed. The DLs in between ALC and ALCOIQ of the form ALCX , for X ∈
{O, I,Q, IO, IQ,OQ} are constructed in a similar way: exactly the features labelled with
letters occurring in X may be used in the construction of ALCX concepts. The semantics and
other notions follow directly from restricting the definitions provided before.

Instead of the qualified cardinality constraints (‘Q’), that is, ≥n r.C in the syntax, it is also
possible to consider weaker versions instead; we also consider unqualified cardinality constraints
(‘N ’), which allows concept constructions of the form ≥n r.⊤; and functionality (‘F’), which
only allows unqualified counting up till one: ≤1 r.⊤.

For all these logics, we can now define some helpful notions. As before, we will define them for
the full logic ALCOIQ, as for all the sublogics, the restrictions are well-defined.

Definition 2.11. Given an ALCOIQ TBox T , we say a concept C is satisfiable w.r.t. a TBox T
if there exists a model I of T such that CI ̸= ∅.

2.1.2 Normalised Horn-ALCHIQ and ELHI

As we have seen above, the O, I, Q, F and N in the name of a DL indicate which features
are allowed in the concept construction. TheH is somewhat different: it allows another type of
inclusion axioms: the role inclusion axioms, or role hierarchies. That is, in an ALCHIQ TBox,
we might find general concept inclusions of the form C ⊑ C ′, for C and C ′ ALCIQ concepts,
and moreover role hierarchies of the form r ⊑ r′ for {r, r′} ⊆ NR. If ‘I’ would not have been
part of the name of the logic, we would have considered {r, r′} ⊆ NR instead.

However, we are not considering ALCHIQ TBoxes, but Horn-ALCHIQ. One can think of
the Horn-fragments as the disjunction-free versions of the logics; it is no longer allowed to
force a model to choose between two branches as happens with for instance the set of axioms
T = {A ⊑ B ⊔ C,B ⊑ ¬C}. This will be essential when we are considering universal (core)
models: as is shown in Section 4.2, every consistent Horn-ALCHIQ knowledge base has a
unique universal core model, whereas any example containing T combined with for instance the
data graph A = {A(a)} is already an example of a KB expressible in ALC that does not have a
universal model (a model representing all other models, the precise definitions will be given in
the next section).

16



2.1. Description Logics

Finally, we will be considering normalised Horn-ALCHIQ axioms in this thesis. This means
that all axioms have to be given in a specific form, as will be provided by the following definition.
For more details and a discussion regarding going beyond normalised Horn-ALCHIQ, we refer
the reader to Section 4.8.

Definition 2.12. In a normalised Horn-ALCHIQ TBox T each concept inclusion takes one of
the following forms:

(F1) A0 ⊓ . . . ⊓An ⊑ B (F3) A ⊑ ∀r.B
(F2) A ⊑ ≤1r.B (F4) A ⊑ ∃r.B

for {A,A0, . . . , An, B} ⊆ NC and r ∈ NR. Furthermore, T may contain role inclusions of the
form r ⊑ r′, for {r, r′} ⊆ NR.

As before, the semantics of normalised Horn-ALCHIQ is defined in terms of interpretations I:
a concept inclusion axiom C ⊑ C ′ is satisfied whenever CI ⊆ C ′I , and role inclusion axioms
r ⊑ r′, which are satisfied if rI ⊆ r′I .

All other notions naturally translate to this setting. To denote logical entailment, we may write
T |= γ if every model of the TBox T is also a model of γ (where the latter may be any inclusion,
a TBox, or an ABox).

Constructions by Kazakov [Kaz09] and Krötzsch et al. [KRH07] show that every Horn-ALCHIQ
TBox T can be translated in an equivalent normalised Horn-ALCHIQ TBox T ′ in the sense
that every interpretation that is a model of T can be decorated with the concept names freshly
introduced in the construction of T ′ to make it a model of T ′, and that every model of T ′ is a
model of T too.

When disallowing axioms of the form (F2), we obtain TBoxes and KBs that fall within normalised
ELHI.

Definition 2.13. In a normalised ELHI TBox T each concept inclusion takes one of the
following forms:

(F1) A0 ⊓ . . . ⊓An ⊑ B (F3) A ⊑ ∀r.B
(F4) A ⊑ ∃r.B

for {A,A0, . . . , An, B} ⊆ NC and r ∈ NR. Furthermore, T may contain role inclusions of the
form r ⊑ r′, for {r, r′} ⊆ NR.

Again, all other definitions naturally translate to this setting. Also, note that A ⊑ ∀r.B is
equivalent to ∃r−.A ⊑ B, therefore, we might replace axioms of the form (F3) by axioms of the
form ∃r.A ⊑ B without any consequences.
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2.1.3 The Description Logic DL-LiteR
In the search for description logic fragments with good computational properties, next to the
EL-family, the DL-Lite-family was introduced [CGL+07]. In this thesis, we specifically focus on
DL-LiteR, a fragment of DL-Lite that contains role hierarchies.

Definition 2.14. A basic concept is a concept name A ∈ NC or an expression of the form
∃r.⊤ such that r ∈ NR. A DL-LiteR concept inclusion is an expression of the form C ⊑ C ′

or C ⊑ ¬C ′, for C and C ′ basic concepts. A DL-LiteR role inclusion is an expression of the
form r ⊑ r′ or r ⊑ ¬r′, where {r, r′} ⊆ NR. A DL-LiteR TBox T is a set of concept and role
inclusions. A DL-LiteR knowledge base (KB) K is a pair (T ,A) of a DL-LiteR TBox T and
ABox A.

The semantics automatically follows from restricting the semantics of ALCI to this setting,
extended with the following semantics for the role inclusion axioms: given an interpretation I,
r ⊑ r′ is satisfied if rI ⊆ r′I , and r ⊑ ¬r′ if rI ∩ r′I = ∅. All other notions naturally translate
to this setting too.

2.2 Universal Models

In the previous section, we have discussed which interpretations are considered models of a given
knowledge base. In this section, we dive deeper in the different types of models that exist. In
particular, we are interested in universal models; these are models that represent all models of
a knowledge base (in the sense that they can be homomorphically mapped into every model of
that KB) and have useful properties. They are one of the main tools used when intending to say
something about all models of a KB. Note that knowledge bases expressible in ALC or more
expressive DLs in general do not have universal models. Instead, in the context of universal
models, we will be mainly interested in the DLs Horn-ALCHIQ, ELHI and DL-LiteR.

We will define different morphisms as functions between interpretations. However, depending on
the specific settings, we will also make use of morphisms between sets of atoms, in that case, the
morphism is a function between the canonical interpretations of those sets of atoms. That is, let a
homomorphism be defined as follows.

Definition 2.15. Let I and I ′ be interpretations. A homomorphism from I to I ′ is a function
h : ∆I → ∆I′

such that for all {e, e′} ⊆ NI ∪NB , all A ∈ NC and all p ∈ NR,

1. if e ∈ ∆I ∩NI , then h(e) = e,

2. if e ∈ AI , then h(e) ∈ AI′
, and

3. if (e, e′) ∈ pI , then (h(e), h(e′)) ∈ pI′
.

The homomorphic image of I under h is the interpretation Ih given by ∆Ih := {h(e) | e ∈ ∆I},
AIh := {h(e) | e ∈ AI}, and pIh := {(h(x), h(y)) | (x, y) ∈ pI} for all A ∈ NC and p ∈ NR.
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a e a e1 e2
p1 p1, p2 p1

Figure 2.2: (Strong) homomorphisms: there does not exist a strong homomorphism from I (left) into I ′

(right).

The main idea of a homomorphism is that all information included in I exists in some form,
possibly decorated with more information, in J as well. If the extra decoration needs to be
avoided, a strong homomorphism is required instead.

Definition 2.16. Let I and I ′ be interpretations. A strong homomorphism from I to I ′ is a
function h : ∆I → ∆I′

such that for all {e, e′} ⊆ NI ∪NB , all A ∈ NC and all p ∈ NR,

1. if e ∈ ∆I ∩NI , then h(e) = e,

2. e ∈ AI iff h(e) ∈ AI′
, and

3. (e, e′) ∈ pI iff (h(e), h(e′)) ∈ pI′
.

That is, a strong homomorphism really looks for a copy of the exact same structure in the other
interpretation, as is illustrated in the following example.

Example 2.17. Let I and I ′ be given by ∆I = {a, e}, ∆I′ = {a, e1, e2}, pI1 = {(a, e)}, pI′
2 =

{(a, e1)}, and pI
′

1 = {(a, e1), (e1, e2)}, such that a ∈ NI and {e, e1, e2} ⊆ NB , graphically
depicted in Figure 2.2. There exists one homomorphism h from I to I ′, given by h(a) = a
and h(e) = e1. This is not a strong homomorphism: (h(a), h(e)) ∈ pI′

2 , but (a, e) ̸∈ pI2 . The
function h′ given by h′(a) = e1 and h′(e) = e2 does fulfil conditions 2. and 3. of Definition 2.16,
but is no homomorphism, as h′(a) = a is required. ♡

A universal model is a model that represents all other models; when intending to answer some
simple enough, positive queries (homomorphism invariant) over all models of a knowledge base,
also known as the certain answer semantics, one of the standard approaches is to check the
answer over a universal model. Because a universal model can be mapped homomorphically into
every model of the given knowledge base, this means that if the required structure is present in
the universal model, it is present in every model.

Definition 2.18. Given an L KB K = (T ,A), for L any description logic, and let I a model of
K. We say I is a universal model if for each model J of K, there exists a homomorphism from I
to J .

The guaranteed existence of universal models is one of the important features that make Horn
Description Logics so manageable.

Lemma 2.19 ([Kaz09]). Let K = (T ,A) be a consistent Horn-ALCHIQ KB, then (T ,A) has
a universal model.
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a

e1 e2

a

e1

p1, p2 p1 p1, p2

Figure 2.3: The interpretation I as described in Example 2.22 (left) and the core of AI (right)

Note that if (T ,A) has a universal model, then it coincides with the universal model of (T pos,A),
where T pos contains all axioms in T that do not contain ⊥. Therefore, we may assume that
there are no occurrences of ⊥ if (T ,A) is consistent when we are considering universal model
constructions.

Moreover, we consider the following types of morphisms, as we will not only be considering
positive, homomorphism invariant, structures over all models of a knowledge base. For more
background information on different type of morphism invariants and types of universal models,
we refer the reader to the work by Deutsch et al. and Ellmauthaler et al. [DNR08, EKM22].

Definition 2.20. Let I and I ′ be interpretations and h a homomorphism from I to I ′, we say

• h is an endomorphism if I = I ′;

• h is an embedding if h is strong and injective; and

• h is an isomorphism if h is a surjective embedding. We write I ∼= I ′ to denote that I and
I ′ are isomorphic.

With these definitions in place, we can define what a core is.

Definition 2.21. Let A be a set of atoms. A is a core when all endomorphisms on IA are
embeddings. The core of a set of atoms A is a set of atoms B ⊆ A, such that

1. there exists an endomorphism h from IA to IB;

2. IB is the homomorphic image of IA under h; and

3. B is a core.

We write A core−−→ B to indicate that A is a core of B.

Example 2.22. Let I be given by ∆I = {a, e1, e2}, pI1{(a, e1), (a, e2)}, pI2 = {(a, e1)}, such
that a ∈ NI and {e1, e2} ⊆ NB , graphically depicted in Figure 2.3. The core of AI (the set of
atoms corresponding to I, see Definition 2.6) consists of the set of atoms {p1(a, e1), p2(a, e1)}.
♡

Lemma 2.23 ([HN92]). Each finite set of atoms has a core that is unique up to isomorphism.
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2.3 Some Complexity Theory

Before we get into some basic automata theory and complexity classes, we first extend the
notation convention with the following countably infinite and mutually disjoint sets used in the
context of Turing machines and automata.

Q indicates the set of states: names for states in Turing machines and automata, usually
indicated by small letters q, q′, q′′, q0, . . .

Σ indicates an alphabet containing letters used in Turing machines and automata, usually
denoted by small Greek letters σ, σ′, . . .

Here, we will only consider non-deterministic automata over finite words, and not go into the
standard definitions of (non-)deterministic Turing machines. Later in this thesis, we will make
use of alternating Turing machines (Chapter 4) and two-way alternating parity tree automata
(Chapter 8), and introduce those formalisms locally. For more information on different types
of automata over infinite structures, and their connections to different logics and games, see for
instance the book edited by Grädel et al. [GTW02].

2.3.1 Automata over Finite Words

An important aspect of SHACL is its usage of regular expressions to navigate through the data.
These are used to indicate a set of paths over which other constraints can be expressed, as we will
discuss in more detail in the next chapter.

Let E be any regular expression over some alphabet Σ, defined as

E ::= ϵ | σ | E + E | E · E | E∗

for ϵ the empty word and σ ∈ Σ. The language LE defined by a regular expression E contains
words w ∈ Σ∗, such that Lr := {r}, LE+E′ := LE ∪ LE′ , LE·E′ := {w · w′ ∈ Σ∗ | w ∈
LE , w

′ ∈ LE′}, and LE∗ := {w∗ ∈ Σ∗ | w ∈ LE}.

We say E is a regular path expression, when Σ = NR. For each interpretation I and each regular
path expression E over the alphabet NR, set (e, e′) ∈ EI if there exists r0 · · · rn ∈ LE and
{e1, . . . en} ⊆ ∆I such that (e, e1) ∈ rI0 , (en, e′) ∈ rIn and for all 1 ≤ i ≤ n−1, (ei, ei+1) ∈ rIi .
A pair (e, e′) ∈ EI if there exists r0 · · · rn ∈ LE and {e1, . . . en} ⊆ ∆I such that (e, e1) ∈ rI0 ,
(en, e′) ∈ rIn and for all 1 ≤ i ≤ n− 1, (ei, ei+1) ∈ rIi .

For each language LE , there exists a non-deterministic finite automatonM = (Q,Σ, qI ,∆, QF )
(NFA) that accepts exactly all words in LE . Here Q is a set of states, Σ the alphabet, qI ∈ Q
and QF ⊆ Q the initial and set of final states, and ∆ ⊆ Q × Σ × Q the transition relation. A
word σ0 · · ·σn is accepted by the automaton when there exists a path qI , q1, . . . , qn starting in
the initial state and ending in a final state qn ∈ QF such that the labels on the transitions form the
word:

{(qI , σ0, q1), (q1, σ1, q2), . . . , (qn−1, σn−1, qn)} ⊆ ∆.
We sayM recognises LE iffM accepts exactly all words in LE .
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2.3.2 Complexity of Reasoning

Next to considering validation of recursive SHACL in presence of ontologies, we will also study
the complexity of validation, and hardness of satisfiability and containment or implication of
different SHACL fragments, both in presence and without accompanying ontologies. For basic
notions of complexity theory, we refer the reader to standard textbooks on the topic, e.g. the work
by Papadimitriou [Pap94].

Decision problems are closely related to automata: they can be viewed as the combination of
a language L ⊆ Σ∗, not per se defined by a regular expression, and the question whether an
instance w belongs to this language or not. The aim is to find a procedure that decides whether
w ∈ L, and complexity theory studies the size and time of this procedure.

To indicate how hard problems are, we will make use of complexity classes: a problem being a
member of a class means that this problem can be reduced to any other problem of that class,
whereas being hard for a class means that solving it is hard enough that every problem in the
class can be reduced to it. More formally, a reduction from a language L to L′ is a mapping
f : Σ∗ → Σ∗ such that for all words w we find w ∈ L iff f(w) ∈ L′. In this thesis, polynomial
reductions will suffice, that means, we require f to be computable in polynomial time.

By using membership and hardness, we can under- and overestimate the set of problems belonging
to certain classes. The set of problems that are both in the under- as in the overestimate are called
complete for the class; they exactly define how hard the class is.

The most important complexity class is PTIME: the set of problems that can be decided in
polynomial time. More precisely, a decision problem is in PTIME iff there exists a deterministic
Turing machine (DTM) that can decide whether w ∈ L in time (i.e., the amount of steps the
machine takes) polynomial in the length of w, for each w ∈ Σ∗. Similarly, if this can be done by
a nondeterministic Turing machine (NTM), the decision problem is in NP. The complement of
languages decidable in NP is referred to as CONP; a language L is in CONP is deciding whether
L̄ := {w ∈ Σ∗ | w ̸∈ L} is decidable in NP. It is still unknown how these classes precisely relate
to each other, that is, whether PTIME ̸= NP, and whether NP ̸= CONP, or not.

The class EXPTIME (resp. NEXPTIME) is defined as the set of problem that can be solved by a
DTM in exponential time: L is in EXPTIME if for every w ∈ Σ∗ it is possible to construct a DTM
(resp. NTM) that decides whether w ∈ L in at most 2p(|w|) steps, where p(n) is a polynomial and
|w| the length of w. We obtain the classes 2-EXPTIME and 3-EXPTIME by replacing 2p(|w|) by a
double, resp. triple exponential time computation.

To summarise, it is the standard setting to look at how the size of the input (word) relates to
the amount of steps the Turing machine needs to arrive to a decision. However, in the area of
Description Logics, not only the full input to the problem is considered as the sole parameter:
instead data and combined complexity are distinguished. The latter one, combined complexity,
coincides with the original setting, whereas when studying the data complexity of a problem, the
time the Turing machine takes is measured in the size of the data graph, that is, the amount of
triples that make up the graph.
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Finally, if it is impossible to provide any Turing machine, or similarly, any algorithm that can
determine whether a word is contained in a language, independent of the available time, this
language or problem is called undecidable. A well-known example of an undecidable problem is
the domino-tiling problem [Ber66]. Naturally, if it is possible to reduce an undecidable problem
like the domino-tiling problem to another problem, this other problem is undecidable too.
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CHAPTER 3
SHACL as a Logic

As discussed in the introduction, SHACL was introduced by the W3C to answer the need for a
constraint language to manage data [W3C17]. In the rest of this chapter, we will describe how
to view SHACL as a logic of constraints. The syntax will be related to the syntax used for DLs,
however, this should not be confused with their separate aims. We will address both non-recursive
as recursive SHACL. For more work that reflects on SHACL as logic, we refer the reader to the
following articles [CRS18, ACO+20, BJVdB22a, BJVdB22b, PKM22, Ort23, OŠ24].

3.1 Non-Recursive SHACL

The SHACL standard is a document with a lot of explanations of different features and syntax
in turtle that is not always straightforward to parse. The challenging task of extracting a formal
syntax and semantics was first set out by Corman, Reutter and Savkovic [CRS18], and later
refined by Bogaerts, Jakubowski and Van den Bussche [BJVdB24].

We start by defining shape expressions. These are the bodies that will be used to define the
constraints. That is, let

φ ::= c | A | ⊤ | ¬φ | φ ∧ φ | φ ∨ φ | ∃≥nE.φ | ∀E.φ | eq(E, r) | disj(E, r) | closed(R),

where c ∈ NI , A ∈ NC , n ≥ 1, R a finite subset of NR and E a regular path expression. As we
sometimes impose restrictions on the usage of negation in this thesis, we define for instance both
‘φ ∨ φ’ and ‘φ ∧ φ’ explicitly in this syntax, and also ‘∀∃E.φ’ is mentioned separately.

To give the constraints names, we recall the countably infinite set of shape names.

Definition 3.1. A (SHACL) constraint is an expression of the form s ← φ, for φ a shape
expression, and s ∈ NS a shape name. Here, s is called the head of the constraint.

Let C be a set of constraints. Each s ∈ NS can be used at most one as the head of a constraint
s← φ ∈ C.
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I(c) := {cI}
I(A) := AI

I(⊤) := ∆I

I(¬φ) := ∆I \ I(φ)
I(φ ∧ φ′) := I(φ) ∩ I(φ′)
I(φ ∨ φ′) := I(φ) ∪ I(φ′)
I(∃≥nE.φ) := {e ∈ ∆I | |{e′ ∈ ∆I | (e, e′) ∈ EI ∧ e′ ∈ I(φ)}| ≥ n}
I(∀E.φ) := {e ∈ ∆I | ∀e′ ∈ ∆I : (e, e′) ∈ EI implies e′ ∈ I(φ)}

I(eq(E, r)) := {e ∈ ∆I | {e′ ∈ ∆I | (e, e′) ∈ EI} = {e′ ∈ ∆I | (e, e′) ∈ rI}}
I(disj(E, r)) := {e ∈ ∆I | {e′ ∈ ∆I | (e, e′) ∈ EI} ∩ {e′ ∈ ∆I | (e, e′) ∈ rI} = ∅}
I(closed(R)) := {e ∈ ∆I | there is no r ∈ NR \R such that e ∈ (∃r.⊤)I}

Figure 3.1: Evaluating shape expressions

Definition 3.2. Given an interpretation I, we say a node e ∈ NI ∪ NB validates a shape
expression φ, if e ∈ I(φ), where I(φ) is inductively defined in Figure 3.1.

Note that we do not (yet) allow shape names in shape expressions; this makes SHACL non-
recursive and allows for the simple semantics we define above. Another way to define non-
recursive SHACL is with shape names in shape expressions, but with a restriction on sets
of constraints: there should not be any cyclic dependencies. Both definitions have the same
expressivity; a simple unravelling of chains of shapes that refer to each other suffices to translate
sets of constraints from the latter setting to the syntax presented here, at the cost of losing
succintness of presentation.

A SHACL document does not only contain constraints: it also specifies which constraints need
to be validated in which target nodes. That is, nodes to be targetted can either be specified by
mentioning a specific individual a (an element from NI ), a concept name A, which indicates
that all nodes in the extension of A should validate the given constraint, or a role name r ∈ NR,
which means that all nodes e ∈ NI ∪NB that are in the extension of ∃r.⊤ should validate the
accompanying constraint. More precisely, let us define targets formally as follows.

Definition 3.3. A target is a pair (ℓ, s), where ℓ ∈ NI ∪ NC ∪ NR and s ∈ NS . A SHACL
document is a pair (C,G), where C is a set of shape constraints and G is a set of targets.

SHACL documents are tested against data graphs, to test whether all nodes singled out by targets
indeed conform to the accompanying constraints.
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Definition 3.4. Let I be an interpretation and (C,G) a SHACL document, we say that I validates
(C,G) if for all (a, s) ∈ G, we find that aI validates φ, if for all (A, s) ∈ G, we find that all
e ∈ AI validate φ, and for all (r, s), if e ∈ (∃r.⊤)I , then e validates φ.

Since we are working in the context of DLs, we consider interpretations instead of data graphs.
As interpretations and data graphs can naturally be translated into each other as described in the
previous chapter, this is merely a presentation choice. Moreover, considering readability, we may
also write A validates (C,G), for any set of atoms A, instead of IA validates (C,G).

Example 3.5. Let C consist of the constraint

VegetarianShape ← Human ∧ ∀eats.¬Animal

with target set G = {(a3,VegetarianShape)}. Now consider the canonical model IA corre-
sponding to the data graph presented in Example 2.7. We find that IA indeed validates (C,G), as
both a1 and a6 are not in the extension of Animal . ♡

The rest of this thesis has as main focus recursive SHACL. However, as the semantics for non-
recursive SHACL as presented here coincides with all the semantics for recursive SHACL when
applied to a non-recursive set of constraints, all discussions regarding semantics for combining
SHACL and OWL, or rewriting techniques, naturally also apply to the non-recursive case.

3.2 Recursive SHACL

The main difference between non-recursive and recursive SHACL is that the latter has the
possibility of circular definitions. This is made possible because shape names are now also
allowed in the syntax of shape expressions, as is shown in the following definition.

φ ::= c | s | ¬s | A | ⊤ | φ ∧ φ | φ ∨ φ | ∃≥nE.φ | ∀E.φ | eq(E, r) | disj(E, r) | closed(R),

where c ∈ NI , A ∈ NC , n ≥ 1, R a finite subset of NR and E a regular path expression. Note
that ¬φ is replaced by ¬s. This does not influence the expressivity, but makes defining certain
semantics later more straightforward.

Again, a shape constraint is an expression of the form s ← φ, for s ∈ NS and φ a shape
expression. We call s the head of the constraint. Given a set of shape constraints C, we assume
each shape name s only appears as the head of one constraint; this does not influence expressibility
as ‘∨’ may be used in φ. A shape atom has the form s(e) with s ∈ NS and e ∈ NI ∪NB , and
we call ¬s(e) negated shape atom; a shape literal is a possibly negated shape atom.

Let sub(ψ) := {ψ}, for ψ ∈ NC ∪ NI ∪ NS , or any ψ of the form eq(E, r), disj(E, r) or
closed(R), sub(¬s) := {¬s, s}, sub(φ ∗ φ′) := {φ ∗ φ′} ∪ sub(φ) ∪ sub(φ′), for ∗ ∈ {∧,∨},
sub(◦r.φ) := {◦r.φ}∪sub(φ), for ◦ ∈ {∃≥n, ∀}. For a constraint set C, let sub(C) := {sub(φ) |
s← φ ∈ C}.
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Recall that a target is a pair (ℓ, s) and that a SHACL document is a pair (C,G), where C is a set
of shape constraints and G is a set of targets, just like in the non-recursive setting. With a slight
abuse of notation, we sometimes use a shape atom s(a) to specify a target (a, s), for a ∈ NI and
write (C, s(a)) instead of (C, {(a, s)}). We will not need abbreviations of the form s(A) or s(r).

The semantics of (recursive) SHACL is based on the notion of a shape assignment, defined as a
set S of shape shape literals that are not contradictory, that is, there are no {s(e),¬s(e)} ⊆ S.
We view such shape assignments as three-valued: intuitively, s(e) ∈ S means that s is validated at
e, ¬s(e) ∈ S means that s is not validated, and {s(e),¬s(e)} ∩ S = ∅ means that the validation
of s at e is undefined in S. We say S is total, if for every shape s and node e ∈ NI ∪NB , we
have s(e) ∈ S or ¬s(e) ∈ S.

We say an interpretation I validates a set of targets G under a shape assignment S if the following
are satisfied:

1. s(a) ∈ S, for every (a, s) ∈ G,

2. s(e) ∈ S, for every (A, s) ∈ G and e ∈ AI , and

3. s(e) ∈ S, for every (r, s) ∈ G and (e, e′) ∈ rI .

To define validation for a SHACL document (C,G), we still need to give semantics to constraints
under a given shape assignment. For recursive SHACL, three different semantics have been
advocated for in the literature: the well-founded [OŠ24], supported [CRS18], and stable seman-
tics [ACO+20]. The well-founded semantics yields a unique assignment for each pair of an
interpretation I and set of constraints C. In contrast, the supported and the stable semantics both
yield a set that may contain several total assignments (or none at all); in such cases, one adopts
brave validation.

Definition 3.6. A semantics S for SHACL is a function that maps each pair of an interpretation
and a set of constraints to a set of assignments. We say that I satisfies (C,G) under S if I
validates G under some assignment in S(I, C). We say that a node e ∈ ∆I satisfies a shape s
w.r.t. C under S if I satisfies (C, s(e)). If there exists some node in ∆I that satisfies s w.r.t. C, we
say that I satisfies s w.r.t. C, of for simplicity, just I satisfies (C, s).

We define next the well-founded semantics, followed by the supported semantics. For the full
definition of the stable semantics, we refer the reader to [ACO+20].

Recall that, based on the allowed syntax for SHACL documents, concrete individuals may
explicitly appear inside shape expression or targets. To make presentation simpler, when we
talk about checking if an interpretation I satisfies a document (C,G), we assume that I is
compatible with (C,G). By this we mean that all individuals that appear in (C,G) also appear
in ∆I . Validation for incompatible I and (C,G) is considered undefined. When we quantify
over possible interpretations I for validation or non-validation w.r.t. a document (C,G), the
quantification is always limited to graphs that are compatible with (C,G).
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⌊s⌋IS := {e | s(e) ∈ S} ⌈s⌉IS := {e ∈ ∆I | ¬s(e) ̸∈ S}

⌊¬s⌋IS := {e | ¬s(e) ∈ S} ⌈¬s⌉IS := {e ∈ ∆I | s(e) ̸∈ S}

[e]IS := {eI} [A]IS := AI [⊤]IS := ∆I [·] ∈ {⌊·⌋, ⌈·⌉
}︁

[φ ∧ φ′]IS := [φ]IS ∩ [φ′]IS [φ ∨ φ′]IS := [φ]IS ∪ [φ′]IS [·] ∈ {⌊·⌋, ⌈·⌉
}︁

[∃≥nE.φ]IS := {e ∈ ∆I | |{e′ ∈ ∆I | (e, e′) ∈ EI ∧ e′ ∈ [φ]IS}| ≥ n} [·] ∈ {⌊·⌋, ⌈·⌉
}︁

[∀r.s]IS :=
{︁
e ∈ ∆I | ∀e′ ∈ ∆I : (e, e′) ∈ rI implies e′ ∈ [s]IS} [·] ∈ {⌊·⌋, ⌈·⌉

}︁
[eq(E, r)]IS := {e ∈ ∆I | {e′ | (e, e′) ∈ EI} = {e′ | (e, e′) ∈ rI}} [·] ∈ {⌊·⌋, ⌈·⌉

}︁
[disj(E, r)]IS := {e ∈ ∆I | {e′ | (e, e′) ∈ EI} ∩ {e′ | (e, e′) ∈ rI} = ∅} [·] ∈ {⌊·⌋, ⌈·⌉

}︁
[closed(R)]IS := {e ∈ ∆I | there is no r ∈ NR \R s.t. e ∈ (∃r.⊤)I} [·] ∈ {⌊·⌋, ⌈·⌉

}︁
Figure 3.2: Evaluating shape expressions: upper and lower bounds.

3.2.1 Well-founded Semantics.

For a given interpretation I and shape assignment S, we define two functions ⌊·⌋IS and ⌈·⌉IS
that map shape expressions to sets of nodes as described in Figure 3.2. Let C(s) := φ, where
s← φ ∈ C is the unique constraint in C with head s. Intuitively, assuming that the literals in S
are true, ⌊φ⌋IS is the set of nodes where φ is certainly validated, whereas ⌈φ⌉IS is the set of nodes
for which validation is possible, as it is not prevented by S. We can use ⌊·⌋IS to infer positive
shape literals in the well-founded model: if e ∈ ⌊φ⌋IS , we can infer s(e). In contrast, from ⌈·⌉IS
we can infer negated shape literals: if e ̸∈ ⌈φ⌉IS , then we can infer ¬s(e). These inferred literals
are added to the well-founded model incrementally, using the following one-step operators. For
the positive inferences, the operator is

TI,C(S) := {s(e) | s← φ ∈ C, e ∈ ⌊φ⌋IS}.

For inferring negative atoms, we rely on unfounded sets. For a set U of shape atoms, we let
¬.U := {¬s(c) | s(c) ∈ U}. Given a shape assignment S, an interpretation I and a set of
constraints C, we call a set of shape atoms U unfounded w.r.t. S, I and C if e ̸∈ ⌈C(s)⌉IS∪¬.U
for all s(e) ∈ U . As being unfounded is preserved under union, there exists a unique greatest
unfounded set w.r.t. S, I and C that is not subsumed by a strictly larger unfounded set w.r.t. S, I
and C. Let UI,C be a function that maps each shape assignment S to the greatest unfounded set
w.r.t. S, I and C.

Both positive and negative consequences are combined in the operator WI,C . Like TI,C and UI,C ,
it is a function that maps shape assignments to shape assignments.

WI,C(S) := TI,C(S) ∪ ¬.UI,C(S). (3.1)
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3. SHACL AS A LOGIC

We say a function f is monotone if x ⊆ y implies f(x) ⊆ f(y). The above immediate
consequence operator WI,C is a monotone function, hence it has a unique least fixed point. We
denote this fixed point WFG,C and call it the well-founded model of G and C.

Example 3.7. Consider the constraint set C = {s ← A ∨ ∃p.¬s′, s′ ← ¬s ∨ ∃r.s}. The
SHACL document (C, {s(0)}) is satisfiable in, for instance, the following, graphically represented
interpretation I1.
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To see this, observe the following step-by-step computation of the least fixed point WFG1,C .

WG1,C(∅) = {s(6)} ∪ ∅
W 2
G1,C(∅) = {s(6)} ∪ {¬t(6)}

W 3
G1,C(∅) = {s(6), s(5)} ∪ {¬t(6)}

W 4
G1,C(∅) = {s(6), s(5)} ∪ {¬t(6),¬t(5)}

· · ·

Note that if all p-paths from 0 to an A are infinitely long (and there exists one), this least fixed
point will not terminate in a finite amount of steps. ♡

3.2.2 Supported Model Semantics.

A supported model for constraint set C and a graph I is a total shape assignments S that satisfies
sI,S = ⌊φ⌋IS for every s ← φ ∈ C. We say I validates a SHACL document (C,G) under the
supported model semantics, if there is some supported model S of C and a graph I that satisfies
G. Note that above we used ⌊·⌋IS . However, both ⌊·⌋IS and ⌈·⌉IS can be used interchangeably here,
since ⌊φ⌋IS = ⌈φ⌉IS , for any φ, I, and total S.

Example 3.8. Consider the same constraint set as in Example 3.7, but now for the following,
graphically represented interpretation I2.

p

p0 1

As WFG2,C(∅) = ∅, we find that G2 and C only have empty well-founded models, whereas there
are two supported models S1 and S2:

S1 = {s(0), s(1),¬t(0),¬t(1)}
S2 = {¬s(0),¬s(1), t(0), t(1)}.

♡
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3.3 Conclusion

The recent interest in SHACL stresses the importance of logic-based techniques to handle large
amounts of data. Even more so given the recent changes in what large language models are
capable of producing: texts and data sets that look convincing on the first glance, but that under
close inspection are often full of inconsistencies or imprecisions.

Thus, in this chapter, we aimed to give an overview of SHACL as a logic, to stress its tight
connections to Description Logics, and also its re-usage of the different approaches of handling
negation and recursion that are well-known in the area of Logic Programming. More specifically,
SHACL can be viewed as a DL where roles are closed predicates [Ort23, DSŠ24].

The different semantics for recursive SHACL all have their own properties: where the supported
model semantics provides the most liberty in finding a satisfying shape assignment, the well-
founded and stable model semantics both require some kind of minimality of positive shape
atoms in their shape assignments, as a way of avoiding unwanted self justifications. Deciding
validation in the supported model semantics is intractable in general, whereas validation for the
stable model and well-founded semantics can be tractable in data complexity, although for the
stable model semantics, this is restricted to stratified constraints. Intuitively, this means only
positive recursive cycles are allowed. Formally, stratified SHACL is introduced in Section 4.3.

However, all these different semantics coincide in absence of negation: in that case, they all boil
down to a least fixed point computation. In fact, the same holds for stratified constraints, as is
discussed in more detail in the next chapter.

All chapters in the remainder of this thesis present recent findings concerning SHACL as a logic.
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CHAPTER 4
Validation in the Presence of Ontologies

In this chapter, we dive deeper into what would be an adequate semantics for SHACL validation in
presence of constraints. That is, if we have a possibly incomplete graph and ontological knowledge
that implies additional facts, can we validate given SHACL constraints over graphs containing
the implied facts? Consider as an example a toy database of pet owners containing the facts
hasPetBird(linda, blu) and hasPet(john, ace); the constraint petOwnerShape ← ∃hasPet.⊤,
which says that everyone that has a pet is a pet owner; and the target pet owners linda and
john. Clearly, we would like to leverage the knowledge that all pet birds are pets, written as
hasPetBird ⊑ hasPet in description logics, which allows us to validate both targets. This type
of validation is very natural, even more so in the light of the large amount of ontologies that are
already being used for describing data on the web.

As shortly sketched in the introduction, a major challenge we must face is that we must simul-
taneously account for the open-world semantics of description logics and for the closed-world
view of SHACL. The knowledge in the ontology implies additional facts, which can be added
to the data graph so that it satisfies all the ontological axioms. All such possible completions
are models that must be taken into account according to the traditional OWL/description logics
semantics. However, SHACL allows for negation, which makes this certain answer seman-
tics too weak, and quickly results in non validation. Update for example the toy database of
pet owners we considered before to hasPet(john, ace),Hamster(ace), but with the constraint
petOwnerShape ← ∃hasPet.⊤ ∧ ∀hasPet.¬Dangerous. Like before, this expresses that pet
owners own a pet. Moreover it is required that all pets are not dangerous. For john to validate the
petOwnerShape, it is not enough to make explicit in the ontology that hamsters are not dangerous
animals; it should also be enforced that any possible pet john might have cannot be dangerous.

In what follows, we will advocate for an austere universal model in which axioms are satisfied
minimally. This is achieved by introducing as few successors as possible without losing universal-
ity, inspired by earlier work by Borgwardt and Forkel [BF19] for answering queries with negation
over the description logic ELH⊥. We show that for ontologies in Horn-ALCHIQ such a model
can be represented by a so-called immediate successor function that describes the minimal set of
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facts that need to be added to satisfy the axioms at a given point of the model construction. The
model itself can then be obtained in a deterministic, step-by-step fashion. Crucially, we show that
the resulting model is a core in the traditional database sense, a result that was not yet known
in the aforementioned work by Borgwardt and Forkel. We argue for evaluating SHACL over
the austere universal model. This aligns with the result of the discussion by Ellmauthaler et al.
[EKM22], who argue for evaluating queries with negation over core universal models.

With our semantics based on austere (i.e., core) models in place, we can tackle the problem
of devising an algorithm for validation. Constructing the austere model may be infeasible in
practice, since it is infinite in general. Instead, we use our finite representation of the model.
Ideally, we would like to realise validation via rewriting. That is, we want to compile a given
ontology and a set of SHACL constraints into a new set of SHACL constraints that incorporate
the relevant knowledge of the ontology in such a way that the implicit facts are taken into account
in validation, without having to explicitly add them to the graph. This is a well-known technique
in ontology-mediated query answering, and we draw inspiration of such rewritings [EOŠ+12].
Such techniques are very desirable as they open the way to reuse standard SHACL validators to
perform validation in the presence of ontologies. We use the finite representation of the austere
universal model to construct a complex structure that stores so-called 2-types, which intuitively
represent an abstract copy of a possible object and its neighbours in the austere model of a
given data graph—enriched with information about the shapes that are (not) satisfied in implied
substructures. This structure is used to induce a modified set of SHACL constraints that validate
over a given data graph exactly when the original constraints validate over the austere universal
model of the input graph and the ontology. We first develop the technique for a positive fragment
of SHACL (with minor restrictions) and then lift it to the case of stratified SHACL which allows
both recursion and negation, but restricts their interaction.

4.1 Validation with Ontologies

We start by proposing a semantics for SHACL validation in the presence of a Horn-ALCHIQ
ontology. More precisely, for a given TBox T , an ABox A, and a SHACL document (C,G), we
aim to define when (T ,A) validates (C,G). A natural first idea would be to follow the usual
open-world semantics of Horn-ALCHIQ and check validation on all models of A and T . While
this works well for positive constraints, it does not yield a natural semantics in the presence of
negation, as illustrated in the following simple example.

Example 4.1. Consider the ABox A consisting of the facts hasPet(linda, blu),Bird(blu), an
empty TBox T and the target s(linda) such that s is given by

s← ∃hasPet.¬Dog.

Naturally,A validates (C,G), as linda indeed validates s, which corresponds to having a pet that
is not a dog. Note that since we have an empty TBox, we would like to be in the usual setting of
validation here. That is, one would expect (T ,A) to validate (C,G). However, if we consider all
possible models of (T ,A), we find non-validation: the case in which blu is both a Bird and a
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Dog is also a model of (T ,A). This is an example that shows that the certain answer semantics,
guaranteeing validation in all models, is not always meaningful in the presence of negation. ♡

The above example illustrates the problem of finding an intuitive semantics for shape expressions,
or, on the same note, queries, with negation. Similar issues show up in shape expressions
containing a more hidden form of negation, like equality, disjointness and the closed-operator.
Also counting quantifiers have the capability of distinguishing between different universal models.
Roughly speaking, adding facts to the data may cause a previously validated setting to become
invalid. To this end, we aim at an intuitive semantics that coincides with the usual validation
in case the TBox is empty, but also lets the TBox axioms influence the validation results in the
relevant cases. As done in related settings (see e.g., [BF19, DNR08, MHS07b]) we rely on the
chase procedure [AHV95] known from Knowledge Representation and Database Theory. The
idea is that a chase procedure takes as input an ABox and TBox and iteratively applies the axioms
of the TBox to the data by adding atoms over possibly fresh individuals until all the axioms in
the TBox are satisfied. The result of the chase is a so-called universal model. Since there exists
a homomorphism of all models of this type into every other model of the ABox and TBox, a
universal model is often used as a representative of all models.

There are several chase variants producing universal models with different properties [DNR08].
While for positive shape expressions these differences do not lead to different validation results,
shape expressions using negation can distinguish between them. Thus, the semantics we propose
is based on a particular variant of the set of universal models, based on local minimality. The
idea is to avoid redundant structures as much as we can: as illustrated in the next example, we do
not wish to assume the existence of a second pet of linda if there is no need for this assumption.
At the same time, we do not want to give up on the model being universal. This specific model,
the austere universal model, will be constructed in the rest of this section.

In the following example, we show that shape expressions with negation can indeed distinguish
between different universal models, and illustrate how the austere universal model does not have
the redundant structures that may appear in other universal models.

Example 4.2. Consider A = {PetOwner(linda), hasWingedPet(linda, blu),Bird(blu)} and
the the following three axioms:

PetOwner ⊑ ∃hasPet, hasWingedPet ⊑ hasPet,
PetOwner ⊑ ∃hasWingedPet.

The austere universal model (right in Figure 4.1) will only add a hasPet-role from linda to blue,
as we will see below. In contrast, the universal model obtained from the oblivious chase or
Skolem chase (left in Figure 4.1) will introduce two fresh objects to satisfy the two axioms with
existential restrictions.

Recall that when graphically representing interpretations, domain objects are written in rectan-
gular boxes (individuals in red and blank nodes in green boxes), followed by a semicolon and
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linda; PetOwner

blu; Bird b c

linda; PetOwner

blu; Bird

hasWP, hasP hasP
hasWP, hasP

hasWP, hasP

Figure 4.1: Result of oblivious or Skolem chase (left) and austere universal model (right). We use hasWP
and hasP as a shorthand for hasWingedPet and hasPet.

the concept names in whose interpretations it participates, if any. Roles are depicted as labelled
arrows.

Now let us consider the same shape expression and target as in the previous example: φ =
∃hasPet.¬Bird} and G = {φ(linda)}. The target asks to validate whether linda has a pet that
is not a bird. Clearly, the austere universal model provides the expected answer, as it does not
validate G. In contrast, the universal model on the left-hand-side of the figure, also the semantics
of [MHS07b] adopted for SHACL in [SKL19], results in the unintended validation of (C,G). ♡

In the rest of this section, we will make the above precise.

4.1.1 Good Successor Configuration

To capture local minimality, we define the auxiliary notion of the good successor configuration.
It determines, for each point e in a model, the set of fresh successor individuals and the roles
connecting them to e in the austere universal model, together with the concepts that must hold
at e. To describe the good successor configuration, we use 2-types, 1½-types and 1-types. We
say t is a 2-type if t ∈ P(NC) × P(NR) × P(NC), where we use P(X) to denote the power
set of X . Similarly, we let u be a 1½-type in case u ∈ P(NR)×P(NC). A 2-type describes a
pair of nodes and the roles between them, while a 1½-type describes a set of roles leading to one
node. A 1-type c ∈ P(NC) is simply a set of concept names. For a tuple x⃗ = (x1, . . . , xn) and
1 ≤ j ≤ n, we let πi(x⃗) = xi be its i-th projection. Furthermore, we define the inverse function
inv mapping a 2-type to a 2-type by setting inv(t) := (π3(t), (π2(t))−, π1(t)).

To understand the good successor configuration, assume we are building a model in a chase-like
step-by-step manner. We want to introduce the children that a node c needs to satisfy the TBox.
Let c1, . . . cn be the neighbours that c already has (either multiple neighbours already given in
the ABox, or the one single parent c1 has in the anonymous part, the part outside of the ABox:
recall that a chase is building tree structures in steps). We use a set F of 2-types to describe c and
its environment as follows. For each ci, some type ti ∈ F describes c in relation to ci: (i) π1(ti)
is the 1-type of c, that is, the concept names whose interpretations contain c, (ii) π3(ti) is the
1-type of ci, and (iii) π2(ti) contains all role names connecting c and ci. Note that, by item (i),
π1(ti) = π1(tj) for all {ti, tj} ⊆ F . The good successor configuration succT , which is defined
in the following definition, is a function that takes such an F , and returns the description of the
children that c needs to satisfy all axioms in T , as a set of 1½-types: we will add a new blank
node di for each ui ∈ succT (F ); di will be connected to c via the roles in π1(ui), and have
1-type π2(ui).
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However, the good successor configuration does not just take specific neighbourhoods of the
nodes in some database as input; it is defined for all possible F ’s. This makes the good successor
configuration data independent. Thus, when determining the data complexity of any algorithm
using the good successor configuration, its size does not have to be considered.

Moreover, the following definition defines a unique set of 1½-types; this is proven at the end
of this subsection. Finally, note that we use expressions of the form ∃(

d
R).

d
N below, for

R ⊆ NR, N ⊆ NC with the following semantics:

(∃(
l
R).

l
N)I := {e ∈ ∆I | ∃e′ ∈ ∆I∀r ∈ R.(e, e′) ∈ rI ∧ e′ ∈ (

l
N)I}.

Definition 4.3. Given a normalised Horn-ALCHIQ TBox T and set of 2-types F such that
π1(t) = π1(t′) for all {t, t′} ⊆ F , the good successor configuration succT (F ) is a possibly
empty set of 1½-types u such that:

(R1) If (i) M ⊆ π1(t) for some t ∈ F , (ii) T |=
d
M ⊑ ∃(

d
R).

d
N for some N ⊆ NC ,

R ⊆ NR, and (iii) for all t ∈ F , R ̸⊆ π2(t) or N ̸⊆ π3(t), then there exists u ∈ succT (F )
such that R ⊆ π1(u) and N ⊆ π2(u);

(R2) If u ∈ succT (F ), then there exist M ⊆ π1(t) for some t ∈ F , such that T |=
d
M ⊑

∃(
d
π1(u)).

d
π2(u);

(R3) There does not exist {u, u′} ⊆ succT (F ) with u ̸= u′ such that π1(u) ⊆ π1(u′) and
π2(u) ⊆ π2(u′);

(R4) If u ∈ succT (F ), then π1(u) ̸⊆ π2(t) or π2(u) ̸⊆ π3(t), for all t ∈ F .

A child of a 2-type t is a 2-type t′ ∈ childT (t) such that π1(t′) = π3(t) and (π2(t′), π3(t′)) ∈
succT (inv(t)).

Note that T |= C ⊑ D can be checked by using the calculus developed by Eiter et al. [EOŠ+12].

For readability, we define the good successor configuration of a single type as the good successor
configuration of the set containing only this type.

As mentioned, the good successor configuration focusses on checking which axioms are not yet
satisfied in the context described by F . For each such unsatisfied axiom (R1) implies the existence
of a child di represented by some ui that ensures the satisfaction of the axiom. (R2) represents
the other direction: for each child di, there must exist an axiom implying the information in the
1½-type ui. Lastly, (R3) and (R4) check whether there are no superfluous children: they enforce
we do not add two children di and dj such that all information about di is subsumed by dj , or a
child di that is already subsumed by the environment described in F . We will use these properties
extensively in Section 4.2 to prove that the austere universal model is in fact a core.

In the following example, we compute the good successor configuration for a concrete case.

Example 4.4. Consider the axioms below, together forming the TBox T .
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B0, B1

A2 A2

A0, A1 A2

B0, B1

A2

A0, A1

r1 r1

r0, r1 r2

r1, r2

r0, r1

Figure 4.2: Given the TBox T as in Example 5.2, the good successor configurations for the sets of 2-types
F = {({B0, B1}, {r1}, {A2}), ({B0, B1}, {r1}, {A2})} and F ′ = {({B0, B1}, {r1, r2}, {A2})}, are
succT (F ) = {({r0, r1}, {A0, A1}), ({r2}, {A2})} and succT (F ′) = {({r0, r1}, {A0, A1})}.

(T1) B0 ⊑ ∃r0.A0 (T4) A0 ⊑ A1 (T6) B1 ⊑ ∃r2.⊤
(T2) B0 ⊑ ∃r1.A1 (T5) r0 ⊑ r1 (T7) B0 ⊑ ∀r2.A2
(T3) B1 ⊑ ≤1r1.A1

We want to compute the good successor configuration for the following sets of 2-types: F =
{({B0, B1}, {r1}, {A2}), ({B0, B1}, {r1}, {A2})} and F ′ = {({B0, B1}, {r1, r2}, {A2})}.

First, note that (T1–5) together lets us conclude T |= B0⊓B1 ⊑ ∃(r0⊓r1).(A0⊓A1). Moreover,
combining (T6) and (T7) gives us T |= B0⊓B1 ⊑ ∃r2.A2. Thus, by (R1), we find that there must
exist {u, u′} ⊆ succT (F ) such that {r0, r1} ⊆ π1(u), {A0, A1} ⊆ π2(u), {r2} ⊆ π1(u′) and
{A2} ⊆ π2(u′). Note that considering π1(u) = {r0, r1}, π2(u) = {A0, A1}, π1(u′) = {r2}
and π2(u′) = {A2} suffices, as we know that these are the axioms carrying most information that
can be derived. It is easy to check that indeed succT (F ) = {u, u′}; see also Figure 4.2.

For computing the good successor configuration of F ′, we can mostly follow the above strategy.
However, u′ cannot be added by (R1), as u′ is already contained in the environment described by
F ′. This does not hold for u, so it is easy to check that succT (F ′) = {u}. ♡

Essential to the rest of this article is the uniqueness and existence of the good successor con-
figuration. This implies that the construction described in the next chapter creates a unique
structure.

Proposition 4.5. Given a normalised Horn-ALCHIQ TBox T , for each set of 2-types F , such
that π1(t) = π1(t′) for all {t, t′} ⊆ F , there exists a unique good successor configuration
succT (F ).

Proof. To show uniqueness, suppose for a given set of 2-types F , such that π1(t) = π1(t′) for
all {t, t′} ⊆ F , there exist two good successor configurations U ̸= U ′. W.l.o.g., assume that
there exists u ∈ U , such that u ̸∈ U ′. By (R2), we know that there exists M ⊆ π1(t) for some
t ∈ F such that T |=

d
M ⊑ ∃(

d
π1(u)).

d
π2(u). Moreover, by (R4), we can conclude that

π1(u) ̸⊆ π2(t) or π2(u) ̸⊆ π3(t) for all t ∈ F , so we can apply rule (R1) with respect to U ′:
there must exist u′ ∈ U ′ such that π1(u) ⊆ π1(u′) and π2(u) ⊆ π2(u′). By similar reasoning, we

38



4.1. Validation with Ontologies

find that there must exist u′′ ∈ U such that π1(u′) ⊆ π1(u′′) and π2(u′) ⊆ π2(u′′). Combining
this with (R4), we find that π1(u) = π1(u′′) and π2(u) = π2(u′′), from which we derive that
u ∈ U ′, which is a contradiction. Thus, U = U ′. For existence, note that we can first add all
possible 1½-types that are not eliminated by (R2). It follows that (R1) is clearly satisfied. Then,
remove all 1½-types that are eliminated because of (R3) or (R4). ♣

Note that it is possible to decide whether T |= C ⊑ D for normalised Horn-ALCHIQ by using
the inference rules from Table 2 in [EOŠ+12]. Thus, combining this with the algorithm described
in this proof, it becomes clear how the good successor configuration can actually be computed.

4.1.2 Austere Universal Model

The good successor configuration locally describes how to satisfy the TBox axioms based on
some incentives; minimality and universality. Before we use it as a building block in the austere
universal model, we first want to completeA under all but the axioms with existential restrictions.
We will use the notation AT for this completed ABox, which is in fact the least fixed point of
an immediate consequence operator, a monotone function. Note that a function f is monotone
if x ⊆ y implies f(x) ⊆ f(y). The point of this operator is to mimic firing the axioms without
existential restrictions as soon as they become applicable. We perform the least fixed point
starting from a non-empty set: the ABox. This is made precise in the following definitions.

Definition 4.6. Let X be any set and T : X → X be any monotone function, which we will call
an immediate consequence operator, define for any S ⊆ X , T ↑ω (S) as follows:

• T ↑0 (S) := S,

• T ↑n+1 (S) := T (T ↑n (S)) for n ≥ 0, and

• T ↑ω (S) :=
⋃︁∞
n=0 T ↑n (S).

Definition 4.7 (Completion AT ). Given a normalised Horn-ALCHIQ TBox T , define an
immediate consequence operator TT that maps a set of atoms X to a set of atoms as follows:

TT (X) := X ∪ {B(a) | {A0(a), . . . , An(a)} ⊆ X, T |= A0 ⊓ . . . ⊓An ⊑ B}
∪ {B(a) | {r(b, a), A(b)} ⊆ X,A ⊑ ∀r.B ∈ T }
∪ {r(a, b) | r′(a, b) ∈ X, T |= r′ ⊑ r}
∪ {r(b, a) | r′(a, b) ∈ X, T |= r′ ⊑ r−}
∪ {Bi(b) | {A(a), A1(a), . . . , An(a), r(a, b), B(b)} ⊆ X,A ⊑ ≤1r.B ∈ T ,

T |= A1 ⊓ . . . ⊓An ⊑ ∃(r1 ⊓ . . . ⊓ rm).B1 ⊓ . . . ⊓Bm, A = Aj , r = rk for some j, k}
∪ {ri(a, b) | {A(a), A1(a), . . . , An(a), r(a, b), B(b)} ⊆ X,A ⊑ ≤1r.B ∈ T ,

T |= A1 ⊓ . . . ⊓An ⊑ ∃(r1 ⊓ . . . ⊓ rm).B1 ⊓ . . . ⊓Bm, A = Aj , r = rk for some j, k}.

Given any ABox A, let NI(A) be the set of individuals occurring in A. We set A(a) ∈ AT
and r(a, b) ∈ AT , iff A(a) ∈ TT ↑ω (A), respectively r(a, b) ∈ TT ↑ω (A), for all A ∈ NC ,
r ∈ NR, {a, b} ⊆ NI(A).
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It can be verified how the rules in this definition mimic the completion rules for ABoxes under
Horn-SHIQ ontologies in [EOŠ+12].

Example 4.8. Let A = {B0(a), r0(a, b), r2(a, b), A0(b)} and T as in Example 5.2. Then
AT = A ∪ {r1(a, b), A1(b), A2(b)}. ♡

Now we are ready to define the austere universal model. In this model, we use words to represent
the elements in the anonymous parts of the model: the first letter corresponds to an individual in
the data graph, followed by a letter for each node connecting the named node to the data graph.
Thus, the length of the word naming an anonymous node indicates its ‘distance’ from the data
graph. We mainly use this distance in the next section in which we discuss the relation to core
models.

Definition 4.9. Let (T ,A) be a normalised Horn-ALCHIQ knowledge base, and let NK ⊆ NB

be the set of finite words of the form ak1 . . . kn, with a ∈ NI(A) such that for all 1 ≤ i ≤ n, ki
is a 2-type such that the following hold:

1. π1(k1) = {A | A(a) ∈ AT } and (π2(k1), π3(k1)) ∈ succT (Ta), for

Ta =
⋃︂

b∈NI ,r(a,b)∈AT

{({A | A(a) ∈ AT }, {r | r(a, b) ∈ AT }, {A | A(b) ∈ AT })}

∪ {({A | A(a) ∈ AT }, ∅, ∅)};

2. for every 1 ≤ i < n, ki+1 ∈ childT (ki).

We use tail(w) to denote the last 2-type kn in, and |w| = n+ 1 as the length of a word w ∈ NK
of the form ak1 . . . kn.

The austere universal model can(T ,A) of a normalised Horn-ALCHIQ knowledge base (T ,A)
is the interpretation can(T ,A) with domain ∆can(T ,A) := NI(A) ∪ NK such that for all
a ∈ NI(A), concept names A and roles r, the following hold:

acan(T ,A) := a

Acan(T ,A) := {a ∈ NI | A(a) ∈ AT } ∪ {w ∈ NK | A ∈ π3(tail(w))}
rcan(T ,A) := {(a, b) ∈ NI ×NI | r(a, b) ∈ AT }}∪

{(w1, w2) ∈ (NI ∪NK)×NK | w2 = w1k, r ∈ π2(k)} ∪
{(w2, w1) ∈ (NI ∪NK)×NK | w2 = w1k, r

− ∈ π2(k)}.

This is illustrated in the following example.

Example 4.10. Let A = {B0(a), B1(a), r1(a, b), r1(a, c), A2(b), A2(c)} and suppose T con-
tains the same axioms as in Example 5.2. We find that AT = A, as none of the axioms there can
derive any new information about ABox individuals.
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Now consider the set Fa = {({B0, B1}, {r1}, {A2}), ({B0, B1}, {r1}, {A2})}, based on the
neighbours of a. The good successor configuration of this set has already been computed
in 5.2: succT (Fa) = {u, u′}, where u = ({r0, r1}, {A0, A1}) and u′ = ({r2}, {A2}). Fol-
lowing the definition of the austere universal model, we find {at, at′} ⊆ NK, where t =
({B0, B1}, π1(u), π2(u)) and t′ = ({B0, B1}, π1(u′), π2(u′)). The structure of the anonymous
part of the constructed model is now already encoded in the names of the nodes: we find for
instance (a, at) ∈ rcan(T ,A)

0 and at ∈ Acan(T ,A)
0 . ♡

For a consistent knowledge base (T ,A), the austere universal model can(T ,A) exists and
is unique, which follows directly from the uniqueness and existence of the good successor
configuration and AT .

Note that the austere universal model coincides with the result of the model construction presented
in [EOŠ+12]. In that construction,A is first closed1 under all implied axioms, except for the ones
with existential restrictions, followed by applying all so-called ‘maximal’ axioms with existential
restrictions in a chase like manner whenever applicable. To see the correspondence with our
construction, it suffices to check that Definition 4.7 formalises the first step, whilst the good
successor configuration captures exactly the ‘maximality’ of axioms in (R3) and the applicability
in (R3) and (R4).

Corollary 4.11. For each normalised Horn-ALCHIQ knowledge base (T ,A), can(T ,A) is (i)
a model of (T ,A) that is (ii) universal.

This result follows directly from Proposition 2 in [EOŠ+12] and justifies the name ‘universal’
we gave to our construction. Finally, we define SHACL validation with Horn-ALCHIQ as
validation of SHACL over the austere universal model.

Definition 4.12 (Validation with Horn-ALCHIQ). Given a normalised Horn-ALCHIQ knowl-
edge base (T ,A) and a set of targets G, we say (T ,A) validates G if can(T ,A) validates
G.

In general, given any semantics for SHACL validation, we define the semantics of SHACL
validation with Horn-ALCHIQ ontologies, as validation of SHACL over the austere universal
model. In particular, this approach will be used for stratified SHACL, a fragment of recursive
SHACL. We refer the reader to Section 4.3 for more details.

4.2 Finite and Infinite Cores

In database theory, the property of an interpretation or structure being a core is well studied. It is
a property that ultimately represents the lack of redundant structures. Therefore, this property
is not only nice to have, but particularly relevant in our setting. In fact, we will show that the
austere universal model is a core.

1The conclusion of rule R≤ should be updated to M ⊓ M ′ ⊓ A ⊑ ∃(S ⊓ S′ ⊓ r).(N ⊓ N ′ ⊓ B), as confirmed
by the authors of [EOŠ+12].
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To start, recall that an interpretation I is a core if each endomorphism of I is an embedding. That
is, each homomorphism of I into itself is both strong and injective.

Example 4.13. Recall Figure 4.1, which illustrates the results of the oblivious chase and the
austere universal model of some given knowledge base. The oblivious chase model is the following
set of facts:

X = {PetOwner(linda),Bird(blu), hasWingedPet(linda, blu), hasPet(linda, blu),
hasWingedPet(linda, b), hasPet(linda, b), hasPet(linda, c)}

where b and c are unknown individuals, i.e., elements of the set NB , whereas {linda, blu} ⊆ NI .
Thus, in each homomorphism from X to X , that is, each endomorphism of X , ‘linda’, and ‘blu’
must be mapped to themselves, which is not true for b and c. It is easy to check that h : X → X
given by h(linda) = linda, h(blu) = blu, h(b) = blu and h(c) = blu is an homomorphism,
but not injective or strong. Thus, h is not an embedding and X is not a core. Nevertheless, the
austere universal model described in the same Figure 4.1, is a core, and also the core of X . ♡

In the rest of this section, we first show that the austere universal model is the unique universal
core model of a given normalised Horn-ALCHIQ knowledge base (T ,A). After that, we
discuss the tight connection between the austere universal model and the core chase.

Furthermore, in what follows, we also allow sets of atoms to be models. Recall the transformations
presented in Chapter 2 to see that this is solely a matter of presentation: a set of atoms represents
the canonical interpretation of that set.

4.2.1 Universal Core Model

To show that can(T ,A) is a core, we use the notion core cover: an interpretation I has a core
cover whenever there exist a series of finite interpretations I1 ⊆ I2 ⊆ . . . with I =

⋃︁
i>0 Ii,

such that for all Ii, each homomorphism h : Ii → I is an embedding [CKM+18]. Showing there
exists a core cover is enough to show our structure is a core.

Definition 4.14. Set cann(T ,A) for each positive natural number n as a finite approximation of
can(T ,A), as follows:

1. ∆cann(T ,A) := {x ∈ ∆can(T ,A) | |x| ≤ n};

2. acann(T ,A) := acan(T ,A), for all a ∈ NI ;

3. Ccann(T ,A) := {x ∈ Ccan(T ,A) | |x| ≤ n}, for all C ∈ NC;

4. rcann(T ,A) := {(x, y) ∈ rcan(T ,A) | |x| ≤ n, |y| ≤ n}, for all r ∈ N+
R .

Note that cann(T ,A) is not per se a model of (T ,A). However, if the nth approximation is a
model, then cann(T ,A) = can(T ,A).
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Example 4.15. Suppose A = {A(a)} and T = {A ⊑ ∃r.A}. Let t = ({A}, {r}, {A}) be a
2-type. First, notice that t ∈ childT (t). Then the nth approximation is a chain of length n:

∆cann(T ,A) := {ati | i < n}
Acann(T ,A) := {ati | i < n}
rcann(T ,A) := {(ati, ati+1) | i < n− 1},

where ti denotes the concatenation of i times t. ♡

Theorem 4.16. For each normalised Horn-ALCHIQ knowledge base (T ,A), can(T ,A) is a
core.

Proof. From [CKM+18], Theorem 16, we learn that each interpretation that has a core cover is a
core. Thus, it suffices to show that Ii = cani(T ,A) is a core cover for

I =
⋃︂
i>0

cani(T ,A) = can(T ,A).

It is immediate that for each i, the identity mapping hi : ∆Ii → ∆can(T ,A) given by x ↦→ x is an
embedding.

Consider a fixed i. By induction on |x| it is shown that for all homomorphisms h : ∆Ii →
∆can(T ,A), h(x) = hi(x) = x holds.

• |x| = 1. As by definition, {x ∈ ∆Ii | |x| = 1} = ∆Ii ∩NC , it follows directly that for
each homomorphism h, h(x) = x.

• |x| ≤ n + 1 ≤ i. Let us consider some ak1 . . . kn ∈ ∆Ii . By induction hypoth-
esis, we know that for all homomorphisms h, h(ak1 . . . kn−1) = ak1 . . . kn−1. As
(ak1 . . . kn−1, ak1 . . . kn) ∈ rIi for all roles r in kn, we also have to ensure

(ak1 . . . kn−1, h(ak1 . . . kn)) ∈ rcan(T ,A),

which means that we can already restrict

h(ak1 . . . kn) ∈ {ak1 . . . kn−2} ∪ {ak1 . . . kn−1k
′
n | k′n ∈ childT (kn−1)}

for each possible homomorphism h. By (R4) of Definition 5.1, we find that h(ak1 . . . kn) ̸=
ak1 . . . kn−2. Similarly, (R3) eliminates h(ak1 . . . kn) = ak1 . . . k

′
n for all k′n ̸= kn. So,

the only option is h(ak1 . . . kn) = ak1 . . . kn, which concludes the induction step.

Thus, hi is the only homomorphism h : Ii → can(T ,A) and the identity mapping is trivially an
embedding, which concludes the proof. ♣

The following corollary can be shown with a similar proof.

43



4. VALIDATION IN THE PRESENCE OF ONTOLOGIES

Corollary 4.17. Every finite approximation cann(T ,A) of the austere universal model is a core.

Next to being a core, the austere universal model is also the unique core universal model, up
to isomorphism, for each normalised Horn-ALCHIQ knowledge base. This is proven in the
following theorem.

Theorem 4.18. Each consistent normalised Horn-ALCHIQ knowledge base (T ,A) has a
unique (up to isomorphism) universal core model, namely the austere universal model can(T ,A).

Before we get into the actual proof, note that the definition of a core was originally solely intended
for finite structures. There are multiple ways to define a core for infinite structures that all coincide
for finite cases [Bau95, Bau96]. One of these approaches, requiring that each endomorphism is
an embedding, is the one used up till now in this section. A stronger considered version is to
also require each endomorphism to be surjective, that is, requiring that each endomorphism is an
isomorphism. To distinguish this case from the core definitions discussed before, we say such an
interpretation is a strong core. According to Bauslaugh [Bau95], these stronger cores have the
nicest behaviour in the infinite case. However, they might not exist: an infinite chain of blank
nodes can be a core and at the same time not a strong core.

In the following proof, we prove that the austere universal model is also a strong core. Some
properties of this stronger definition then help to show that there exists indeed a unique universal
core model, up to isomorphism. In line with the definition above, we say an interpretation I has a
strong core cover if there exist finite interpretations I1 ⊆ I2 ⊆ . . . with I =

⋃︁
i>0 Ii, such that

for all Ii, each homomorphism h : Ii → I is an isomorphism.

Proof. First, note that the proof of Theorem 16 in [CKM+18] can easily be extended to also hold
in this case: if an instance has a strong core cover then it is a strong core.

From the proof of Theorem 4.16, it is clear that Ii = cani(T ,A) is a strong core cover for
can(T ,A), and thus that can(T ,A) is a strong core. Now suppose there exists another universal
core model J of the knowledge base (T ,A). Because both models are universal, there exists
homomorphisms in both directions. Since each endomorphism of can(T ,A) must be bijective
and strong, and each one of J injective and strong, it is straightforward to conclude that the
homomorphism mapping J to can(T ,A) must be bijective and strong too: J and can(T ,A)
are indeed isomorphic, as required. ♣

Corollary 4.19. Each consistent normalised Horn-ALCHIQ knowledge base (T ,A) has a
unique universal strong core model, namely can(T ,A).

4.2.2 Core Chase

The core chase is a method that is complete for finding the unique (up to isomorphism) finite
universal core model, whenever it exists [DNR08]. We specifically note that the core chase never
produces an infinite structure, that is, it is only relevant to compare the austere universal model to
the result of the core chase in case the core chase terminates and produces a finite universal core
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model. In fact, we will see that in that case, the results coincide. Following this same paper, we
will now briefly introduce the core chase.

The core chase is constructed by alternating the application of two operations: firing all not-yet
satisfied axioms and taking the core of the resulting structure. This procedure is repeated until it
terminates, producing a series of sets of atoms where the last set is defined to be the result of the
core chase. If the series does not terminate, the core chase is undefined.

We start by formalising the first operation. For this, we consider a function that fires the right-hand
side of axioms: the function fe, defined for each e ∈ NI ∪NB . This function translates a concept
into a set of atoms, and is inductively defined in the following way: fe(⊤) := ∅, fe(A) := {A(e)},
fe(∃(r0 ⊓ . . .⊓ rn).C) := {r0(e, e′), r−0 (e′, e), . . . , rn(e, e′), r−n (e′, e)}∪ fe′(C) for some fresh
variable e′ and fe(C ⊓ C ′) := fe(C) ∪ fe(C ′).

To determine which axioms we want to fire, we define a set of matches m(T ,A) containing pairs
of one or two nodes in NI ∪NB and a Horn-ALCHIQ axiom. We say (e, C ⊑ D) ∈ m(T ,A)
iff there exists an axiom C ⊑ D ∈ T and a homomorphism h from fx(C) to A, such that
h(x) = e and there is no homomorphism from fx(D) to A such that h(x) = e. Similarly, we
say ((e, e′), r ⊑ r′) ∈ m(T ,A) iff there exists an axiom r ⊑ r′ ∈ T such that r(e, e′) ∈ A and
r′(e, e′) ̸∈ A. No other elements are contained in m(T ,A).

Combining the above, we can fully define the first operation: for an normalised Horn-ALCHIQ
TBox T and ABoxes A,A′, we let A T−→ A′ iff

A′ = A ∪
⋃︂

(e,C⊑D)∈m(T ,A)
fe(D) ∪

⋃︂
((e,e′),r⊑r′)∈m(T ,A)

r′(e, e′).

If there is an axiom of the form A ⊑≥1 r.B in T , such that {A(x), r(x, y), B(y), r(x, z), B(z)}
would be contained in A′ for some {x, y, z} ⊆ NI ∪NB , a simple substitution of all y’s by z’s
is performed to get the final A′, assuming y ̸∈ NI .

Furthermore, for any binary relation→, we use the notationA (→)ω A′ to denote that there exists
a natural number n such that A(→)nA′ and for all A′′ such that A′ → A′′ we find A′ = A′′.
With ◦ we denote the concatenation of two binary relations, that is, A → ◦ →′ B iff there exists
A′ such that A → A′ and A′ →′ B, for each pair of binary relations→ and→′. Recall we write
A core−−→ B in case B is the core of A.

Definition 4.20 ([DNR08]). Given a normalised Horn-ALCHIQ knowledge base (T ,A), the
core chase is the unique, up to isomorphism, set of atoms B such that A ( T−→ ◦ core−−→)ω B.

Clearly, this series is not guaranteed to be finite, see for instance the following example.

Example 4.21. Suppose A = {A(a)} and T = {A ⊑ ∃r.A}. Then

A ( T−→ ◦ core−−→)n {A(a), r(a, a1), A(a1), r(a1, a2), A(a2), . . . , r(an−1, an), A(an)}

for each natural number n. ♡

45



4. VALIDATION IN THE PRESENCE OF ONTOLOGIES

As mentioned before, in non-terminating cases, the core chase does not produce a result. Simply
taking the union of the sets in the core chase construction is in any case not a good idea. More on
this topic is discussed in [CKM+18], combined with a proposal on how to generalise the core
chase construction to an infinite setting: the stable chase. A drawback of this approach is that
the result of the stable chase in general misses the universality property. It is unclear whether
the stable chase for description logics might result in an non-universal model too. In case the
result of the stable chase for normalised Horn-ALCHIQ is indeed universal, this result coincides
with the austere universal model, up to isomorphism, which can be shown in a similar fashion as
Theorem 4.18.

A drawbacks of the core chase construction is that it is unclear whether the core chase terminates
and produces a result. Furthermore, the process of performing the core chase construction itself is
expensive, as taking the core of a structure is expensive and happens regularly. The good news is
that for normalised Horn-ALCHIQ, the austere universal model coincides with the result of the
core chase, if existent. This means the above troubles are resolved: the austere universal model is
always defined and is constructed without having to take cores of structures.

Theorem 4.22. Given a normalised Horn-ALCHIQ knowledge base (T ,A) such that can(T ,A)
is finite, and let B be the unique, up to isomorphism, structure such that A( T−→ ◦ core−−→)ωB, then

B ∼= can(T ,A).

Proof. We note that B is a core by definition, and the same holds for can(T ,A) by Theorem
4.16. Since both are cores, it suffices to show that there exists homomorphisms in both directions.

Note that can(T ,A) is a model by Proposition 4.11. As B is a universal model [DNR08], it
follows that there exists a homomorphism from B into each model, including can(T ,A). By
Proposition 4.11 we also have that can(T ,A) is universal, which means also the other required
homomorphism must exist. ♣

4.3 Stratified SHACL

In Section 4.1, we described non-recursive SHACL validation in presence of ontologies, however,
there is no reason that the same reasoning does not apply to argue for the same semantics of
recursive SHACL in presence of ontologies. For this reason, we will continue the rest of the
chapter introducing a fragment of SHACL that allows recursion: stratified SHACL. As discussed
in Chapter 3, there is no unique way to extend the simple semantics of non-recursive SHACL to
the recursive setting. Different alternatives have been explored in the literature, like the stable
model semantics [ACO+20], the supported model semantics [CRS18] and the well-founded
semantics [OŠ24]. The semantics we will discuss here is the least fixed point semantics, for
stratified constraints. The main advantage of considering stratified constraints is that the stable
and well-founded semantics coincide with the least fixed point semantics, which is computable in
a more straightforward way. In this case, this assignment, also captured by WFG,C , is sometimes
called the least or perfect model of G and C. In particular, it is also a total model, a supported
model, and the unique stable model of G and C.
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[∃(
l
R).φ]IS := {e ∈ ∆I | ∃e′ ∈ ∆I∀r ∈ R : (e, e′) ∈ rI ∧ e′ ∈ [φ]IS}

Figure 4.3: Evaluating shape expressions

In the rest of this chapter, we impose some additional restrictions on the definition of a shape
expression and consider only a fragment of recursive SHACL.

That is, let φ be defined in the following way

φ ::= a | s | ¬s | A | φ ∨ φ | φ ∧ φ | ∃(
l
R).φ | ∃E.φ | a ∧ eq(E,E′) | a ∧ disj(E,E′),

where a ∈ NI , s ∈ NS , A ∈ NC , R ⊆ NR, and E and E′ regular path expressions. Here,
we use ‘∃’ as a shorthand for ‘∃≥1’. The rest of the definitions of recursive SHACL follow the
lines set out in Chapter 3, except that in this chapter, we allow multiple constraints with the
same shape name in the head in a set of constraints. The intended reading of this is as followed:
{s ← φ1, . . . , s ← φn} can be replaced by one big disjunction: {s ←

⋁︁
1≤i≤n φi}, to recover

the original setting.

First, note that our versions of path equality and disjointness, a ∧ eq(E,E′) and a ∧ disj(E,E′),
distinguish themselves from the version in Chapter 3 and the SHACL standard in two ways.
First, the standard requires E′ ∈ NR. We generalise this and allow E′ to be any regular
expression. Secondly, for technical reasons, we add a ‘guard’ in the form of an individual a ∈ NI .
Furthermore, this fragment lacks counting over regular path expressions and closure constraints.
We note that our results do not simply extend to the setting without these restrictions; especially
counting over regular paths is a feature that requires a lot of attention in presence of ontologies,
see for instance Chapter 6. We refer the reader to Section 4.8 for a more extensive discussion.
Lastly, we increase the expressivity of SHACL slightly by adding conjunction of roles in the form
∃R.φ, for R a conjunction of roles in NR, which we use to reduce Horn-ALCHIQ-reasoning
combined with SHACL to plain SHACL reasoning. For the extension of [·]IS to this conjunction,
we refer to Figure 4.3, where [·] ∈ {⌊·⌋, ⌈·⌉}.

Finally, we assume that all targets to be of the shape (a, s), for a ∈ NI , or similarly, s(a).

4.3.1 Least Fixed Point Semantics

In this part of the thesis, we are particularly interested in shape assignments where each shape
atom has a proper justification. That is, we do not wish to consider any set of shape atoms S,
but put some constraints on the type of shape assignments we accept. One option would be to
resort to the full stable model semantics, but only if we want to give up on polynomial time
data complexity. Thus, we focus on a more straight-forward semantics, which is admitted by
stratified sets of constraints. This is a fragment of recursive SHACL which supports negation
to a certain extent, but restricts the full combination of recursion and negation. To this end and
following the logic programming literature [ABW88], a partition of constraints (stratification) is
defined such that a justified shape assignment can be constructed by processing each partition

47



4. VALIDATION IN THE PRESENCE OF ONTOLOGIES

individually. What makes this semantics particularly suitable is that it coincides with the stable
model and well-founded semantics on stratified sets of constraints [ACO+20, OŠ24], while being
more straightforward to compute than those semantics.

Definition 4.23. We say a shape name s occurs negatively in a shape constraint s′ ← φ if ¬s
occurs in φ. We say a shape name s is defined in a set C of constraints if s← φ ∈ C for some φ.

A set C of constraints is stratified if it can be partitioned into sets C0, . . . , Ck, called strata, such
that, for all 0 ≤ i ≤ k, the following hold.

1. If i < k and s′ occurs in φ for some s← φ ∈ Ci, then s′ is not defined in Ci+1 ∪ . . . ∪ Ck.

2. If s′ occurs negatively in φ for some s← φ ∈ Ci, then s′ is not defined in Ci ∪ . . . ∪ Ck.

A set of constraints is stratified if it admits a stratification.

Without loss of generality, we can assume that all constraints with the same head are defined in
the same stratum. An easy way to see this is noticing that replacing a set of constraints with the
same head by a single constraint of which the body is formed by taking a disjunction of all bodies
cannot influence which interpretations are satisfied.

A standard way to obtain a stratification is to define a dependency graph (V,E,E∗) with the set
of shape names used as the nodes V . In this graph, there are two types of edges: marked edges
E∗ and standard edges E, such that E∗ ⊆ E. We use the standard edges to mark that s occurs in
a shape constraint with head s′. In that case, we set (s, s′) ∈ E. If this is not just any occurrence,
but s occurs negatively in a shape constraint with head s′, then we also set (s, s′) ∈ E∗. The
lowest stratum is the biggest set of nodes X such that if s ∈ X and (s′, s) ∈ E, then s′ ∈ X and
for all s ∈ X , there does not exist any s′ ∈ V such that (s′, s) ∈ E∗. To find the next lowest
stratum, simply remove all shape names in X from the dependency graph and repeat the above.
This may be repeated until all shape names are assigned a stratum.

Given any stratification of a set of constraints, we compute the shape assignment of stratified
SHACL with a least fixed point operator over each stratum, with negation as failure to compute
the opposite in an earlier stratum. To do so, recall the definition of the immediate consequence
operator TI,C for the well-founded semantics as defined in Chapter 3, that, given a shape assign-
ment S, adds new shape atoms to satisfy the constraints that are fired by the constraints in C
based on S and I.

The following two propositions are a direct consequence of the characterisations from [ABW88]
in the context of stratified logic programs. Here, we will again use the definition of the least
fixed point starting from a given set. We refer the reader back to Definition 4.6 for the precise
definition.

Proposition 4.24. If C is a constraint set that does not define any shape names that occur
negatively in C, then the following hold:
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1. TI,C is monotonic, i.e. if S ⊆ S′, then TI,C(S) ⊆ TI,C(S′);

2. TI,C is finitary, i.e. TI,C(
⋃︁∞
n=0 Sn) ⊆

⋃︁∞
n=0 TI,C(Sn) for all infinite sequences S0 ⊆ S1 ⊆

. . . ;

3. TI,C is growing, i.e. TI,C(S2) ⊆ TI,C(S3) for all S1, S2, S3 such that S1 ⊆ S2 ⊆ S3 ⊆
TI,C ↑ω (S1).

Proposition 4.25. If I is an interpretation and C0, . . . , Ck is a stratification of C, then each
TI,C0 , . . . , TI,Ck

is monotone, finitary, and growing. Thus, for any shape assignment S and each
0 ≤ j ≤ k, TI,Cj ↑ω (S) is a fixpoint of TI,Cj .

Based on the above, we can now define the computation of the desired shape assignment along a
stratification C0, . . . , Ck of C.

Definition 4.26. Assume I is an interpretation, C is a stratified set of constraints, and let
C0, . . . , Ck be a stratification of C. Then let

M0 = TI,C0 ↑ω (∅)
Mi = TI,Ci ↑ω (Mi−1) for each 1 ≤ i < k.

We call Mk be the perfect assignment for C and I, and use the notation PA(C, I) := Mk. An
interpretation I (resp., ABox A) validates a SHACL document (C,G) if G ⊆ PA(C, I) (resp.,
G ⊆ PA(C, IA)).

A well-known result is that the particular stratification chosen does not matter: any stratification
will give the same perfect assignment [ABW88]. Given this semantics, it is now straightforward
to extend Definition 4.12 to recursive SHACL documents.

Definition 4.27. Given a normalised Horn-ALCHIQ TBox T and ABox A, and a stratified
SHACL document (C,G), we say (T ,A) validates (C,G) if can(T ,A) validates (C,G).

4.3.2 Normal Form

A nice feature of the SHACL fragment introduced at the start of this section, is that it has a rather
succinct normal form with the same expressivity. In the rest of the paper, we will assume that all
the given sets of constraints are in normal form. This will be particularly useful in the following
two sections, restricting the shapes of constraints we need to consider.

Definition 4.28. A SHACL constraint is in normal form if it has one of the following forms

(NC1) s← a (NC2) s← A (NC3) s← s′

(NC4) s← s′ ∧ s′′ (NC5) s← ∃(
d
R).s′ (NC6) s← ¬s′,

where a ∈ NI , R ⊆ NR, {s, s′, s′′} ⊆ NS and A ∈ NC .
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4. VALIDATION IN THE PRESENCE OF ONTOLOGIES

We use the term negative constraints to refer to constraints of the form (NC6) and positive
constraints for constraints of the form (NC1)–(NC5). Clearly, each set of positive constraints is
automatically stratified. Furthermore, for simplicity, if R = {r}, we may write s← ∃r.s′ instead
of s← ∃(

d
R).s′.

We can indeed rewrite parts of SHACL into this restricted, normalised, form of SHACL, as
formalised below.

Proposition 4.29. Let C be a stratified set of constraints expressed in the fragment of SHACL
introduced in Section 4.3. Then C can be translated in time polynomial in |C| into a stratified set
of constraints C′ in normal form such that, for every G and every interpretation I we have that I
validates (C,G) iff I validates (C′,G). This holds under the least fixed point, well-founded and
stable model semantics.

In particular, the above statement holds for SHACL validation in presence of ontologies: for each
normalised Horn-ALCHIQ knowledge base (T ,A), we have (T ,A) validates (C,G) iff (T ,A)
validates (C′,G).

Proof. First, note that the least fixed point, well-founded and stable model semantics coincide
for stratified sets of constraints [ACO+20, OŠ24]. Thus, it will be sufficient to consider the least
fixed point semantics. Note that this is only defined for stratified constraints.

We first recursively introduce fresh shapes for sub-expressions that appear in constraints, as
happens in the construction presented by Andresel et al. [ACO+20]. Now, what is left to show is
that also constraints of the form s← a ∧ eq(E,E′), s← a ∧ disj(E,E′) and s← ∃E.s′ can be
translated into constraints in normal form in polynomial time.

• s← ∃E.s′. SupposeM = (Q,Σ, qI ,∆, QF ) is the automaton recognising E. Take fresh
shape names sq for each q ∈ Q and add the following constraints

s← sqI

sq ← ∃r.s′q if (q, r, q′) ∈ ∆
sqF ← s′ for all qF ∈ QF .

Here, the idea is to encode the states of the automaton using shape names. We let every
state that is an s′ be a final state, and walk through the automaton backwards to figure out
which states can be labelled with an initial state. Then those states are exactly the states
that can reach one of the nodes labelled with a final state via E. Thus, a node is assigned
sqI iff that node has an E-path to a node that is an s′.

• s← a ∧ eq(E,E′). SupposeM = (Q,Σ, qI ,∆, QF ) andM′ = (Q′,Σ, q′I ,∆′, Q′F ) are
the automata recognising E and E′ respectively, such that Q ∩Q′ = ∅. Take fresh shape
names serror , snoerror spos, sneg , sF , sF ′ and sq for each q ∈ Q∪Q′ and add the following
constraints
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sq ← a for each sq ∈ {sqI , sq′
I
}

sq′ ← ∃r−.sq for each (q, r, q′) ∈ ∆ ∪∆′
sF ← sq for each q ∈ QF
sF ′ ← sq for each q ∈ QF ′

spos ← sF
spos ← sF ′

sneg ← ¬sF
sneg ← ¬sF ′

serror ← spos ∧ sneg
serror ← ∃r.serror for each r ∈ Σ
snoerror ← ¬serror
s← a ∧ snoerror .

In this case, because of the ‘guard’ a, there is only one node considered to be the initial state
of both automata. From there, we assign the states using their encoding in shape names.
This time, we consider the states of the automaton from initial state towards, possibly,
a final state. After finishing assigning states, it is stored which nodes are labelled with
(at least) one of the final states of any of the two automata, by labelling them with sF or
sF ′ . We can use negation to detect the nodes that are reachable at some final state of one
automaton, but at no final state of the other, and an ‘error’ shape name to propagate the
existence of such a node witnessing that eq(E,E′) is not satisfied at a.

• s ← a ∧ disj(E,E′). We use a similar solution as for s ← a ∧ eq(E,E′): all shapes
remain except for the ones with spos or sneg in the head, and the first error shape serror is
replaced by serror ← sF ∧ sF ′

Note that the automata can be constructed in polynomial time, which is a standard result in the
literature, see for instance [HSW01].

Correctness of this construction follows from an induction on the construction of shape expres-
sions. More specifically, for each (non-normalised) constraint s← φ and set of constraints C and
each interpretation I , we prove that the shape assignment S of C ∪ {s← φ} on the interpretation
I under the least fixed point semantics coincides with the shape assignment S′ of C ∪ Cs on the
interpretation I under the well-founded assignment, after restricting it to the shape names that
are defined in C ∪ {s← φ}, where Cs is the set of normalised constraints obtained by applying
the above construction. For the constructs discussed in the proof by Andresel et al. the induction
steps are straightforward. The other steps we discuss below.

• s ← ∃E.s′. First, note that by the induction hypothesis, we know that s′(e) ∈ S iff
s′(e) ∈ S′, for all e ∈ ∆I . Thus, s′(e) ∈ S iff sqF (e) ∈ S′ for all qF ∈ QF . First,
assume there is no s ← φ′ ∈ C used to derive s(d) in S or S′ (in that case, in that case,
it is immediate that s(d) ∈ S iff s(d) ∈ S′ ). So s(d) ∈ S iff there exists s′(e) ∈ S
such that there exists a path r1 · . . . · rn ∈ LE connecting d to e in I. This holds iff
there is a series of states qI , q1, . . . , qn of the automaton M recognising LE such that
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qn ∈ QF and {(qI , r1, q1), . . . , (qn−1, rn, qn)} ⊆ ∆. As sqn(e) ∈ S′, a simple induction
argument suffices (using the least fixed point semantics) to conclude that this holds iff also
sqI (d) ∈ S′, and thus s(d) ∈ S′.

• s← a∧eq(E,E′). First, note that a simple induction (using the least fixed point semantics)
suffices to conclude that with the first two constraint types, we propagate to every individual
the set of states the two automataM andM′ can reach in that state from a. Thus, we
find sq(e) ∈ S′ for q ∈ QF , and thus sF (e) ∈ S′ iff e can be reached by some path
r1 · . . . · rn ∈ LE from a, and similarly for M′. Thus, the last thing to do is to see
whether there exists a node that is the final state of one of the two automata (thus finding
spos(e) ∈ S′ for some e), but not any final state of the other automaton (thus also finding
sneg(e) ∈ S′ for the same e). Given that a node is assigned sF as soon as one of the final
states ofM is reached, this means that we find spos(e) ∈ S′ iff this node is assigned at
least one final state of at least one of the automata, and sneg(e) ∈ S′ iff this node does not
see any final state of at least one of the automata. Note that these constraints correspond to
serror ← (sF ∧ ¬sF ′) ∨ (¬sF ∧ sF ′), but this constraint is not in normal form. To express
this in the normal form, we use the fact that a node cannot be assigned sF and ¬sF at
the same time, thus serror ← sneg ∧ ¬spos suffices. The last thing to do is to bring this
information back towards a, with the constraints serror ← ∃r.serror for each r appearing
in the automata, and we find s(a) ∈ S iff s(a) ∈ S′.

• s← a ∧ disj(E,E′). A similar argument applies.

This concludes the induction argument. ♣

4.4 Rewriting for Positive SHACL

Now we will return to problem of SHACL validation in presence of ontologies. In Section 4.1,
we defined the semantics of SHACL in presence of ontologies as SHACL validation over the
core universal model. This was independent of the chosen semantics for SHACL. As we decided
on the least fixed point semantics for SHACL in the previous section, it is now clear what the
intended meaning is of a knowledge base validating a SHACL document.

However, we also care about computability. To this end, we do not wish to materialise the full,
possibly infinite, core universal model. Instead, we will bring SHACL validation over the core
universal model back to SHACL validation over the enriched ABox AT , as defined in Definition
4.7, by rewriting the set of constraints. More precisely, given a TBox T and a set of stratified
constraints C, we want to compile T and C into a new set CT of stratified constraints so that for
every ABox A consistent with T , and every target G, we have

(T ,A) validates (C,G) iff AT validates (CT ,G).

This will be achieved by means of an inference procedure that uses a collection of inference
rules to capture the possible “propagation” of shape names in the anonymous part of the austere
universal model. In the following, the rewriting procedure for SHACL without any occurrence of
negation is discussed, followed by the general case of recursive SHACL.
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4.4.1 Rewriting Algorithm

The idea of the rewriting is that we can encode all reasoning of axioms in the constraints. The
core of our technique is an inference procedure that derives a set of quadruples (t, P,Q,H),
where t a 2-type, as introduced at the start of Subsection 4.1.1. Intuitively, it is possible to derive
(t, P,Q,H) iff an object that satisfies all concept names in π1(t), that satisfies all expressions
(assumptions) in P , and does not satisfy any single expression in Q, must validate all shape
names in H . Note that there may be some overlap in the information stored in t and P .

Definition 4.30. Let ⊤, a, ∃r.s, be basic shape expressions, for r ∈ NR, s ∈ NS , and a ∈ NI .
Moreover, let ∃(

d
R).

d
N be called a basic concept expression, for eachR ⊆ NR andN ⊆ NC .

Definition 4.31. A 2-type t is called locally consistent if the following are satisfied.

• If T |= A1 ⊓ . . . ⊓An ⊑ B and {A1, . . . , An} ⊆ πi(t), then B ∈ πi(t), for i ∈ {1, 3}.

• If T |=
d
R ⊑ r′ and R ⊆ π2(t), then r′ ∈ π2(t).

• If A ⊑ ∀r.B ∈ T , A ∈ π1(t) and r ∈ π2(t), then B ∈ π3(t).

• If A ⊑ ∀r.B ∈ T , A ∈ π3(t) and r− ∈ π2(t), then B ∈ π1(t).

Recall that we are only considering consistent knowledge bases. As discussed in the preliminaries,
this means we may ignore all axioms containing ‘⊥′ in the universal model construction. On the
same note, there is also no need to consider those axioms in the following rewriting procedure.

Definition 4.32. Given a normalised Horn-ALCHIQ TBox T and C a set of positive, normalised
constraints, let NTC ⊆ NC , NTI ⊆ NI and NTR ⊆ NR be the (finite) sets of concept, individual
and role names occurring in T or C. We let psatC,T be the smallest set of quadruples (t, P,Q,H)
that are closed under the following rules and such that t is a locally consistent 2-type, such that
π1(t) ∪ π3(t) ⊆ NTC , π2(t) ⊆ NTR ∪ (NTR )− and P and Q are sets of basic shape and basic
concept expressions, limited to the concept, individual and role names occurring in NTC , NTI and
NTR ∪ (NTR )−, and H is a set of shape names.

1. If t is a locally consistent 2-type and Q is a set of basic shape expressions such that for all
∃(

d
R).(

d
N) ∈ Q, we have (R,N) ∈ succT (t) and not both R ⊆ π2(t) and N ⊆ π3(t),

then (t, Q̄, Q, ∅) belongs to psatC,T , where

Q̄ := {⊤} ∪ {∃(
l
R).(

l
N) | (R,N) ∈ succT ((π1(t), ∅, ∅)), ∃(

l
R).(

l
N) ̸∈ Q}.

2. If {(t, P,Q,H), (t, P ′, Q′, H ′)} ⊆ psatC,T such that ∃(
d
R).(

d
N) ∈ Q holds iff

∃(
d
R).(

d
N) ∈ Q′, then (t, P ∪ P ′, Q ∪Q′, H ∪H ′) belongs to psatC,T .

3. If s ← S ∈ C for some basic shape expression S and (t, P,Q,H) ∈ psatC,T , then
(t, P ∪ ({S} \NC), Q,H ∪ {s}) belongs to psatC,T if either
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• S = a, for a ∈ NI and a ̸∈ Q; or

• S = A, for A ∈ π1(t); or

• S = ∃r.s′ and r ∈ π2(t) or there exists ∃(
d
R).(

d
N) ∈ P such that r ∈ R and

∃r.s′ ̸∈ Q.

4. If s← s′ ∈ C, (t, P,Q,H) ∈ psatC,T and {s′} ⊆ H , then (t, P,Q,H ∪ {s}) belongs to
psatC,T .

5. If s ← s1 ∧ s2 ∈ C, (t, P,Q,H) ∈ psatC,T and {s1, s2} ⊆ H , then (t, P,Q,H ∪ {s})
belongs to psatC,T .

6. If s ← ∃(
d
R).s′ ∈ C, {(t, P,Q,H), (t′, P ′, Q′, H ′)} ⊆ psatC,T , R− ⊆ π2(t′), P ′ ∩

NI = ∅, s′ ∈ H ′ and inv(t′) ∈ childT (inv(t)) such that

• ∃(
d
R′).(

d
N ′) ∈ P ′ iff (R′, N ′) ∈ succT ((π1(t′), ∅, ∅)) \ succT (t′); and

• {s′′ | ∃r′′.s′′ ∈ P ′} ⊆ H ,

then (t, P,Q,H ∪ {s}) belongs to psatC,T .

In this definition, Rule 1 ensures that for each possible node in a data graph, there is a quadruple
describing the 1-type of that node in π1(t), restricted to the concept names occurring in T .
Furthermore, the set of neighbours this 1-type needs to have in all models is partitioned into a
set of neighbours we observe (P ), and which will be introduced as children of this 1-type (Q).
Because of this, we may consider the first three entries of the quadruple as a description of a
small part of a model, containing all information about its type and neighbours that might be
relevant. In this way, it contains enough information to mimic the least fixed point operator for
shape names step by step by Rules 3–6. Note that because we are considering the 2-type from
the ‘perspective’ of the node, that is, ‘looking back towards the data’, we have to consider their
inverses when checking the child-relationship in Rule 6. Lastly, Rule 2 is not necessary, but eases
the completeness proof. We note that the same set of rules will be reused for the rewriting of
stratified SHACL. Because of this, certain conditions do not have a purpose yet, like c ̸∈ Q in
Rule 3, which will always be met in the current positive setting.

Moreover, note that even though the sets of basic shape and concept expressions are infinite, this
does not imply that the set psatC,T contains an infinite amount of quadruples: in Rule 1 the type
of quadruples with empty heads H is limited by the set of pairs occurring in the good successor
configuration of a finite set of types. The other rules only add finite amount of quadruples and

Definition 4.33 (Rewriting Procedure). Consider a normalised Horn-ALCHIQ TBox T , C a
set of positive, normalised constraints and K a set of quadruples (t, P,Q,H). Let CT ,K be the
set of constraints that contains C, and moreover, for each (t, P,Q,H) ∈ K and each s ∈ H , the
constraint

s←
⋀︂

A∈π1(t)
A ∧

⋀︂
A∈NT

C \π1(t)

¬A ∧
⋀︂
X∈P

X ∧
⋀︂
Y ∈Q
¬Y. (4.1)
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Note that only π1(t) and not the full 2-type is taken into account when transforming a triple
into a constraint. This suffices as we are considering axioms in normal form. Thus, knowing
exactly which concept names are true in a node implies knowing exactly which structures may
appear in the anonymous tree structure with this node as its root. The next step is eliminating the
superfluous substructures of this anonymous tree, similar to what can be expected in any core
universal model construction. This boils down to knowing exactly which of the substructures of
depth at most 1 are already present in the enriched ABox AT . Dividing all relevant substructures
in the positive or negative set P and Q happens in Rule 1. As P is subsuming the information
stemming from π2(t) and π3(t), it does not have to be repeated in (4.1).

Example 4.34. Suppose T = {A ⊑ ∃p.B,B ⊑ ∃q.C} and consider the following constraints
C:

s← ∃p.s s← ∃q.s s← s′ ∧ s′′
s′ ← ∃p−.s′ s′ ← ∃q−.s′ s′ ← A
s′′ ← C.

Let t = ({A}, {p}, {B}) and t′ = ({B}, {q}, {C}) and recall the definition of the inverse of
a 2-type: inv(t) = ({B}, {p−}, {A}). Note that both inv(t), inv(t′) and tA := ({A}, ∅, ∅)
are locally consistent 2-types. Thus, according to the Rule 1 of Definition 4.32, the following
quadruples belong to psatC,T :

(tA, {⊤}, {∃p.B}, ∅), (inv(t), {⊤}, {∃q.C}, ∅), (inv(t′), {⊤}, ∅, ∅).

Given these quadruples and following Rule 3 (of Definition 4.32) multiple times, we can also
derive the following quadruples:

(tA, {⊤}, {∃p.B}, {s′}), (inv(t), {⊤, ∃p−.s′},{∃q.C}, {s′}),
(inv(t′), {⊤,∃q−.s′}, ∅, {s′, s′′}).

That is, in the first quadruple, s′ is added as a conclusion as A is contained in π1(tA). For
the second quadruple, we add ∃p−.s′ to the set of positive assumptions, thus also describing
an environment in which s′ can be concluded. To see that the third quadruple is contained
in psatC,T , Rule 3 is applied twice: once because C is contained in π1(inv(t′)), and once
because of the addition ∃q−.s′ to the positive assumptions. The last quadruple may be updated to
(inv(t′), {⊤,∃q−.s′}, ∅, {s, s′, s′′}) because of s← s′ ∧ s′′. Now Rule 6 can be used based on
s← ∃q.s, (inv(t), {⊤,∃p−.s′}, {∃q.C}, {s′}) and (inv(t′), {⊤,∃q−.s′}, ∅, {s, s′, s′′}) to infer
that (inv(t), {⊤,∃p−.s′}, {∃q.C}, {s, s′}) must belong to psatC,T too. That is, we compare the
environments described by these two quadruples: the main idea is that we want to derive s in
the first quadruple because of a q connecting the first environment to the second one (reflected
by the check {q−} ⊆ π2(inv(t′))), where s will be derived (s ∈ H ′). The existence of this
second environment must be supported by its type being a child of the first type (inv(inv(t′)) ∈
childT (inv(inv(t)))) and thus cannot have an individual name in the set of positive assumptions
(P ′ ∩ NI = ∅). Lastly, every assumption of the form ∃r.s assumes, in case of an anonymous
node, that its parent must be an s, and in case of a data node, that there exists an r-neighbour
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b a; A at; B att ′; C
p p q

Figure 4.4: Austere Universal Model can(T ,A), for A = {A(a), p(a, b)} and T = {A ⊑ ∃p.B,B ⊑
∃q.C}

that is an s. As the second environment is assumed to describe an anonymous node, with
as ‘parent environment’ the first quadruple, we have to check whether s′ ∈ H . Similarly,
positive assumptions of the form ∃(

d
R′).(

d
N ′) must be evaluated ‘upwards towards the parent

environment’ as well, that is R′ ⊆ π2(t′) and N ′ ⊆ π3(t′). Note that this exactly corresponds
to (R′, N ′) ∈ succT ((π1(t′), ∅, ∅)) \ succT (t′) for all ∃(

d
R′).(

d
N ′) that may appear in

P ′. Using this derived quadruple and again Rule 6, but now together with the quadruple
(tA, {⊤}, {∃p.B}, {s′}) and constraint s ← ∃p.s, we also find (tA, {⊤}, {∃p.B}, {s, s′}) ∈
psatC,T . Thus, the following constraint is contained in CT ,∅:

s← A ∧ ¬B ∧ ¬C ∧ ⊤ ∧ ¬∃p.B.

Now let A = {A(a), p(a, b)}. The target we wish to validate is G = {s(a)}. It is now simple
to check that this target, s(a), is validated by considering the above constraint on AT , which
coincides with A in this example.

The other approach to test validation is to build can(T ,A), graphically depicted in Figure 4.4,
and then check validation of (C,G). In this figure, the same notation is used as described in
Example 4.2. It is straightforward to check that can(T ,A) indeed validates (C,G), as required.
♡

We note that, even in the best-case scenario, Definition 4.32 creates an amount of quadruples
exponential in size of T and C. This expressive power is used to describe all possible relevant
settings that may appear at the border between the data and anonymous part of the austere
universal model. However, what is considered relevant, is only dependent on the TBox T ;
concept names that do not appear in any axiom cannot be introduced or introduce anything new
and may thus be ignored. This means that the exponential blow-up observed in this definition does
not influence the data complexity of determining SHACL validation in presence of ontologies.
Moreover, as the described SHACL constraint rewriting happens completely independent of the
data, the same rewritten shape constraint sets may be reused for different data graphs.

4.4.2 Completeness and Correctness

In the rest of this section, we will show completeness and correctness of the presented rewriting
technique to translate (positive) SHACL validation in presence of ontologies to plain SHACL
validation over the enriched ABox AT . After that we aim further: in the next subsection, we
discuss how to handle stratified negation in the rewriting, followed by a section on how to achieve
a pure rewriting, that is, to plain SHACL validation over the original ABox A.
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For a quadruple ρ = (t, P,Q,H) a shape name s ∈ H and a fresh shape name sρ, we define the
constraint sρ as follows:

sρ ←
⋀︂

A∈π1(t)
A ∧

⋀︂
A∈NT

C \π1(t)

¬A ∧
⋀︂
X∈P

X ∧
⋀︂
Y ∈Q
¬Y.

Note that this definition is very close to Definition 4.33. However, it has a different purpose. In
the following proofs, we will focus on validating sρ instead of s. This makes the connection to
a certain quadruple precise. And clearly, if sρ(a) is contained in some perfect assignment, also
s(a) is contained in that same assignment. We will use the notation C ∪ sρ to denote that the
constraint defining sρ as above is added to the constraints in C.

Furthermore, we note that quadruples are designed to model the direct environment of a node that
is on the ‘border’ of the model under construction. More precisely, they model the environment
of e in can|e|(T ,A) (sometimes shortened to I|e|,) the approximation of the austere universal
model, as defined in Definition 4.14. In this interpretation, e is missing its successors. For this
reason, we will evaluate sρ(e) specifically on can|e|(T ,A). When proving this in general, it
definitely also holds for all e such that |e| = 1, or put differently, all e ∈ NI . We will prove this
via an induction on which new shape atoms are derived in the perfect assignment for all sizes of e
at the same time. The latter is necessary because of constraints of the form s← ∃r.s′, which may
change the distance of the considered nodes to the ABox. For the other direction, we will step by
step decrease |e| until we reach |e| = 1.

To clarify which shape atoms depend on others, we consider the immediate consequence operator
TI,C . Here ‘depending’ is intended in the sense that s(e) depends on s′(e) and s′′(e) in case
of the constraint s ← s′ ∧ s′′, and similar for other constraints mentioning s′ or s′ in its body.
Recall that the perfect assignment for positive constraints consists simply of the least fixed point
of this operator. With all this machinery, we can demonstrate how the rules in Definition 4.32 can
mimic all these types of dependencies. In this way, we show first the completeness, and then, in
Proposition 4.37, the correctness of the rewriting for positive constraints.

Proposition 4.35. Given a normalised Horn-ALCHIQ TBox T and C a set of positive, nor-
malised constraints, for every target G and every ABox A that is consistent with T , we have that
if (T ,A) validates (C,G), then can1(T ,A) validates (CT ,G).

Proof. In the following claim we will show that for each approximation cani(T ,A), there exist
a quadruple for each node of size i such that all shape names that are observed in the perfect
assignment of the original set of constraints over can(T ,A) are found in the head of the quadruple.
And that in such a way that t, P and Q describe the environment of that node. In particular, this
will also hold for i = 1.

The proof of the following claim consists of an induction on n, the amount of times the direct
consequence operator of the perfect assignment has been applied.

Claim 4.36. Let Ii = cani(T ,A) and Sn = Tcan(T ,A),C ↑n (∅). If s(e) ∈ Sn+1, there
exists a quadruple ρ = (t, P,Q,H) ∈ psatC,T such that s ∈ H , sρ(e) ∈ TI|e|,CT ∪sρ(Sn) and
furthermore:
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1. if e ∈ NK \NI , then

a) t = inv(tail(e));

b) P ⊇ {∃(
d
R).(

d
N) | (R,N) ∈ succT ((π1(t), ∅, ∅)) \ succT (t)} and P ∩NI = ∅;

c) Q ⊇ {∃(
d
R).(

d
N) | (R,N) ∈ succT ((π1(t), ∅, ∅))};

2. for all other e ∈ NI , we have

a) t = ({A ∈ NC | A(e) ∈ AT }, ∅, ∅);

b) P ⊇ {∃(
d
R).(

d
N) | (R,N) ∈ succT (t), e ∈ (∃(

d
R).(

d
N))AT } and (P ∩

NI) \ {e} = ∅;
c) Q ⊇ {∃(

d
R).(

d
N) | (R,N) ∈ succT (t), e ̸∈ (∃(

d
R).(

d
N))AT };

For (n = 0), note that either s← e ∈ C or s← A ∈ C. In the first case, ρ = (t, P ∪{e}, Q, {s})
can be constructed by performing Rule 1, followed by Rule 3, where t = ({A ∈ NC | A(e) ∈
AT }, ∅, ∅), and P and Q are the smallest sets that satisfy the criteria. Removing {e} from the
second entry in the quadruple, and possibly using t = inv(tail(e)) instead of t = ({A ∈ NC |
A(e) ∈ AT }, ∅, ∅) in case e ̸∈ NI , suffices for the second case. It is then easy to check that
indeed sρ(e) ∈ TI0,CT ∪sρ(∅).

Now suppose s(e) ∈ Sn+1 \ Sn. In this induction step, we will only focus on the case s(e) got
derived from s← ∃r.s′ ∈ C and s′(d) ∈ Sn, for some r-neighbour d of e, as the other derivation
options are reflected in a straightforward way in the rules of Definition 4.32. We distinguish two
cases: |d| ≤ |e|, which we call ‘upwards’, and |d| > |e|, which we call ‘downwards’.

For the upwards case, if |d| ≤ |e| then either there exists a 2-type t such that dt = e and
r− ∈ π2(t), or {e, d} ⊆ NI .

• dt = e. By Rule 1, we find (inv(t), P,Q, ∅) ∈ psatC,T , such that 1a, 1b and 1c of the
claim are satisfied. With Rule 3, recalling that we assumed s← ∃r.s′ ∈ C, we can update
this quadruple to find ρ = (inv(t), P ∪ {∃r.s′}, Q, {s}) ∈ psatC,T . As s′(d) ∈ Sn, it is
straightforward to see that sρ(e) ∈ TI|e|,CT ∪sρ(Sn), which concludes this case.

• {e, d} ⊆ NI . Again, by Rule 1, we find (t, P,Q, ∅) ∈ psatC,T , where t = ({A ∈ NC |
A(e) ∈ I1}, ∅, ∅) and such that 1a, 1b and 1c of the claim are satisfied. Applying Rule 3,
means that also ρ = (t, P ∪ {∃r.s′}, Q, {s}) ∈ psatC,T . With similar reasoning as in the
previous case, it is clear that indeed sρ(e) ∈ TI1,CT ∪sρ(Sn).

In the second case, downwards, we have |d| > |e|, that is, et′ = d, for some 2-type t′. In
the following argument, we assume e ∈ NK \ NI , but a similar argument works for e ∈
NI . Because we assumed that s′(d) ∈ Sn, we can apply the induction hypothesis to find
ρ′ = (inv(t′), P ′, Q′, H ′) ∈ psatC,T such that (i) r− ∈ π2(inv(t′)), (ii) P ′ ∩ NI = ∅, (iii)
s′ ∈ H ′, (iv) ∃(

d
R).(

d
N) ∈ P ′ iff (R,N) ∈ succT ((π1(t′), ∅, ∅)) \ succT (t′). Furthermore,

by construction of elements in NK, we find t′ ∈ childT (tail(e)). This means that to perform
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Rule 6, we only need a second quadruple (t, P,Q,H) for which we have to ensure that {s′′ |
∃r′′.s′′ ∈ P ′} ∈ H .

So, suppose ∃r′′.s′′ ∈ P ′. Since, by induction hypothesis, sρ′(d) ∈ TI|d|,CT ∪sρ′ (Sn), we
know s′′(e) ∈ Sn. Thus, we can also apply the induction hypothesis to s′′(e), to find that
ρs′′ = (inv(tail(e)), Ps′′ , Qs′′ , Hs′′) ∈ psatC,T such that Ps′′ and Qs′′ satisfy the constraints
in 1b and 1c of the claim we are currently proving, and s′′ ∈ Hs′′ . Furthermore, we find that
sρs′′ (e) ∈ TI|e|,CT (Sn).

For each ∃r′′.s′′ ∈ P ′, we can construct such a quadruple sρ′′ and combine them with Rule 2 to
conclude

ρ′′ = (inv(tail(e)),
⋃︂

∃r′′.s′′∈P ′

Ps′′ ,
⋃︂

∃r′′.s′′∈P ′

Qs′′ ,
⋃︂

∃r′′.s′′∈P ′

Hs′′) ∈ psatC,T ,

which can serve exactly as the quadruple we were looking for to apply Rule 6, which we also do.
Thus, we find that

ρ = (inv(tail(c)),
⋃︂

∃r′′.s′′∈P ′

Ps′′ ,
⋃︂

∃r′′.s′′∈P ′

Qs′′ ,
⋃︂

∃r′′.s′′∈P ′

Hs′′ ∪ {s}) ∈ psatC,T ,

too. Note that this quadruple satisfies all properties requested in the claim, which naturally
follows from the point that all ρs′′ satisfy these properties. Furthermore, note that sρ′′(e) ∈
TI|e|,CT ∪sρ′′ (Sn) holds, because for each ∃r′′.s′′ ∈ P ′, we have sρs′′ (e) ∈ TI|e|,CT ∪sρs′′ (Sn).
Thus, we can conclude that sρ(e) ∈ TI|e|,CT ∪sρ(Sn), as required.

In case {s′′ | ∃r′′.s′′ ∈ P ′} = ∅, the above does not work. Instead, we can simply apply
Rule 1 to construct the required ρ = (t, P,Q,H), such that P = {∃(

d
R).(

d
N) | (R,N) ∈

succT ((π1(t), ∅, ∅)) \ succT (t)} and Q = {∃(
d
R).(

d
N) | (R,N) ∈ succT ((π1(t), ∅, ∅))}.

Then a simple argument suffices to show that sρ(e) ∈ TI|e|,CT ∪sρ(Sn), which concludes the
induction step. ♣

Proposition 4.37. Given a normalised Horn-ALCHIQ TBox T and C a set of positive, nor-
malised constraints, for every target G and every ABox A that is consistent with T , we have that
if can1(T ,A) validates (CT ,G), then (T ,A) validates (C,G).

Proof. We consider the following claim. Taking i = 1 suffices to conclude the above proposition.

Claim 4.38. Let Ii = cani(T ,A). If ρ = (t, P,Q,H) ∈ psatC,T with s ∈ H and sρ(e) ∈
PA(CT ∪ {sρ}, Ii) for some e ∈ NK such that |e| = i, then s(c) ∈ PA(C, can(T ,A)).

We show this by letting i decrease step-by-step until reaching 1. Note that because we are
considering a least fixed point computation and C ⊆ CT , there must exist an i = n such that the
above naturally holds.

Assume i = n − 1. Suppose that sρ(e) ∈ PA(CT ∪ {sρ}, In−1), such that |e| = n − 1. The
proof is based on unwinding how ρ got constructed, by an induction on the construction. Without
loss of generality, we can assume s got added to H in the last rule applied. Now suppose the
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last rule applied was Rule 6 (the other cases are rather straightforward). Thus, there exists some
s← ∃r.s′ ∈ C and moreover we find that {(t, P,Q,H \ {s}), (t′, P ′, Q′, H ′)} ∈ psatC,T , such
that s′ ∈ H ′. Let ρ′ = (t′, P ′, Q′, H ′) and note that because we were able to perform Rule
6, we can conclude that s′ρ′(et′) ∈ PA(CT ∪ {s′ρ′}, In). By construction of the austere core
model, it is clear that in In the node et′ satisfies exactly all concept names mentioned in π1(t′); if
∃(

d
R).

d
N ∈ P ′, it follows that R ⊆ π2(t′) and N ⊆ π3(t′); and if ∃r′.s′′ ∈ P , then s′′ must

be contained in H , which means we can first perform this same proof on s′′ and the quadruple
(t, P,Q,H \ {s}) to conclude that s′′(e) ∈ PA(C, can(T ,A)), and thus s′′(e) ∈ PA(CT , In) by
Proposition 4.35. This means that indeed et′ ∈ (∃r′.s′′)In,∅, as required. As et′ will not have any
successor nodes in In, the conditions posed by Q′ are enforced too.

Combining s′ρ′(et′) ∈ PA(CT ∪ {s′ρ′}, In) with assuming the claim holds for i = n, we
derive that s′(et′) ∈ PA(C, can(T ,A)). Since s ← ∃r.s′ ∈ C, and r− ∈ π2(t′) we find
s(e) ∈ PA(C, can(T ,A)) too, as required. ♣

These results can be summarised in the following way.

Theorem 4.39. Given a normalised Horn-ALCHIQ TBox T and C a set of positive, normalised
constraints, for every target G and every ABox A that is consistent with T , we have that (T ,A)
validates (C,G) iff AT validates (CT ,G), under the least fixed point, well-founded and stable
model semantics

4.5 Rewriting for Stratified SHACL

We now extend the rewriting to constraint sets C with stratified negation. Intuitively, this is
done by running a saturation procedure in the rewriting for each stratum of C, starting with the
lowermost. For the transition to the next stratum in the rewriting procedure, we need to ensure that
the outcome of the saturation at a non-topmost stratum is completed with negative information.
To this end, we w.l.o.g. assume that all constraints from C with the same shape name on the
left-hand-side occur together in the same stratum.

We will operate again on quadruples (t, P,Q,H), which are similar to the ones in the previous
section, except that H might additionally contain expressions of the form ¬s for a shape name s.
For a set K of such quadruples, we say (t, P,Q,H) is maximal in K if (t, P,Q,H) ∈ K and
there is no H ′ ⊃ H with (t, P,Q,H ′) ∈ K. Then the notion of completion is defined as follows:

Definition 4.40. The completion compC,T (K) of a set K of quadruples w.r.t. a normalised
Horn-ALCHIQ TBox T and a set of normalised and stratified constraints C is a set, defined as
follows:

compC,T (K) = {(t, P,Q ∪Q′, H ∪ H̄) | (t, P,Q,H) is maximal in K},

where
H̄ := {¬s | s occurs in C, s ̸∈ H}

Q′ := {∃r.s′ | s← ∃r.s′ ∈ C, s ̸∈ H} ∪ {a | s← a ∈ C, s ̸∈ H}.
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We need to augment the inference rules of the rewriting procedure for positive constraints with an
additional rule to handle constraints of the form s← ¬s′. Furthermore, Rule 6, is updated to also
consider the newly added information to Q. Note that using the following updated definition of
satC,T (K) will give the same results as the previously defined psatC,T (K) in Definition 4.32 on
the first stratum, as the proposed changes do not have any effect if no ¬∃r.s’s or ¬s’s are present
in the quadruples.

Definition 4.41. Given a normalised Horn-ALCHIQ TBox T and C a set of normalised and
stratified constraints, we let satC,T (K) be the smallest set of pairs containing K closed under
Rules 2–5 defined of Definition 4.32, where ‘psatC,T ’ is replaced by ‘satC,T (K)’, and additionally
under the following Rule 6’ and 7:

6’. If s← ∃r.s′ ∈ C, {(t, P,Q,H), (t′, P ′, Q′, H ′)} ⊆ satC,T (K), r− ∈ π2(t′), P ′∩NI = ∅,
s′ ∈ H ′ and inv(t′) ∈ childT (inv(t)) such that

• ∃(
d
R).

d
N ∈ P ′ iff (R,N) ∈ succT (π1(t′), ∅, ∅) \ succT (t′);

• {s′′ | ∃r′′.s′′ ∈ P ′} ∪ {¬s′′ | ∃r′′.s′′ ∈ Q′, r′′ ∈ π2(t′)} ⊆ H ,

then (t, P,Q,H ∪ {s}) belongs to satC,T (K).

7. If s← ¬s′ ∈ C and (t, P,Q,H) ∈ satC,T (K) such that ¬s′ ∈ H , then (t, P,Q,H ∪ {s})
belongs to satC,T (K).

Now can we define the inference procedure that processes strata from the lowest to the top-
most, performing saturation using the updated set of rules at every stratum, interleaved with a
computation of the completion in between.

Definition 4.42. For a TBox T and a constraint set C with stratification C0, . . . Cn, we let
K0 = psatC0,T and for each 0 < i ≤ n

Ki = satCi,T (compCi−1,T (Ki−1)).

We let CT = CT ,Kn , where CT ,Kn is defined as in Definition 4.33.

Example 4.43. Suppose T = {A ⊑ ∃p.B} and consider the following set of constraints
C = C0 ∪ C1:

C0 = {sC ← C, s′ ← ∃p.sC}
C1 = {s′′ ← ∃p.s̄C , s̄C ← ¬sC , s← s′ ∧ s′′}.

We consider the following two 2-types in the rest of this example: tA := ({A}, ∅, ∅) and
t := ({A}, {p}, {B}). Because of Rule 1, we find that the following two quadruples are
contained in K0:

(tA, {⊤}, {∃p.B}, ∅), (inv(t), {⊤}, ∅, ∅).
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Here, the first one can be updated to (tA, {⊤,∃p.sC}, {∃p.B}, {s′}). Note that all three quadru-
ples are maximal in K0, which means we find the following quadruples in compC0,T :

(tA, {⊤}, {∃p.B, ∃p.sC}, {¬s′¬sC}),
(tA, {⊤,∃p.sC}, {∃p.B}, {s′,¬sC}),
(inv(t), {⊤}, {∃p.sC}, {¬s′,¬sC}).

By definition, these quadruples are also contained in K1, and thus, because of Rule 7, also the
versions in which s̄C is added to the fourth set in each quadruple. Then, we can apply Rule
6’ to (tA, {⊤,∃p.sC}, {∃p.B}, {s′,¬sC , s̄C}), (inv(t), {⊤}, {∃p.sC}, {¬s′,¬sC , s̄C}) and the
constraint s′′ ← ∃p.¬sC , to find

(tA, {⊤,∃p.sC}, {∃p.B}, {s′,¬sC , s̄C , s′′}) ∈ K1

too. After applying Rule 5 based on the constraint s← s′ ∧ s′′ ∈ C1, we can extract the following
rewritten constraint:

s← A ∧ ¬B ∧ ¬C ∧ ∃p.sC ∧ ¬∃p.B ∈ CT ,

Now let A = {A(a), p(a, b), C(b)} and set the target to G = {s(a)}. As A = AT , we indeed
find a positive answer when validating (CT ,G) over AT . Notice can(T ,A) corresponds to the
canonical interpretation of {A(a), p(a, b), C(b), p(a, at), B(at)}. Thus, we can conclude that
(T ,A) validates (C,G) too. ♡

Given a stratified set of constraints C with stratification C0, . . . , Cn, let C≤i := C0 ∪ . . . ∪ Ci.
Similarly, we will use CT ,≤i to denote CT ,K0 ∪ . . . ∪ CT ,Ki .

Theorem 4.44. Given a normalised Horn-ALCHIQ TBox T and C a set of normalised con-
straints with stratification C0, . . . , Cn, for every target G and every ABox A that is consistent
with T , we have that (T ,A) validates (C,G) iff AT validates (CT ,G) under the least fixed point,
well-founded and stable model semantics.

Proof. (⇒). We will prove completeness by proving the following claim by induction on i

Claim 4.45. Let Ii = cani(T ,A). For each e ∈ NK and for each 0 ≤ i ≤ n, there exists
ρ = (t, P,Q,H) ∈ Ki that is maximal in Ki, and moreover:

1. if e ∈ NK \NI , then

a) t = inv(tail(e));

b) P ⊇ {∃(
d
R).

d
N | (R,N) ∈ succT ((π1(t), ∅, ∅)) \ succT (t)} and P ∩NI = ∅;

c) Q ⊇ {∃(
d
R).

d
N | (R,N) ∈ succT ((π1(t), ∅, ∅))};

2. for all other e ∈ NI , we have
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a) t = ({A ∈ NC | A(e) ∈ AT }, ∅, ∅);

b) P ⊇ {∃(
d
R).

d
N | (R,N) ∈ succT (t), e ∈ (∃(

d
R).

d
N)AT } and (P ∩NI) \

{e} = ∅;
c) Q ⊇ {∃(

d
R).

d
N | (R,N) ∈ succT (t), e ̸∈ (∃(

d
R).

d
N)AT };

3. H = {s | s(e) ∈ PA(can(T ,A), C≤i)} ∪ {¬s | s(e) ̸∈ PA(can(T ,A), C≤i),
s defined in Ci−1};

4. and sρ(e) ∈ PA(I|e|, CT ,≤i ∪ sρ).

Analogous to Proposition 4.35, it follows that for each s such that s(e) ∈ PA(can(T ,A), C≤0),
there exists a quadruple (t, Ps, Qs, Hs) ∈ satC0,T (∅) = K0 such that s ∈ Hs and such that
requirements 1, 2 and 4 of the claim hold. Now let X = {s | s(e) ∈ PA(can(T ,A), C≤0)}.
Then, following Rule 2 of the rewriting algorithm in Definition 4.32, we must conclude that also
(t,

⋃︁
s∈X Ps,

⋃︁
s∈X Qs,

⋃︁
s∈X Hs) ∈ K0. This quadruple is exactly the quadruple we were look-

ing for: requirements 1, 2 and 4 have to be satisfied, as they are satisfied for each (t, Ps, Qs, Hs)
separately; requirement 3 follows, as s ∈ Hs implies X ⊆

⋃︁
s∈X Hs, and at the same time

the correctness of the rewriting forbids that Hs \X ̸= ∅. In the same way, maximality of the
quadruple is implied.

For the induction step, i = j + 1, note that for each e ∈ NI ∪ NK, we are given some
(t, P,Q,H) ∈ Kj that is maximal and satisfies requirements 1 to 4 for i = j. As this quadruple
is assumed to be maximal, completion compCj ,T can be applied to (t, P,Q,H). Thus, we
find (t, P,Q ∪ Q′, H ∪ H̄) ∈ Kj+1. Since s ∈ H iff s(e) ∈ PA(can(T ,A), C≤j), it must
follow that ¬s ∈ H̄ iff s(e) ̸∈ PA(can(T ,A), C≤j) and s occurs in C≤j . Now suppose s(e) ∈
PA(can(T ,A), C≤j+1) \ PA(can(T ,A), C≤j), then there must exist a constraint s ← C ∈ C
that caused this addition.

If C = ¬s′, then s′ is defined in C≤j by the stratification rules, and s′(e) ̸∈ PA(can(T ,A), C≤j),
which means ¬s′ ∈ H̄ , thus Rule 7 can be applied to conclude that (t, P,Q∪Q′, H ∪H̄ ∪{s}) ∈
Kj+1. If C is any of the other options, the same reasoning as in the proof of Proposition 4.35 can
be used.

Now all that is left to show, is that each Y ∈ Q′ is not blocking the satisfaction of restriction 4. By
taking a closer look a the completion procedure, we see that Y = ∃r.s′ for some s← ∃r.s′ ∈ C≤j
such that s ̸∈ H , or Y = e, for some s← e ∈ C≤j and s ̸∈ H . For both cases, note that s ̸∈ H ,
which means s(e) ̸∈ PA(can(T ,A), C≤j). Assuming that any of these Y is indeed blocking
restriction 4, directly leads to a contradiction with the previous observation. Thus, we have indeed
found the required quadruple.

(⇐). Again, let Ii = cani(T ,A). To show correctness, we will show by induction on i that for
each e ∈ NK and for each ρ = (t, P,Q,H) ∈ Ki such that (a) sρ(e) ∈ PA(I|e|, CT ,≤i ∪ sρ), we
find for each s ∈ H that s(e) ∈ PA(can(T ,A), C≤i).

First, note that Proposition 4.37 provides the induction basis. So, for the induction step, suppose
we are given some e ∈ NK and (t, P,Q,H) ∈ Ki+1 such that (a) holds. We will focus on the

63



4. VALIDATION IN THE PRESENCE OF ONTOLOGIES

case that there exists a (t, P,Q′, H ′) ∈ Ki that is maximal in Ki, such that (t, P,Q,H) is the
result of first applying completion to (t, P,Q′, H ′) to find (t, P,Q′ ∪Q′′, H ′ ∪ H̄ ′) ∈ compCi,T ,
followed by application(s) of rules 3-5, 6’ or 7. Here, we will only consider the result of applying
Rule 7, as the treatment of the application of the other rules is very similar to what is discussed in
Proposition 4.37. Note that Rules 1 and 2 are not really having any relevant effects after finishing
the first stratum.

So, assume s← ¬s′ ∈ Ci+1 and ¬s′ ∈ H̄ ′. We argue that each s′ ← C ∈ C cannot be used to
deduce s′(e) ∈ PA(can(T ,A), C≤i).

• C ∈ NC . If C ∈ π1(t), we would have found s′ ∈ H ′ by maximality of (t, P,Q′, H ′).
Thus, C ̸∈ π1(t), which means ¬C appears in s(t,P,Q,H). Since (a) holds, this means that
e ̸∈ Ccan(T ,A), which suffices.

• C ∈ NI . As ¬s′ ∈ H̄ ′, we findC ∈ Q. Since (a) holds, this meansCcan(T ,A) ̸= ecan(T ,A),
which suffices.

• C ∈ {s′′, s′′ ∧ s′′′ | {s′′, s′′′} ⊆ NS}. Perform this same argument for s′′ or s′′′. As we are
considering a least fixed point semantics, this regression must terminate.

• C = ∃r.s′′, for some r ∈ NR, s ∈ NS . As ¬s′ ∈ H̄ ′, we find C ∈ Q. Note we derived
completeness and correctness of all strata up till i, that is for all s, for all natural numbers n,
and all e such that |e| ≤ n, we have s(e) ∈ PA(can(T ,A), C≤i) iff s(e) ∈ PA(In, CT ,≤i).
Thus, combining this with (a), we find that in any case s′′(d) ̸∈ PA(can(T ,A), C≤i), for
dt = e, such that r− ∈ π2(t).

The other option we have to exclude is d = et, for some r ∈ π2(t). For contradiction,
assume s′′(d) ∈ PA(can(T ,A), C≤i). So we know there must exist a quadruple ρd =
(inv(t), Pd, Qd, Hd) ∈ Ki such that s′′ ∈ Hd and sρd

(d) ∈ PA(I|d|, C≤i,T ∪ sρd
), and

such that these there does not exist (inv(t), P ′d, Q′d, H ′d) ∈ Ki with the same properties,
but |{∃r.s ∈ P ′d}| < |{∃r.s ∈ Pd}|. First of all, note that {¬s | ∃r.s ∈ Qd} ⊆ H;
for all such s, we have ¬s ̸∈ H , implies s ∈ H . Thus, s(e) ∈ PA(can(T ,A), C≤i)
by induction hypothesis. Using completeness and correctness, this implies sρd

(d) ̸∈
PA(can|d|(T ,A), C≤i,T ∪ sρd

), which is a contradiction.

Now there are two options: if {s | ∃r.s ∈ Pd} ⊆ H , then Rule 6’ could have been
applied on s′ ← ∃r.s′′ at a certain point, which is in contradiction with the maximality of
(t, P,Q′, H ′). So, we are left with the second option: {s | ∃r.s ∈ Pd} ̸⊆ H . Now we can
repeat this same argument for each member of {s | ∃r.s ∈ Pd} \H . Because we are solely
considering the least amount of ∃r.s’s in Pd, we know they all are essential in deriving
s′′(d). Thus, s′′(d) ̸∈ PA(can(T ,A), C≤i) for all d such that (e, d) ∈ (r)can(T ,A), which
automatically implies the required result.

• C = ¬s′′. If s ← ¬s′ ∈ Ci+1, then s′ ← ¬s′′ ∈ C≤i, by definition of the strata. This
means that ¬s′′ cannot be part of H̄ ′. So, to apply Rule 7, it must be that ¬s′′ ∈ H ′.
However, this is in contradiction with the maximality of (t, P,Q′, H ′) that would imply
s′ ∈ H ′, which concludes this case.
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Thus, we must conclude that s′(e) ̸∈ PA(can(T ,A), C≤i), from which follows that indeed
s(e) ∈ PA(can(T ,A), C≤i+1), as required.

♣

4.6 Pure Rewriting

Theorem 4.44 lets us reduce SHACL validation in the presence of Horn-ALCHI TBoxes to plain
SHACL validation over the completed ABox AT . In this section we discuss how to update this
rewriting to a pure rewriting. That is, how to produce a set of constraints C′, in a data-independent
way, such that (T ,A) validates (C,G) iff A validates (C′,G).

To make the rewriting pure, we have to encode the information added to A by the immediate
consequence operator TT defined in Definition 4.7 in new constraints. However, SHACL as
introduced in [W3C17] can only propagate information on nodes, and information about the
properties/roles connecting the nodes cannot be directly represented.

We discuss two ways around this. First we present a solution for TBoxes that do not contain
counting axioms (A ⊑ ≤1r.B). The role information added to AT in this case is simple, and it
can be directly derived from locally satisfying axioms of the form r0 ⊓ . . . ⊓ rn ⊑ r. For the
general case, we extend SHACL and enable it to describe edges, rather than just nodes.

Without loss of generality, we assume in this section that there are no cycles over role inclusions.
That is, no TBox contains a set of role inclusions of the form {r ⊑ r1, r1 ⊑ r2, . . . , rn ⊑ r}. If
such a cycle exists, then all roles names appearing in the cycle are replaced by one unique role
name.

4.6.1 Rewriting for normalised Horn-ALCHI

Let us first focus on how to define a pure rewriting for normalised Horn-ALCHI.

Definition 4.46. A Horn-ALCHI TBox T is in normal form if each of the concept inclusions in
T are of one of the following forms:

(F1) A0 ⊓ . . . ⊓An ⊑ B (F3) A ⊑ ∀r.B
(F4) A ⊑ ∃r.B,

for {A,A0, . . . , An, B} ⊆ NC and r ∈ NR. Furthermore, T may contain role inclusions of the
form r ⊑ r′, for {r, r′} ⊆ NR.

For each Horn-ALCHI TBox T , we define the following set of constraints, capturing most of
the information derived by the immediate consequence operator TT , defined in Definition 4.7.

Definition 4.47. For each A ∈ NC , we let sA ∈ NS be a fresh shape name. Given a normalised
Horn-ALCHI TBox T , let Ts be the smallest set of constraints containing for each T |=

65



4. VALIDATION IN THE PRESENCE OF ONTOLOGIES

A0 ⊓ . . . ⊓An ⊑ B, the constraint

sB ←
⋀︂

0≤i≤n
sAi ∈ Ts, (4.2)

furthermore, for each A ⊑ ∀r.B ∈ T and T |= S ⊑ r the constraint

sB ← ∃S−.sA ∈ Ts, (4.3)

and for each A ∈ NC , the constraint

sA ← A ∈ Ts. (4.4)

Definition 4.48. Given a normalised Horn-ALCHI TBox T , let C+
T be the set of constraints

consisting of the constraints in CT , taking into account the following alterations:

• each concept name A ∈ NC appearing in an axiom in CT is replaced by sA; and

• for each T |=
d
R ⊑ r, such that R ∪ {r} ⊆ R′, and

d
R′ appears in some constraint,d

R′ is replaced by
d

(R′ \ {r}).

Note that when considering C+
T ∪ Ts instead of CT , we are introducing a new lowest stratum: the

set of freshly introduced constraints, based on existing concept names. However, the only point
of this stratum is to mimic exactly which concept names hold at which points in the enriched
ABox AT , defined in Definition 4.7.

Proposition 4.49. Given a normalised Horn-ALCHI TBox T and C a set of normalised, positive
constraints, for every target G and every ABox A that is consistent with T , we have that
can0(T ,A) validates (CT ,G) iff A validates (C+

T ∪ Ts,G).

Proof. Note that can0(T ,A) corresponds to AT , the first layer in building the austere universal
model, defined in Definition 4.7. In this definition, the ABox is completed in a least fixed point
manner under certain axioms (A0 ⊓ . . . ⊓An ⊑ B and A ⊑ ∀r.B) that are precisely encoded in
constraints of the form (4.2) and (4.3). The only difference is that we cannot translate axioms of
the form T |= S ⊑ r′ directly. A simple fix suffices: as role atoms in AT \ A can only be the
result of an axiom of the form r ⊑ r′, the replacement in Definition 4.48 in combination with the
implied roles in constraints of the form (4.3) is sufficient. As we are also considering a least fixed
point semantics for SHACL validation, the above result directly follows. ♣

Thus, considering C+
T ∪ Ts as rewritten set of constraints indeed provides us with a pure rewriting.

The following theorem follows from combining the results of Theorem 4.44 and Proposition 4.49.

Theorem 4.50. Given a normalised Horn-ALCHI TBox T and C a set of normalised, stratified
constraints, for every target G and every ABox A that is consistent with T , we have that (T ,A)
validates (C,G) iff A validates (C+

T ,G).
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[∃ψ.φ]IS := {e ∈ ∆I | ∃e′ ∈ ∆I : (e, e′) ∈ [ψ]IS ∧ e′ ∈ [φ]IS}
[s?]IS := {(e, e) ∈ ∆I ×∆I | e ∈ [s]IS}
[b]IS := {(e, e′) ∈ ∆I ×∆I | b(e, e′) ∈ S}
[r]IS := rI

[ψ ∪ ψ′]IS := [ψ]IS ∪ [ψ′]IS
[ψ ∩ ψ′]IS := [ψ]IS ∩ [ψ′]IS
[ψ · ψ′]IS := {(e, e′) ∈ ∆I ×∆I | ∃e′′ ∈ ∆I : (e, e′′) ∈ [ψ]IS ∧ (e′′, e′) ∈ [ψ′]IS}

[ψ∗]IS := {(e, e′) ∈ ∆I ×∆I | ∃{e0, . . . , en} ⊆ ∆I :
∀i ∈ {0, . . . , n1} : (ei, ei+1) ∈ [ψ]IS ∧ e0 = e ∧ en = e′}

[ψ−]IS := {(e, e′) ∈ ∆I ×∆I | (e′, e) ∈ [ψ]IS}
[ψ \ ψ′]IS := [ψ]IS \ [ψ′]IS

Figure 4.5: Evaluation of SHACLb shape expressions.

4.6.2 SHACLb

For a pure rewriting of normalised Horn-ALCHIQ, we propose a different solution: we define
an extension of SHACL that we call SHACLb. Here we also allow ‘binary’ shape constraints
b: which may express constraints on pairs of nodes. We note that not all operators defined in
SHACLb are necessary to define a pure rewriting for normalised Horn-ALCHIQ. However, we
do resort to the following version to demonstrate how the imbalance between unary and binary
(shape) atoms in SHACL can be fully reduced.

Definition 4.51. Let SHACLb consist of shape constraints of the form s ← φ, or b ← ψ, for
{s, b} ⊆ NS , such that

φ ::= c | s | A | φ ∧ φ | ¬φ | ∃ψ.φ
ψ ::= s? | b | r | ψ ∪ ψ | ψ ∩ ψ | ψ · ψ | ψ∗ | ψ− | ψ \ ψ,

where c ∈ NI , {s, b} ⊆ NS , A ∈ NC and r ∈ NR.

We evaluate SHACLb as defined in Figures 3.1 and 4.3, extended with [·]IS as defined in Figure
4.5, where [·] ∈ {⌊·⌋, ⌈·⌉}. Note that these same functions can directly be used to define the
well-founded semantics for SHACLb, in the exact same way as the well-founded semantics for
SHACL makes use of ⌊·⌋ and ⌈·⌉.

The following shape expressions, although not explicitly present in the fragment we consider in
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this chapter, are also expressible in SHACLb.

∃R.φ = ∃(r0 ∩ . . . ∩ rn).φ
eq(E,E′) = ¬∃.(E \ E′).⊤ ∧ ¬∃.(E′ \ E).⊤

disj(E,E′) = ¬∃(E ∩ E′).⊤

where R = r0 ⊓ . . . ⊓ rn.

Definition 4.52. Define sA ∈ NS and br ∈ NS to be a fresh shape names for each A ∈ NC ,
respectively r ∈ NR. Given a normalised Horn-ALCHIQ TBox T , let Ts be the smallest set of
binary SHACL constraints containing for each T |= A0 ⊓ . . . ⊓An ⊑ B, the constraint

sB ←
⋀︂

0≤i≤n
sAi ∈ Ts, (4.5)

for each A ⊑ ∀r′.B ∈ T the constraint

sB ← ∃br− .sA ∈ Ts, (4.6)

and, for each T |= A0 ⊓ . . . ⊓ An ⊑ ∃(r0 ⊓ . . . ⊓ rm).(B0 ⊓ . . . ⊓ Bk) and A ⊑ ≤1r.B ∈ T
such that r ∈ {r0, . . . , rm} and B ∈ {B0, . . . , Bk}, the constraints

{bri ← ŝ? · br · sB?, ŝ← sA ∧ sA0 ∧ . . . ∧ sAn , (4.7)

sBj ← sB ∧ ∃br− .ŝ} ⊆ Ts, (4.8)

for each i ∈ {0, . . . ,m} and j ∈ {0, . . . , k}, and a fresh shape name ŝ, furthermore, for each
r ⊑ r′ ∈ T , the constraint

br′ ← br ∈ Ts, (4.9)

and for each r ∈ NR, p ∈ NR the constraints

{br ← r, b(p−) ← (bp)−, bp ← (bp−)−} ⊆ Ts, (4.10)

and, lastly, for each A ∈ NC , the constraint

sA ← A ∈ Ts. (4.11)

Proposition 4.53. Given a normalised Horn-ALCHIQ TBox T , for each A, we find that for all
A ∈ NC , all r ∈ NR, and all {a, b} ⊆ ∆IA ,

• A(a) ∈ AT iff sA(a) ∈ PA(Ts,A);

• r(a, a′) ∈ AT iff br(a, a′) ∈ PA(Ts,A).
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Proof. Let T ∗s consists of the constraints in Ts defined by (4.10) and (4.11). Then, it is clear that
A(a) ∈ A iff sA(a) ∈ PA(T ∗s ,A) and r(a, a′) ∈ A iff br(a, a′) ∈ PA(T ∗s ,A). This means that
all information of the ABox can be precisely captured in shape names. For the rest, note how the
different lines in Definition 4.7 defining the immediate consequence operator used to build AT
from A correspond one-to-one to the constraints defined in (4.5) to (4.9), with the exception of
using the shorthand ŝ. As both the perfect assignment PA as the construction of AT are based on
a least fixed point semantics, the result follows. ♣

The completeness and correctness of the full rewriting now directly follow. Clearly, we concluded
that all information in AT , albeit in the form sA and br, can be derived by SHACLb constraints
constructed to this end. Therefore, there is not really a difference between evaluating CT over
AT , or CT ∪ Ts over A, except that we should replace concept names and roles by their shape
names referring to them.

Definition 4.54. Given a normalised Horn-ALCHIQ TBox T , let C+
T be the set of constraints

consisting of the axioms in CT , such that each concept name A ∈ NC appearing in an axiom in
CT is replaced by sA, and similarly, each r ∈ NR by br.

Now that the concept and role names are replaced by their shape equivalents, we have indeed
produced a pure rewriting.

Theorem 4.55. Given a normalised Horn-ALCHIQ TBox T and C a set of stratified constraints,
for every target G and every ABox A that is consistent with T , we have that (T ,A) validates
(C,G) iff A validates (C+

T ∪ Ts,G).

4.7 Complexity Results

We now discuss the computational complexity of SHACL validation in the presence of Horn-
ALCHIQ TBoxes. Specifically, we discuss the combined complexity and the data complexity
of the problem [Var82]. The former is measured in terms of the combined size of all input
components, while the latter is measured assuming all components except the ABox are of fixed
size.

Theorem 4.56. The problem of SHACL validation for stratified set of constraints expressible in
the fragment of SHACL introduced in Section 4.3 in the presence of normalised Horn-ALCHIQ
TBoxes is EXPTIME-complete in combined complexity and PTIME-complete in data complexity.

Proof. For data complexity, the PTIME lower bound was shown in [ACO+20], which already
applies in the absence of ontologies. The matching PTIME upper bound follows from The-
orem 4.44, combined with the fact that AT has size polynomial in A’s size itself, and that
validation under stratified constraints without ontologies in feasible in polynomial time in data
complexity [ACO+20]. We note that checking whether the input graph is consistent with a TBox
can also be done in polynomial time.
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For the upper bound in combined complexity, we rely on the rewriting algorithm discussed in
Sections 4.4 and 4.5. Let (T ,A) be a normalised Horn-ALCHIQ knowledge base and C any
set of (stratified) constraints. Observe that the number of different quadruples (t, P,Q,H) over
the signature of T and C that can be added to any Ki during the rewriting is bounded by an
exponential in the size of T and C. An application of any of the rules takes polynomial time in
the size of T , A, C and

⋃︁
i>0Ki, which means the application of all rules in the procedure is

bounded by an exponential in the size of T , A and C. Computing CT ,K is polynomial in the size
of K, for all possible K. Thus, overall we get a procedure that runs in exponential time in the
size of T , A and C.

The hardness result in combined complexity follows from the hardness of reasoning in the
ontology alone: checking whether an atom of the form r(a, b) or A(a) is implied by a knowledge
base is already EXPTIME-complete in combined complexity [EOŠ+12]. ♣

The hardness inherited from the ontology alone is not the only source of complexity. EXPTIME-
hardness holds even for very weak description logics like DL-LiteR and a very simple fragment
of SHACL.

Define a simple shape expression φ in the following way

φ ::= s | A | φ ∧ φ | ∃r.φ,

for s ∈ NS , A ∈ NC and r ∈ NR. Shape constraints in simple-SHACL are then build in the
same way as for regular SHACL by using simple shape expressions instead of regular ones. All
other definitions extend in a straightforward way to simple-SHACL.

Theorem 4.57. Let L be a DL that support axioms of the forms A ⊑ ∃r.⊤ and ∃r1.⊤ ⊑ ∃r2.⊤,
for {r, r1, r2} ⊆ NR. In the presence of L TBoxes, simple-SHACL validation is EXPTIME-
complete in combined complexity.

Proof. Membership follows directly from Theorem 4.56. To prove EXPTIME-hardness in com-
bined complexity we reduce the word problem of polynomially space-bounded Alternating Turing
Machines (ATMs) to validating shapes under an L ontology.

An ATM is defined as a tuple of the form

M = (Σ, Q∃, Q∀, q0, qacc, qrej , δ)

where Σ is an alphabet, Q∃ is a set of existential states, Q∀ is a set of universal states, disjoint
from Q∃, q0 ∈ Q∃ is an initial state, qacc ∈ Q∃ ∪Q∀ is an accepting state, qrej ∈ Q∃ ∪Q∀ is a
rejecting state, and δ is a transition relation of the form

δ ⊆ Q× (Σ ∪ {B})×Q× (Σ ∪ {B})× {−1, 0,+1}

with Q = Q∃ ∪Q∀. Here B is the blank symbol. We let δ(q, a) = {(q′, b,D) | (q, a, q′, b,D) ∈
δ}. W.l.o.g., we assume that in M universal and existential states are strictly alternating: if
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(q, a, q′, b,m) ∈ δ and q ∈ Q∃ (resp., q ∈ Q∀), then q′ ∈ Q∀ (resp., q′ ∈ Q∃). We further assume
that |δ(q, a)| = 2 for all combinations of states q ∈ Q and symbols a ∈ Σ ∪ {B}. If δ(q, a) =
{(q1, a1, D1), (q2, a2, D2)}, we let δℓ(q, a) = (q1, a1, D1) and δr(q, a) = (q2, a2, D2).

A run of an ATMM on an input word w is defined as usual. A run is accepting if we can find
a subtree such that all leaves are accepting states and such that on existential states, at least
one of the successors is contained in the subtree, whereas in universal states, both successors
are contained. We assume a word w = d1 · · · dn ∈ Σ∗ with n > 0 together with an ATMM
that only uses the tape cells where the input word was written, i.e., it only uses the first n cells,
which can be shown by padding arguments (see for instance [CGK13] for similar assumptions).
Checking if suchM accepts w is an EXPTIME-hard problem.

We show how to construct a knowledge base (T ,A) and SHACL document (C, {sacc(a)}) such
thatM accepts w iff (T ,A) validates (C, {sacc(a)}). The reduction takes polynomial time in
the size ofM and w. It uses the following symbols:

• a concept name Init and a shape name sacc;

• role names succℓ, succr;

• shape names sq for all states q ∈ Q∃ ∪Q∀;

• shape names hi for all 1 ≤ i ≤ n;

• shape names c(i)
b for all b ∈ Σ ∪ {B} and 1 ≤ i ≤ n.

Set A = {Init(a)} and let T contain the following inclusions, for each γ ∈ {ℓ, r}

Init ⊑ ∃succγ .⊤ ∃succ−ℓ .⊤ ⊑ ∃succγ .⊤ ∃succ−r .⊤ ⊑ ∃succγ .⊤.

The interpretation can(T ,A) provides us with an infinite binary tree. In that tree, the root is
representing the starting configuration ofM and each child of a node represents a next step in
the run of the ATMM.

To mimic the start configuration, we define the following shapes:

h1 ← Init sq0 ← Init c
(i)
di
← Init for all 1 ≤ i ≤ n.

Intuitively, this is setting the starting state to q0 (denoted by the shape name sq0), putting the head
in the starting position (h1), and stating the input word written on each tape cell (c(i)

di
).

The next step is to encode the transition relation of theM. For each 1 ≤ i ≤ n, each (q, a) ∈
Q× (Σ ∪ {B}), and γ ∈ {ℓ, r} we add the following shapes, where (q′, b,D) = δγ(q, a):

sq′ ← ∃succ−γ .(sq ∧ hi ∧ c
(i)
a )

c
(i)
b ← ∃succ−γ .(sq ∧ hi ∧ c

(i)
a )

hi+D ← ∃succ−γ .(sq ∧ hi ∧ c
(i)
a ).
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Furthermore, the tape cells that are not under the read-write head have their content preserved.
Thus, for each γ ∈ {ℓ, r}, 1 ≤ i ≤ n, and 1 ≤ j ≤ n with i ̸= j, add

c(i)
a ← ∃succ−γ .(c(i)

a ∧ hj).

We now identify subtrees that represent accepting computations. For all q ∈ Q∃ and all q′ ∈ Q∀
we add the following:

sacc ← sqacc

sacc ← sq ∧ ∃succℓ.sacc
sacc ← sq ∧ ∃succr.sacc
sacc ← sq′ ∧ ∃succℓ.sacc ∧ ∃succr.sacc.

This concludes the reduction.

As we assumed |δ(q, a)| = 2 for all q ∈ Q, a ∈ Σ ∪ {B}, the run ofM on an input word w can
be thought of as a binary tree with nodes in {0, 1}∗ and edges succℓ := {(x, x0) | x ∈ {0, 1}∗}
and succr := {(x, x1) | x ∈ {0, 1}∗}, such that the root, ϵ, represents the input word, combined
with the starting position of the head and the name of the starting state; and each other node of this
tree represents the next configurations of the run, such that if some node x represents the word
e1 · · · en ∈ Σ∗, with the head in position i and state name q, such that δℓ(q, ei) = (q′, a′, D′),
then the left-child of this node, x0, represents the word e1 · · · ei−1a

′ei+1 · · · en, head position
i+D and state name q′, and similarly for the child on the right, x1, and δr(q, ei).

Let h be an homomorphism of {0, 1}∗ into can(T ,A). A simple check suffices to see that x
represents the word e1 · · · en, head position i and state name q iff h(x) is decorated with the
shape names c(i)

ei for each 1 ≤ i ≤ n, hi and sq in the perfect assignment.

An accepting run ofM on the input word w is a binary tree as described above such that there
exists a (finite) subtree in which, if x represents a state name q ∈ Q∃ \ {qacc}, then either x0 or
x1 is part of the subtree, and if x represents a state name q ∈ Q∀ \ {qacc}, then both x0 and x1
are part of the subtree. As we already concluded that x represents a state q iff h(x) is decorated
with sq in the perfect assignment, and a decoration with sacc requires a state to be an accepting
state, or one successor to be decorated with sacc in case of x representing a Q∃ state, resp. two in
case of a Q∀ state, it is immediate that there exists such a subtree with all leaves representing the
state name qacc iff we can decorate the root node a in can(T ,A) with the shape name sacc. Thus,
M accepts w iff can(T ,A) validates (C, {sacc(a)}).

♣

4.8 Discussion and Conclusion

Beyond normalised Horn-ALCHIQ. In this chapter we considered Horn-ALCHIQ TBoxes
in normal form. Unfortunately, we cannot easily lift the results to general Horn-ALCHIQ,
as our techniques are not immune to the usual normalisation procedures. For instance, the
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a; A

a; A e1;B′ e2;B e3;B′ . . .

d1;B d2;B′ d3;B . . .p p p p

p p p p

Figure 4.6: Two core universal models (after taking the transitive closure of p) of one knowledge base.
Two of the non-surjective homomorphisms are denoted by the dashed, grey arrows.

procedures in [Kaz09] and [KRH07] may significantly change the form of the universal core
model; the fresh concepts introduced during normalisation may force us to use different objects to
satisfy axioms that would otherwise be satisfied by the same object. Take for instance the axiom
A ⊑ ≥2 r.B and the ABox A = {A(a), p(a, b), B(b), p(a, c), B(c)}. In this case, A itself is a
core universal model already. However, if we follow the normalisation as proposed in Lemma
2 of [Kaz09], we would find the following set of axioms T = {A ⊑ ∃p.B1, A ⊑ ∃p.B2, B1 ⊑
B,B2 ⊑ B,B1 ⊓ B2 ⊑ ⊥}. It is easy to check that in the core universal model can(T ,A), a
has four outgoing p-edges to a B, instead of two. We believe it is possible to obtain similar
results for full Horn-ALCHIQ, albeit with a more cautious normalisation and a weaker notion
of homomorphism. We leave the details for further work.

It would also be desirable to add transitivity axioms and thus cover the well-known Horn-
SHIQ description logic. But unfortunately, in the presence of transitive roles, the uniqueness
of the core universal model can no longer be guaranteed: take for instance A = {A(a)} and
T = {A ⊑ ∃p.B,A ⊑ ∃p.B′, B ⊑ ∃p.B′, B′ ⊑ ∃p.B} where p is transitive. In this case, there
are two (not strong) core universal models: a chain of p’s such that the concept names along this
chain are, in the first node A, and then B and B′, in an alternating fashion, closed under transitive
roles, and the version in which B and B′ swap places, as is illustrated in Figure 4.6. Note that
there exist (non-surjective) homomorphisms between both models. It is unclear what would be a
good semantics if multiple core universal models exist.

Towards full SHACL. Extending the considered SHACL fragment is also a promising avenue.
However, we first point that the ‘guard’ a we introduced for constraints of the forms eq(E, r) and
disj(E, r), cannot easily be dropped. Without it, the normalisation as described in the proof of
Proposition 4.29 does not work well. There is no straightforward way to distinguish from which
starting point it was possible to reach a final state, as becomes clear in the following example.

Example 4.58. Let A = {r(a, c), t(b, c)}. Over this graph, we wish to check validation for the
constraint s← eq(r, t) with targets s(a) and s(c). Clearly, we expect non-validation. However,
this cannot easily be achieved by a similar rewriting technique.

To see this, let us consider the following constraints as, loosely following the construction above
to rewrite s← eq(r, t) and based on the automataM = ({q, q′}, {r, t}, q, {(q, r, q′)}, q′) and
M′ = ({q′′, q′′′}, {r, t}, q′′, {(q′′, t, q′′′)}, q′′′) we find the following constraints:
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sq ← a sq ← c sq′ ← ∃r−.sq spos ← sq′ sneg ← ¬sq′

sq′′ ← a sq′′ ← c sq′′′ ← ∃t−.sq′′ spos ← sq′′′ sneg ← ¬sq′

se ← spos ∧ sneg se ← ∃r.se se ← ∃t.se snoe ← ¬se s← sq ∧ snoe

where we shortened the names of the error-shapes to se and snoe. As b is reachable from starting
states a and c by both an r and a t, b will only be assigned spos, the shape name denoting being
the final state of at least one of the automata, not causing any error-shape se to fire, which breaks
our expectation of non-validation. The problem is that we cannot distinguish which initial state
caused the positive outcome. ♡

For non-recursive SHACL, it is known that adding path equality or disjointness increases expres-
sivity [BJVdB24], but we do not know whether this also holds for recursive SHACL. In any case,
it seems hard to include full path equality and disjointness due their ‘non-local’ nature.

On the other hand, it might be possible to encode local counting constraints of the form ∃≤nr.φ,
after a careful examination of our techniques. Extending counting over roles to counting over
regular paths is even more interesting, and will be the topic of Chapter 6. It will be quite a
challenge to also define a rewriting in which the quadruples store information on counting over
regular paths. However, as the anonymous parts of the core universal model are tree-like, it might
be possible to also achieve such a rewriting.

Richer Targets. In parallel to increasing the expressivity of the considered shape expressions,
we may also consider richer targets, as introduced in Chapter 3. That is, additionally to shape
atoms, the SHACL standard considers target classes: if a concept name A is given as target,
all nodes in the interpretation of A must validate the given shape. For plain validation, without
ontologies, class targets reduce trivially to sheer shape atoms: the set of domain elements is
known and can replace the class or concept name. But if ontology axioms are given, this is
a whole different story: the set of domain elements that forms the interpretation of the target
concept name is not known a priori. Nevertheless, under the assumption that the input data graph
is connected, it is possible to model this for s← φwith target classA, by creating new constraints
of the form “there does not exists a path (the Kleene star of the union of all roles appearing) to an
A that does not satisfy φ". Now any domain element in the graph can be considered as the target
to get a logically equivalent constraint. Clearly, a similar trick works if it is known which parts of
the graph are connected.

Finally, we would like to emphasise that allowing full negation would be a very interesting, but
complicated challenge.

Conclusion. We have considered the validation of SHACL constraints in the presence of
normalised Horn-ALCHIQ ontologies. To this end, we defined the semantics over a carefully
constructed notion of a universal model that minimises the number of fresh successors introduced
to satisfy the ontology axioms at each chase step and which happens to be the unique core
universal model. Moreover, we have argued that this semantics is natural and intuitive. We
proposed a normal form and a rewriting algorithm for recursive SHACL constraints with stratified
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negation. It takes as an input a SHACL document and an ontology, and constructs a new SHACL
document (also with stratified negation) that can be used for sound and complete validation
over a slightly extended version of the data graph alone, without needing to reason about the
ontology at validation time. We also discussed some approaches to even get to validation over the
pure data graph. We showed that, under our semantics, validation in the presence of normalised
Horn-ALCHIQ is complete for EXPTIME, but it remains PTIME complete in data complexity,
and hence it is not harder than validation of stratified SHACL alone, without the ontology axioms.

4.9 Related Work

There is a whole line of works on the use cases of universal models, e.g. [BO15, CCK+17,
CGL+11, EOŠ+12, ORŠ11, PMH10] and their references. In particular, it is shown how they can
be used for evaluating conjunctive, navigational and graph queries in the presence of ontologies.
However, not all nice properties are retained for queries that involve negation as failure. Those
queries are highly desirable and have been advocated for in several papers [BF19, AGP18,
EKM22]. Apparently innocuous differences in the chase procedure may affect the query answers,
and the certain answer semantics becomes inadequate; see, e.g., the discussion in [EKM22].

In this chapter we consider the austere universal model, of which the starting idea of locally
minimising the amount of successors is inspired by a related setting [BF19]. However, there are
more types of minimal universal models considered in the literature on combining open- en closed-
world reasoning. One of these options is using the minimal models of the Skolemnisation of the
DL ontology, which has been advocated for in the case of integrity constraints [MHS07b, SKL19].

However, such models give very weak semantics in formalisms with negation such as SHACL. Let
us for example consider another version of the toy database containing pet owners as discussed
in the introduction of this chapter: assume it consists of hasPet(john, ace),PetOwner(john)
and Hamster(ace). It is conceivable to find an axiom like PetOwner ⊑ ∃hasPet.⊤ in the
accompanying ontology. Now let the onlyHamsterShape be given by the constraint enforcing
all pets to be hamsters, onlyHamsterShape ← ∀hasPet.Hamster , which we want to validate
for john. This is clearly the case for the original database. It is also true that the given database
is already satisfying all given ontology axioms, so it seems there is no reason to change the
validation result. However, the minimal model under the Skolem semantics adds a fresh node as
a hasPet-child of john, without the label Hamster , changing the validation result to negative.

The austere universal model being a core provides strong evidence in favour of our chosen
semantics, since cores are often advocated as the adequate choice for languages that are not closed
under homomorphisms, but satisfy the weaker property of being closed under isomorphisms
[AGP18, BF19, EKM22]. In the light of this relationship, our austere model construction provides
a novel technique for building core models without the expensive core-checking step of traditional
core chase procedures. As we point out, the same applies to some previous model constructions
from the DL literature [BF19, EOŠ+12]. Moreover, the austere universal model coincides with
the results of both the core as the stable chase whenever these terminate [DNR08, CKM+18].

Cores were originally only defined for finite graphs, for which there are multiple, equivalent
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definitions. However, on infinite structures, these definitions no longer coincide. That is, there are
different types of cores considered over infinite structures [Bau95, Bau96]. For Horn-ALCHIQ,
we find that in all core universal models we have that each endomorphism is an isomorphism,
which corresponds to the stronger variant of being a core. However, for Horn-SHIQ, as becomes
clear from the example in Figure 4.6, there are endomorphisms (for instance the concatenation of
the two homomorphisms depicted in the figure) that are not surjective. That is, in this specific
example, we have a Horn-SHIQ knowledge base that has two core universal models, and zero
strong core universal models.

Rewriting techniques as presented in this chapter were believed to be non-existent: the impossibil-
ity of such a rewriting for SHACL with negation was claimed in Theorem 1 of [SKL19]. However,
their proof and theorem do not hold, neither for our semantics nor for the minimal-model seman-
tics adopted in that work, as acknowledged by the authors in personal communication, and shown
by the results of this work. This is positive news: developing rewriting techniques is a promising
approach towards practical integrations of SHACL and OWL.

Alternatively, when considering SHACL without negation, the rewriting presented in this chapter
is related to rewritings of queries over knowledge bases into datalog: both the rewritten shapes (in
which negation is not needed) as the rules to complete the ABox can be considered datalog rules.
Such rewritings have been studied in depth, see for instance [HMS07, BtCLW14, BO15, AOS20]
and many more. The main related work in this direction is the work on query rewriting for Horn-
SHIQ by Eiter et al. [EOŠ+12]. This work considers conjunctive queries, which means that all
ways how these queries can be seen as tree-like structures need to be guessed to fit the universal
model structure. The positive case of the problem studied in this work has a different challenge:
the SHACL shapes are already tree-shaped, but can refer to each other, making the possible
structures to be rewritten an infinite set, which inspired to consider the building blocks of the
universal core model instead. The calculus to determine whether T |= C ⊑ D in Horn-SHIQ
presented in that work is of essential value to make our construction possible.

The work by Borgwardt and Forkel [BF19] considers conjunctive queries with guarded negation
over ELH⊥ ontologies. Their rewriting approach considers filters to store the structure of
rewritten negated parts of the query, to make sure they are satisfied by a node that behaves in the
right way. We on the contrary use the normal form of SHACL to break up the constraints into
small pieces that can be fully evaluated in the environments described by the types. In this way,
we can address the stratified negation and recursion in the rewriting.
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CHAPTER 5
Towards Practical Validation

Towards a practical approachable algorithm, we take a closer look at the definitions and rewriting
techniques presented in the previous chapter. In particular, we will restrict the ontology language
to ELHI and DL-LiteR, and the SHACL fragment to be semi-positive, that is, no negation in
front of shape names, and show in which way this simplifies some techniques: for instance, the
need to store negative information in the quadruples mostly disappears, as we no longer have to
do the complement reasoning to make the step to the next stratum.

As seen in Section 4.7, we find that SHACL validation in presence of ontologies, even for less
expressive logics like ELHI or DL-LiteR, remains EXPTIME-complete in combined complexity.
That is, it will not be possible to find algorithms that will not cause any exponential blow-up.
However, the rewriting as presented before is best-case exponential, which means there is room
for improvement in finding an algorithm that is only worst-case exponential. The main cause
for this blow-up is that we consider all possible ways how a small part of the data looks like,
resulting in having to take among others all satisfiable subsets of concepts.

That is, to go around this, for ELHI, we consider a data-aware version of the techniques
presented. This means we have to compromise its applicability of the rewritten shapes to datasets
that conform to certain constraints. Before we get into ELHI in Section 5.2, we look at the
definitions for DL-LiteR in Section 5.1, which highlight the intuition that in DL-LiteR only the set
of incoming roles is relevant, and defines the whole shape of the tree below in the core universal
model.

5.1 DL-LiteR
Here, we look into how to compute a finite representation of a core universal model for a
given DL-LiteR KB. In a nutshell, recall that the good successor configuration tells us for each
configuration of a node and its immediate ‘neighbourhood’, the precise configuration of blank
nodes that should be introduced as immediate successors. In the construction of the austere
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universal model, note that the idea is that each chase step introduces as few fresh successors as
possible, without merging any successors unless the TBox is forcing us to do so.

However, note that for DL-LiteR, in comparison to the definition for Horn-ALCHIQ, we need
to save much less information. Because axioms have such a limited reach in DL-LiteR, it turns
out it is sufficient to only store one role name in the description of the different successors.

Recall that a basic concept is a concept name A ∈ NC or an expression of the form ∃r.⊤ such
that r ∈ NR.

Definition 5.1. For a set of roles R, let clT (R) be the set of all roles r′ such that T |= r ⊑ r′ and
r ∈ R. Given a DL-LiteR TBox T and a set of basic concepts U , a good successor configuration
succT (U) for U is a possibly empty set of roles such that:

(R1) If C ∈ U , T |= C ⊑ ∃r.⊤ and ∃r.⊤ ̸∈ U , then there exists r′ ∈ succT (U) such that
r ∈ clT ({r′});

(R2) If r ∈ succT (U), then there exists C ∈ U such that T |= C ⊑ ∃r.⊤;

(R3) There does not exist {r, r′} ⊆ succT (U) such that r ∈ clT ({r′});

(R4) If r ∈ succT (U), then r ̸∈ clT ({r | ∃r.⊤ ∈ U}).

This is illustrated in the following example.

Example 5.2. Consider the TBox T containing three axioms:

PetOwner ⊑ ∃hasPet.⊤ hasWingedPet ⊑ hasPet
PetOwner ⊑ ∃hasWingedPet.⊤

The good successor configuration succT ({PetOwner}) is the set {hasWingedPet}, which
trivially satisfies (R1) to (R4). Indeed succT ({PetOwner}) cannot contain hasPet by (R3).

All other sets of basic concepts will have empty sets as successor configurations. In particular,
the set U = {PetOwner , ∃hasWingedPet.⊤} cannot have any of the roles of the TBox as a
successor role due to (R4), since clT ({hasWingedPet}) = {hasWingedPet, hasPet}.

A direct consequence of Proposition 4.5 is the following.

Lemma 5.3. For each set of basic concepts U , there exists a unique good successor configuration
succT (U) for U .

The good successor configuration prescribes how to satisfy the TBox axioms locally. For DL-
LiteR, we use it in a similar way to build a universal model layer by layer that we call austere.

Definition 5.4. Let K = (T ,A) be a DL-LiteR KB, let NI(A) be the set of individuals occurring
in A and let NK be the set of finite words of the form ar1r2 . . . rn, with n ≥ 1, a ∈ NI(A) and
r1, . . . , rn are roles, such that the following hold:
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1. Let Ua = {A | A(a) ∈ A} ∪ {∃r.⊤ | r(a, a′) ∈ A}, then r1 ∈ succT (Ua);

2. For every 1 ≤ i < n, ri+1 ∈ succT (Uri), where Uri = {∃r−i .⊤}.

We denote by tail(w) the last role appearing in a word w ∈ NK. The austere universal model
can(K) ofK is the interpretation I with domain ∆I := NI(A)∪NK such that for all a ∈ NI(A),
concept names A and roles r, the following hold:

1. aI := a;

2. AI := {a | K |= A(a)} ∪ {w ∈ NK | T |= ∃tail(w)−.⊤ ⊑ A};

3. rI := {(a, a′) | K |= r(a, a′)}} ∪ {(w1, w2) | w2 ∈ NK, w2 = w1r
′, r ∈ clT ({r′}).

Just like for Horn-ALCHIQ, we find that for each consistent DL-LiteR KB K = (T ,A), the
austere universal model can(K) exists and is unique. Moreover, all other results, like it being the
unique core universal model, naturally also transfer to the here presented version for DL-LiteR.

5.2 Data-Aware Good Successor Configuration

In contrast to DL-LiteR, in ELHI the relevant context is not only the incoming roles r, but
also the concepts satisfied at the already existing neighbours. For simplicity and as part of the
data-aware approach, we focus on describing the good successors of the blank nodes introduced
during the chase, which have a unique predecessor in the forest-like structure. For describing the
successor configurations of ELHI , we return to the usage of types: recall the 2-, and 1½-types as
introduced in Subsection 4.1.1. Furthermore, we extend the inverse function inv to 1½-types by
setting inv(u) := (π2(u), (π1(u))−). (Recall that π1 and π2 are the first and second projection
of a tuple, respectively, as defined in the preliminaries.)

Defining the successors of all types that may occur in the chase for any possible ABox would
necessarily lead to a strictly exponential behaviour. While exponentiality is in general unavoidable,
as standard reasoning tasks are EXPTIME complete, we want to avoid it for as many instances as
possible. Hence in the following we build the good successor configuration carefully, to avoid
best-case exponential behaviour. We start from the input ABox A, and extend it to satisfy all
applicable axioms, but we restrict the satisfaction of existential axioms to only create blank
nodes that are directly neighbouring the ABox. We call this structure A1. The freshly introduced
blank nodes in A1 have exactly one predecessor and can thus be described by a type. We take
exactly those types as initial live types, and compute the pre-good configuration of successors
that each live type needs. In each step of the computation we add to the live types the new
successor types. It might happen that we encounter a so-called loop computation: the created
successors may propagate some concept B back to the current node, This information is saved in
a relation L as the pair of the type and the implied concept, and the pre-good successor pairs are
updated with this information. Unlike DL-LiteR, derived information in ELHI can propagate
through the model, and in particular, affect the concepts satisfied by ABox individuals. Thus the
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information from the loop computation L must be used to update also the extended ABox, from
which we retrieve fresh, updated live types for the next round of building pre-good successors.
This continues in rounds until the process terminates.

Finally, let
T ,NI−−−→ be the restriction of T−→ to matches in NI , defined precisely as follows. Recall

the definition of matches and the function fe as defined in Section 4.2.

Definition 5.5. For an ELHI TBox T , a set I ⊆ NI ∪NB and ABoxes A,A′, we let A T ,I−−→ A′
if

A′ = A ∪
⋃︂

(e,C⊑∃r.B)∈m(T ,A),e∈I
fe(∃r.B) ∪

⋃︂
(e,C⊑∀r.B)∈m(T ,A)

fe(∀r.B)

∪
⋃︂

(e,C⊑B)∈m(T ,A)
fe(B) ∪

⋃︂
((e,e′),r⊑r′)∈m(T ,A)

r′(e, e′),

where B ∈ NC , {r, r′} ⊆ NR and C an ELHI concept.

With this in place, we can now define the good successor configuration. Because we want to do
this in a data-aware way, the definition now takes the shape of a least fixed point computation.

Definition 5.6. Given an ELHI knowledge base (T ,A). Let A1 be the unique (up to isomor-

phism) set of atoms such thatA( T ,NI−−−→)ω◦ core−−→ A1. Let Fi be the following set of types, for each
i ≥ 1

Fi := {t ∈ F | n ∈ NB, c ∈ NI , r ∈ NR, π1(t) = {A ∈ NC | A(n) ∈ Ai},
π2(t) = {r ∈ NR | r(n, c) ∈ Ai},
π3(t) = {A ∈ NC | A(c) ∈ Ai}}.

Construct the pre-good successor relation, psucci ⊆ F × P(S), initially set to (t, {}) ∈ psucci
for all t ∈ Fi, and the loop computation relation, L ⊆ F ×NC , initially empty, for each i ≥ 1
by applying the following rules exhaustively. Here, we use the notation A, u, u′ as a shorthand
for {A1, . . . , An}, {u1, . . . , um}, resp. {u′1, . . . , u′m′}.

1. If {(t, A1), . . . , (t, An)} ⊆ L and A1 ⊓ · · · ⊓An ⊑ B ∈ T , then update L by adding (t, B);

2. If (t, u) ∈ psucci and A1 ⊓ · · · ⊓ An ⊑ B ∈ T such that there exists 1 ≤ j ≤ m, with A ⊆
π2(uj), butB ̸∈ π2(uj), then update the entry (t, u) in psucci to (t, {u1, . . . , (π1(uj), π2(uj)∪
{B}), . . . , um});

3. If (t, u) ∈ psucci and ∃r.A ⊑ B ∈ T such that there exists 1 ≤ j ≤ m, with r ∈ π1(uj) and
A ∈ π2(uj), but B ̸∈ π1(t), then update L by adding (t, B);

4. If (t, u) ∈ psucci and ∃r.A ⊑ B ∈ T such that there exists 1 ≤ j ≤ m, with r− ∈ π1(uj)
and A ∈ π1(t)∪ {A′ | (t, A′) ∈ L}, but B ̸∈ π2(uj), then update the entry (t, u) in psucci to
(t, {u1, . . . , (π1(uj), π2(uj) ∪ {B}), . . . , um});
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π1(t)

π3(t)

π2(u) π2(u′)

π2(t)

π1(u) π1(u′)

Figure 1: Structure of the good
successor configuration

5. If (t, u) ∈ psucci and r ⊑ r′ ∈ T such that there exists 1 ≤ j ≤ m, with r ∈ π1(uj), but
r′ ̸∈ π1(uj), or r− ∈ π1(uj), but r′− ̸∈ π1(uj) then update the entry (t, u) in psucci to
(t, {u1, . . . , (π1(uj) ∪ {r′}, π2(uj)), . . . , um});

6. If {(t, u), (t′, u′)} ⊆ psucci such that there exists 1 ≤ j ≤ m, with π1(t) = π3(t′),
π1(uj)− = π2(t′) and π2(uj) = π1(t′), then update psucci(t) to (t, {u1, . . . , (π1(uj), π2(uj)∪
{A′ | (t′, A′) ∈ L}), . . . , um});

7. If (t, u) ∈ psucci and A ⊑ ∃r.B ∈ T such that A ∈ π1(t), and r ̸∈ π2(t) or A ̸∈ π3(t),
and for all 1 ≤ j ≤ m, r ̸∈ π1(uj) or B ̸∈ π2(uj), then update the entry (t, u) in psucci to
(t, u ∪ {({r}, {B})});

8. If (t, u) ∈ psucci and there exists 1 ≤ j, k ≤ l such that j ̸= k, π1(uj) ⊆ π1(uk) and
π2(uj) ⊆ π2(uk), then update the entry (t, u) in psucci to (t, u \ {uj});

9. If (t, u) ∈ psucci, then for each 1 ≤ j ≤ l, such that ((inv(uj), π1(t)), u′) ̸∈ psucci, for any
u′, add ((inv(uj), π1(t), {}) to psucci.

Now, let Bi be the smallest set of atoms such that Ai ⊆ Bi and, if (t, B) ∈ L and there exists
e ∈ NB , a ∈ NI such that π1(t) ⊆ {A ∈ NC | A(e) ∈ Bi}, π2(t) ⊆ {r ∈ NR | r(e, a) ∈ Bi}
and π3(t) ⊆ {A ∈ NC | A(a) ∈ Bi}, then B(e) ∈ Bi. Define Ai+1 as the unique (up to

isomorphism) set of atoms such that Bi(
T ,NI−−−→)ω◦ core−−→ Ai+1.

Proposition 5.7. There exists an n ≥ 1 such that An = An+1. We use the notation A+
T for An.

First, note that by construction, Ai ⊆ Ai+1. Furthermore, the amount of blank nodes neighbour-
ing a node in the data, such that they do not subsume each other, is restricted by the amount of
existential axioms in T .

We can now define the good successor configuration as the limit of psuccn, and the set FT ,A of
live types as the types occurring in it.
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Definition 5.8. Given an ELHI knowledge base (T ,A). Let n ≥ 1 be the smallest n such that
An = An+1. Set succT = psuccn and let FT ,A ⊆ F be such that t ∈ FT ,A iff there exists u
such that (t, u) ∈ succT .

In the good successor configuration, we only add successors that are directly required by the
axioms and whose set of roles can be summarised by one role that implies all others. We denote
by clT (r) ⊆ NR the smallest set such that r ∈ clT (r) and if r′ ∈ clT (r) and r′ ⊑ r′′ ∈ T or
r′− ⊑ r′′− ∈ T , then r′′ ∈ clT (r).

Proposition 5.9. Given an ELHI knowledge base (T ,A). If succT (t, u), then for each u ∈ u
there exists a A ⊑ ∃r.B ∈ T such that A ∈ π1(t), clT (r) = π1(u) and B ∈ π2(u).

When computing the good successor configuration, we are computing all loops, that is, all
implications that may propagate back during the chase. In a nutshell, using the good successors is
analogous to doing the chase with the closure of T under semantic consequences T |= C ⊑ D.

Proposition 5.10. Let T ∗ := {C ⊑ D | T |= C ⊑ D}, and let B be the unique (up to

isomorphism) set of atoms such that A( T
∗,NI−−−−→)ω◦ core−−→ B, then A+

T
∼= B.

The proof relies on the fact that all relevant loop computations are covered in the construction of
the good successor configuration. As we consider live types, all possible configurations in the
anonymous parts are considered and all inferred loops are saved in the loop computation list.

5.3 Core Universal Model for ELHI

The good successor configuration allows us to easily build the desired core universal model.

We introduce some additional notation. Let A be a set of atoms. For X ⊆ NI ∪NB , we define
the set nA(X) of neighbours of X . We also define the type typeA(e) of a blank node e ∈ NB

with |nA(e)| = 1, where e′ ∈ nA(e′).

nA(X) :=
⋃︂
e∈X
{x ∈ NI ∪NB | r(e, x) ∈ A ∨ r(x, e) ∈ A, r ∈ NR}

typeA(e) := ({A ∈ NC | A(e) ∈ A}, {r ∈ NR | r(e, e′) ∈ A}, {A ∈ NC | A(e′) ∈ A})

We can now build the model, starting from A+
T and adding successors according to succT .

Definition 5.11. Given an ELHI knowledge base (T ,A), define the core universal model
core(T ,A) as the union of the sequence X1, X2, . . ., that is recursively defined in the following
way

• X1 := A+
T ;
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[¬a]IS := ∆I \ {aI}
[¬A]IS := ∆I \AI

Figure 5.1: Evaluation of semi-positive SHACL shape expressions.

• Xn+1 is constructed from Xn by adding, for each e ∈ NB such that |nXn(e)| = 1 and
succT (typeXn

(e), u) holds for some u, the following atoms for each u ∈ u, with a fresh
e′ ∈ NB for each u ∈ u

– {r(e, e′), r−(e′, e)} ⊆ Xn+1 for each r ∈ π1(u);

– A(e′) ∈ Xn+1 for each A ∈ π2(u).

Note that we can see each entry in the sequence X1, X2, . . . as layers such that the freshly added
blank nodes in Xi have distance i to the ABox.

It follows directly from the results presented in the previous chapter that can(T ,A) is a model,
a core and universal. As do all the results regarding coinciding with the results of the core and
stable chase, when they terminate.

5.4 Semi-Positive SHACL Validation

We now return the focus to the problem of SHACL validation in the presence of ELHI ontologies.
However, here, we will focus on semi-positive SHACL. This extends the rewriting for positive
SHACL as presented in Section 4.4 by allowing light forms of negation, without needing to take
complements as discussed in Section 4.5. That is, in semi-positive SHACL let shape expressions
be given by

φ ::= a | ¬a | A | ¬A | φ ∧ φ | ∃E.φ | s,

for a ∈ NI , A ∈ NC , s ∈ NS and E a regular path expression. As ¬a and ¬A are not part of the
syntax of SHACL as presented in Chapter 3, we extend the there presented semantics in Figure
5.1.

In a similar way as proven in Proposition 4.29, we find that each constraint set can be rewritten
into a constraint set in the following normal form. Note here that s ← s′ is equivalent to
s← s′ ∧ s′. That is, we say a semi-positive SHACL constraint is in normal form if all constraints
are of one of the following forms

(NC’1) s← a (NC’2) s← ¬a (NC’3) s← A
(NC’4) s← ¬A (NC’5) s← s′ ∧ s′′ (NC’6) s← ∃r.s′,

where a ∈ NI , r ∈ NR, {s, s′, s′′} ⊆ NS and A ∈ NC . Note that s ← ∃(
d
R).s′ was mainly

needed in the previous normal form to express Horn-ALCHIQ concepts in SHACL, and is not
needed to capture ELHI.
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Let us revisit reducing SHACL validation in presence of ontologies to validation that no longer
needs to use the TBox. Given an ELHI KB (T ,A), or more specifically, the succT that
represents a core universal model of (T ,A), we transform a SHACL document (C,G) into an
updated SHACL document (CT ,A,G) such that (T ,A) validates (C,G) iffA′ validates (CT ,A,G),
for some set of atoms A′ that can be easily obtained from A and the construction of succT .
Unlike the similar rewriting for DL-LiteR, the variant we introduce here does not work for every
set of atoms A: we can only guarantee soundness and completeness if the set of atoms A is such
that succT represents the core universal model of (T ,A), meaning that all types occurring in
the anonymous part of can(T ,A) are live types. We compromise the data independence, but
in this way, we avoid the best case exponentially of its predecessor [AOOŠ23], and the version
presented in the previous chapter.

We use a fresh concept name ˆ︁A ∈ NC to decorate the outer layer of A+
T , and define A∗T :=

A+
T ∪ { ˆ︁A(e) | e ∈ ∆A

+
T ∩NB}. The elements in our rewriting are triples (t, P,H) ⊆ FT ,A ×

P({∃r.s | r ∈ NR, s ∈ NS}) × P(NS): t is a live type, P a set of basic shape assumptions
(note we no longer need the negative assumptions captured in Q in the previous chapter, as shape
names can no longer be referred to in a negative way) and H a set of shape names. The starting
set I of our rewriting is such that (t, P,H) ∈ I iff

• if ∃r.s′ ∈ P , there exists s← ∃r.s′ ∈ C and r ∈ π2(t), and

• s ∈ H iff there exists ∃r.s′ ∈ P such that s← ∃r.s′ ∈ C.

Our rewriting algorithm adds shape names s to the headsH . Specifically, we update (t, P,H) ∈ I ,
to (t, P,H ∪ {s}) when any of the following holds:

1. s← A ∈ C, A ∈ π1(t), s ̸∈ H , or

2. s← ¬A ∈ C, A ̸∈ π1(t), s ̸∈ H , or

3. s← ¬a ∈ C, s ̸∈ H , or

4. s← s1 ∧ s2 ∈ C, {s1, s2} ⊆ H , s ̸∈ H , or

5. s ← ∃r.s1 ∈ C, and there exists (t′, P ′, H ′) ∈ I such that, for some u ∈ u with
succT (t, u), we have t′ = (inv(u), π1(t)), s1 ∈ H ′, r− ∈ π2(t) and {s | ∃r.s ∈ P ′} ⊆ H .

Let sat(I) be the result of exhaustively adding shape names as above. The triples in sat(I) are
then translated into the set of constraints CT ,A in the following way.

Let CT ,A be the smallest set of constraints such that C ⊆ CT ,A, and such that if (t, P,H) ∈ sat(I),
then for each s ∈ H the following constraint is contained in CT ,A

s←
⋀︂

A∈π1(t)
A ∧

⋀︂
A∈NT

C \π1(t)

¬A ∧
⋀︂

∃r.s′∈P
∃r.s′ ∧ ˆ︁A,
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where r ∈ π2(t) is such that for all r′ ∈ π2(t) we have r′ ∈ clT (r), and NTC only contains all
concept names appearing in T . Note that the existence of r is guaranteed by Proposition 5.9.

This gives us the desired rewriting. Its proof of correctness is analogous to the one presented in
Chapter 4.

Theorem 5.12. Given an ELHI knowledge base (T ,A) and (C,G) a semi-positive SHACL
SHACL document. Then it holds that (T ,A) validates (C,G) iff A∗T validates (CT ,A,G).

Proof Sketch. First of all, note how the above rules relate to the rewriting rules of Definition 4.32:
the starting set I takes care of rules 1 and 2; rules 1, 2 and 3 of this rewriting are captured by
rule 3; and the last two rules of this rewriting, are the simplified versions of the last two rules of
Definition 4.32. Note that the main idea is to evaluate the rewritten shapes on the nodes e such
that |e| = 2 in can2(T ,A), where we annotated exactly those nodes e with the fresh concept
Â. This also means we know that each of these nodes has exactly one neighbour, namely the
nominal a such that ar− = e. Moreover, this means we do not need to consider constraints of the
form s← a. Finally, the proofs of Propositions 4.35 and 4.37 can be mirrored, such that only the
case e ∈ NK \NI is relevant. For the induction steps, note that if {(t, P,H), (t, P ′, H ′)} ⊆ I ,
then it is also possible to find (t, P ∪ P ′, H ′′) ∈ I such that H ∪H ′ ⊆ H ′′.

Since we are taking the input A into account, we do not have to consider all possible types and
CT is not best-case exponential. However, there are still ways to optimise the rewriting. The first
and simplest optimisation is to restrict the form of the starting sets even more, that is, not all
s ∈ NS will ever interact with each other. So, let rel(s) ⊆ NS be defined as the smallest set such
that s ∈ rel(s); if s′ ← s′′ ∧ s′′′ ∈ C and {s′, s′′, s′′′} ∩ rel(s) ̸= {}, then {s′, s′′, s′′′} ∈ rel(s);
and if s′ ← ∃r.s′′ ∈ C and {s′, s′′} ∩ rel(s) ̸= {}, then {s′, s′′} ∈ rel(s). The restriction is then
that (t, P,H) is only considered to be in the starting set in case there exists s ∈ NS such that
H ⊆ rel(s). This optimisation is mostly useful for sets of constraints that relatively use a small
amount of role names. Another more involved optimisation is based on the close correspondence
between the SHACL fragment we are considering and ELHI in normalised form. We can
translate the SHACL constraints into ELHI axioms, introducing for each existing concept name
a fresh concept name to denote the absence of this concept name in succT . A similar algorithm
to the one in Section 5.2 will then decorate the good successor configuration with all relevant
shape names. We believe that the latter version may be better suited for implementation.

However, all these optimisations cannot avoid EXPTIME-complexity in the worst case. That is,
from the results in the previous chapter we can easily derive the following.

Theorem 5.13. In the presence of ELHI TBoxes, semi-positive SHACL validation is EXPTIME-
complete in combined complexity and PTIME-complete in data complexity.

5.5 Conclusion

In this chapter, we revisited a more efficient representation of the core universal model, for
DL-LiteR and ELHI. For both this is possible in a data-independent way, however, for ELHI,
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we showed how considering a set of live types can decrease the amount of live types. That is, by
considering the exact configurations that appear in the data, we have chosen to focus solely on
computing the relevant parts, highly reducing the number of good successor configurations and
TBox subsumptions that need to be computed. This makes this a first step towards an efficient
implementation of the core chase.

We further focus on one of many application areas of this technique: we use the alternative
representation of a core universal model to reduce SHACL validation combined with ELHI
TBoxes to plain SHACL validation. Also here, we could take all types for a data-independent
rewriting, as described in Chapter 4, but restricting it to the live types allows us to avoid an
exponential computation in many cases, as not all combinations of types and assumptions need
to be considered. This means the proposed algorithm also brings us closer to implementing the
combination of SHACL with ontologies. We are confident that the proposed techniques can most
likely be optimised further, but leave this for future work. To keep the presentation simple we
focused on semi-positive SHACL in this chapter, but we note that the rewriting presented in the
last section can be extended to SHACL with stratified negation in the same way as demonstrated
in the previous chapter.

5.6 Related Work

In the previous chapter, we considered Horn-ALCHIQ, the there presented related work remains
relevant for this part. However, here, we looked at two simpler logics. For an overview of which
DL underlies the OWL 3 profiles, we refer the reader to the work by Krotzsch [Krö12]. In
particular, it is pointed out here that DL-LiteR is the logic underlying OWL 2 QL, whereas EL++

has this same status for OWL 2 EL.

Recently, Oudshoorn et al. [OGA26] implemented a pure rewriting of SHACL and OWL into
plain SHACL for EL−, a fragment of EL++ [BLB08] that restricts the usage of existential
restrictions on the right-hand side of axioms.

Another approach of SHACL validation in presence of ontologies is presented by Ke et al.
[KZA24]: it carefully considers which reasoning results are relevant for validation. That is, they
carefully consider which facts need to be materialised, and combine this with a light rewriting,
for OWL LD [GHKP12]. Unlike the rewriting presented in the previous chapter, the rewriting by
Ke et al. remains twofold for each data graph in the sense that both their system RE-SHACL and
a standard SHACL validator need to be run. The strength of their approach is clearly the working
implementation and evaluation, but for a different DL.
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CHAPTER 6
Counting Over Regular Expressions

In this chapter, we take an orthogonal approach towards combining SHACL and ontologies:
instead of focussing on SHACL with negation, we now shift our intention towards counting
over regular expressions. In the previous chapters, we noted that a certain answer semantics,
providing an answer that holds in all models, does not provide meaningful answers if SHACL
constraints contain negation. However, when counting the amount of nodes reachable, the certain
answer semantics in the shape of guaranteeing that each model has a certain amount of witnesses,
becomes meaningful again. That is, in this chapter, we let go of the semantics of validating
SHACL over the universal core model, and focus on guarantees for all models, as is common in
(positive) query answering settings.

That is, given a regular expression E and a name of an individual a in the data, can we determine
the highest number n such that all models of the given knowledge base have at least n witnesses?
Where witnesses are the nodes reachable by E from a. Determining which model of a given
knowledge base provides the minimal number of reachable nodes turns out to be far from
straightforward, although starting with a minimal universal model is helpful: as it is universal,
there exists a homomorphism from this minimal model into a model witnessing the minimal
number of nodes reachable, and as it is minimal, we avoid making unnecessary copies of reachable
elements. To illustrate this, consider the following.

Example 6.1. Let T = {B ⊑ ∃t′.⊤, ∃t′−.⊤ ⊑ ∃r′.⊤} and set A = {B(a), t(a, b), r(b, c)} and
A′ = A ∪ {r(c, d), r(c, e)}. We want to determine the least number of nodes reachable from the
node a by the regular expression (tr)∗(t′r′r)∗(t′r′)∗ over all models of (T ,A) and of (T ,A′).
Possible (and minimal) universal models can be constructed by adding atoms t′(a, x) and r′(x, y)
to the data; here the addition of the dotted roles and nodes indicates the minimal universal model
for (T ,A′).
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a; B b cxy d

e

t rt′r′ r

r

In both models, there are three reachable nodes: a, c and y. If we merge c and y (in the sense of
creating a diamond), note that the result would still be a model, for both A and A′. For A, this
would decrease the number of reachable nodes to 2: only a and c/y. However, if we perform the
same merge in the minimal universal model of (T ,A′), this increases the number of reachable
nodes from a to four: a, c/y, d and e. That is, to decide whether this merge is reasonable,
information in another part of the data graph is relevant, namely the number of nodes reachable
by r(t′r′r)∗ from c. It turns out that two reachable nodes is the minimum for (T ,A), and three
for (T ,A′). ♡

In the above example, the minimal universal model may or may not provide the final answer.
In particular, the minimal universal model does not have the property of being the model with
the smallest number of answers, for instance when it contains infinite repetitive structures. The
complexity grows further as the possibilities for merging nodes increase, leaving little hope for a
uniform approach.

Example 6.2. We want to determine the reachable nodes from a by (r ∪ r′)+ ∪ (t ∪ t′)+. Let
T = {B ⊑ ∃r′.⊤, B ⊑ ∃t′.⊤} and A = {B(a), r(a, b), t(b, c), t(b, d), t(a, e), r(e, f), r(e, g)}.
The minimal universal model can be constructed by adding the atoms r′(a, x) and t′(a, y).

a; B b c

d
x y

ef

g

r t

t

tr

r r′ t′

In this model there are four reachable nodes: b, e, x and y. This can be reduced to three by
merging x and y, after which merging x/y with either b or e brings the number back to four. If
instead of merging x and y we decided to directly merge x with e and y with b we could have
achieved only two reachable nodes; the best we can do for (T ,A). ♡

This culminates in counting regular expressions over ontologies being rather hard; only very mild
expressivity is required to lift the complexity of determining the certain answer semantics for
counting queries to coNP-hardness in data complexity. As validation of plain, recursive, SHACL
can be performed in polynomial time in data complexity in the well-founded semantics [OŠ24],
and for stratified constraints in the stable model semantics [ACO+20], and moreover, it has been
shown that for meaningful fragments of SHACL, determining validation in presence of ontologies
remains decidable in polynomial time in data complexity (Theorem 4.56), this chapter explores
which aspects of the counting queries problem in SHACL can be solved in polynomial time.
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6.1. Problem Statement

This chapter is organised as follows. The problem of counting the number of nodes reachable
via a regular path expression is defined in Section 6.1. In Section 6.2 we provide a series of
coNP-hardness results. This is followed by the identification of a tractable fragment in Section
6.3. The algorithm itself is presented in Section 6.4, and Section 6.5 extends our tools to show
that we can reason about the number of reachable nodes without materialising any model.

6.1 Problem Statement

Motivated by SHACL cardinality constraints, we are interested in computing the range of possible
nodes for a regular path expression and a starting node a. Following Kostylev and Reutter [KR15],
we give the semantics of counting queries as a set of cardinalities.

Recall that for each language defined by a regular path expression, there exists a non-deterministic
automaton (NFA) that recognises the exact same language, and the other way around. That is, we
can use a regular expression E and an automatonM interchangeably in the following definition,
as long as they recognise the exact same language.

Definition 6.3. Let K be a KB. A counting query for K is a pair (a,E), where a ∈ NI and E is
a regular path expression or NFA. A number k belongs to the set of cardinality certain answers
of (a,E) over K, we write k ∈ certCard(a,E,K), if there is a model I of K such that the set
{e | (a, e) ∈ EI} has exactly k elements.

An observation, and note that this is about the size of the set of answers, is that for DL-LiteR
ontologies the cardinality of the set certCard(a,E,K) is always 0, 1 or infinity [KR15]: if there
is a model I that produces at least one pair (a, b) in EI with a ̸= b, we can always add fresh
paths and elements to create a sequence I1, I2, . . . of models in which there is one additional
pair, or two additional pairs, and so on. For this reason, we only focus on understanding what
is the minimum value in certCard(a,E,K). Further, since the motivation for this framework
is integrating schema constraint into ontological reasoning tasks for graph databases, in which
graphs tend to be orders of magnitude larger than schemas and ontologies, we study the data
complexity of the problem, in which we consider the TBox and the query to be fixed. More
precisely, we study the following problem. We note that it does not matter how k is encoded.

MINCOUNT

- Given: TBox T , counting query (a,E)

- Input: ABox A, k ∈ N>0, in binary

- Decide: k ≤ min{certCard(a,E, (T ,A))}

6.2 MINCOUNT is Hard

For the case of DL-LiteR ontologies, we show that the coNP-hard bound stands whenever one
allows inverses, either when the query uses inverse roles p− for p ∈ NR, or in ontologies, using
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role inclusions of the form p ⊑ p′− for {p, p′} ⊆ NR. Moreover, we show that allowing slightly
more expressive DL constructs also lead to coNP-hardness, even if queries do not use inverses.
We start with the latter, as the proof allows us to introduce the reductions we use in the remainder
of the section.

Proposition 6.4. MINCOUNT is coNP-hard in data complexity for every DL containing axioms
of the form A ⊑ ∃p.⊤,∃p.A ⊑ A′ and A ⊑ ¬A′, where {A,A′} ⊆ NC , p ∈ NR and regular
path expressions that are words over NR.

Proof. We prove this via a reduction from non-3-colourability to MINCOUNT. Let the regular
expression be

E = aux · hasCol.

The set of axioms considered is the following:

T = {V ⊑ ∃hasCol.⊤, ∃edge.Green ⊑ AGreen,
Red ⊑ ¬ARed, ∃edge.Blue ⊑ ABlue

Green ⊑ ¬AGreen, ∃hasCol.Red ⊑ Red
Blue ⊑ ¬ABlue, ∃hasCol.Green ⊑ Green

∃edge.Red ⊑ ARed, ∃hasCol.Blue ⊑ Blue}.

The main intuition is that nodes labelled with a colour are assigned that colour, whereas the
anti-colour, the name of the colour preceded by an ‘A’, denotes the colours excluded for this node,
as they are already assigned to a neighbour. Given an input graph G = (V, E), let the ABox A
consist of the atoms:

A :={V (e) | e ∈ V} ∪ {Red(r),Green(g),Blue(b)} ∪ {edge(e, e′) | {e, e′} ∈ E} ∪
{aux(a, e) | e ∈ V ∪ {s}} ∪ {hasCol(s, r), hasCol(s, g), hasCol(s, b)}.

Now assume 3 ≥ min{certCard(a,E, (T ,A))}. First note that three nodes are reachable from
a by E already in A, namely r, g and b. Moreover, in a model, each node e of the graph needs
to have an outgoing edge labelled with hasCol . As all such e are reachable by aux from a, the
hasCol edge needs to point to r, g or b to not increase the number of reachable nodes to 4 directly.
Furthermore, note that two nodes connected by an edge-edge cannot point to the same r, g or
b node, as that would label them with both the colour and anti-colour at the same time, which
is disallowed in a model. Thus, if there exists a model I of T and A such that the amount of
reachable nodes is 3, a 3-colouring for the original graph corresponds to the assignment of colours
by hasCol as in the model I.

For the other direction assume there exists a 3-colouring. In this case, it is immediate there exists
a model I of T and A such that 3 nodes are reachable from a by E: simply send the hasCol
edge of each node to the colour it is assigned in the 3-colouring. Thus, G is not 3-colourable iff
4 ≤ min{certCard(a,E, (T ,A))}, as required. ♣
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Next we continue with coNP-hardness for DL-LiteR ontologies in which either the query or the
ontology features inverse roles.

Theorem 6.5. MINCOUNT is coNP-hard in data complexity even when restricted to the following
cases, for A ∈ NC , {p, p′} ⊆ NR:

• Any DL allowing concept inclusions of the form A ⊑ ∃p.⊤ and regular path expressions
that are words over NR.

• Any DL allowing both concept inclusions A ⊑ ∃p.⊤ and role inclusions p ⊑ p′−, and
regular path expressions that are words over NR.

• Any DL allowing both concept inclusions A ⊑ ∃p−.⊤ and role inclusions p ⊑ p′−, and
regular path expressions that are words over NR.

Since p ⊑ p′− if and only if p− ⊑ p′, this result suggests that the only hope for an efficient
algorithm is to prohibit any form of inverses both in queries and in role inclusions. Indeed, in the
following sections we show that settings without inverses do lead to tractable algorithms. For
now, we devote the remainder of this section to the proof of Theorem 6.5.

Just as with Proposition 6.4, all three cases in Theorem 6.5 are shown via reductions from the
non-3-colourability problem. We recall the intuition behind the proof of the previous proposition
and extend it a little in the following reduction. In the next proof, the main ideas are simply
pushed further. Moreover, for succinctness of presentation, we will

Suppose we want to decide whether a graph G = (V, E) is not 3-colourable. We represent G
as an ABox A with one concept name V such that V A := V and one role edge with edgeA :=
{(v, v′) | {v, v′} ∈ E}. Then, using the inclusion V ⊑ ∃hasCol.⊤, we associate one anonymous
element per each node in the graph. This element is to represent the colour of the graph. As in
the proof of Proposition 6.4, let ∆A = V ∪ {a, s, r, g, b}, auxA := {(a, v) | v ∈ V} ∪ {(a, s)}
and hasColA := {(s, r), (s, g), (s, b)}. Consider now the expression E = aux · hasCol . Then,
any interpretation I that minimises the number of nodes reachable from a via E will only
have pairs (a, r), (a, b), (a, g) in EI . Intuitively, this means that each of the anonymous nodes
associated to nodes v ∈ V have been merged to some of r, b or g. This can be used to indicate
a particular colour being guessed for each node. Of course, we need to check that such a
guess is indeed a proper colouring. In the proof of Proposition 6.4 we could use the TBox
to take care of this, but for the case of DL-LiteR ontologies we need a new gadget. We add
to A three new roles, red , green, blue, and a new element z. The interpretations in A are as
follows: redA := {(a, r), (r, z)}, greenA := {(a, g), (g, z)}, blueA := {(a, b), (b, z)}. Then,
for expression RedWord = red · hasCol− · edge · hasCol · red , and an interpretation I satisfying
EI = {(a, r), (a, b), (a, g)}, we have that (a, z) ∈ RedWordI if and only if the colouring
represented in I assigns the colour red to two neighbouring nodes. It is then easy to see that
the minimum number of different nodes reachable from a via the expression E + RedWord +
GreenWord + BlueWord , with GreenWord = green · hasCol− · edge · hasCol · green and
BlueWord = blue · hasCol− · edge · hasCol · blue in any interpretation of our KB is 4 iff G is
not 3-colourable.
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Figure 6.1: ABox construction for G = ({1, 2, 3, 4}, {{1, 2}, {1, 3}, {1, 4}}). Black arrows represent
the role edge, grey arrows aux , and dashed black arrows hasCol . Furthermore, w1 = red , w2 =
red ·GreenWord ·BlueWord ·aux ·hasCol ,w3 = RedWord ·green,w4 = green ·BlueWord ·aux·hasCol ,
w5 = RedWord · GreenWord · blue, w6 = blue · aux · hasCol and w7 = RedWord · GreenWord ·
BlueWord .

The sketch above uses a regular expression involving the union of several words. In what follows,
we show how to tighten it so that the path expression is just a single word.

Proposition 6.6. MINCOUNT is coNP-hard in data complexity for every DL containing axioms of
the form A ⊑ ∃r.⊤, where A ∈ NC , r ∈ NR and regular expressions using only concatenation
of roles and inverse roles.

Proof. We prove this via a reduction of non-3-colourability to MINCOUNT. Let the regular
expression be:

E = RedWord ·GreenWord · BlueWord · aux · hasCol,

where

RedWord := red · hasCol− · edge · hasCol · red
GreenWord := green · hasCol− · edge · hasCol · green

BlueWord := blue · hasCol− · edge · hasCol · blue.

Given an input graph G = (V, E), construct the ABox A in the following way: A contains the
roles edge, aux, hasCol, red, green and blue, with the extensions as defined in Figure 6.2 and
illustrated in Figure 6.1. Let V ⊆ NI , and every name not being v or v′ a name for a specific
node.

Furthermore, there is one concept name with a non-empty extension in A: V A := V .

Let the TBox T be defined as follows:

T = {V ⊑ ∃hasCol.⊤}

Now, we find G is not 3-colourable iff min{certCard(a,E, (T ,A))} ≥ 4. To see this, first
note that min{certCard(a,E, (∅,A))} ≥ 3, as r, g and b are already reachable by E in A.
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edgeA := {(v, v′) | {v, v′} ∈ E} ∪ {(rg2, rg3),
(rb2, rb3), (gr2, gr3), (gb2, gb3), (br2, br3),
(bg2, bg3), (er2, er3), (eg2, eg3), (eb2, eb3)}

auxA := {(a, v) | v ∈ V} ∪ {(a, s), (ra, rh), (ga, gh),
(ba, bh)}

hasColA := {(s, r), (s, g), (s, b), (rh, a), (gh, a), (bh, a),
(rg2, rg1), (rg3, rg4), (rb2, rb1), (rb3, rb4),
(gr2, gr1), (gr3, gr4), (gb2, gb1), (gb3, gb4),
(br2, br1), (br3, br4), (bg2, bg1), (bg3, bg4),
(er2, er1), (er3, er4), (eg2, eg1), (eg3, eg4),
(eb2, eb1), (eb3, eb4)}

redA := {(a, r), (r, rg0), (a, gr1), (gr4, gr5), (a, br1),
(br4, bg0), (a, er1), (er4, eg0)}

greenA := {(rg0, rg1), (rg4, rb0), (gr5, g), (g, gb0),
(bg0, bg1), (bg4, bg5), (eg0, eg1), (eg4, eb0)},

blueA := {(rb0, rb1), (rb4, ra), (gb0, gb1), (gb4, ga),
(bg5, b), (b, ba), (eb0, eb1), (eb4, a)}

Figure 6.2: ABox construction: extension of roles.

Furthermore, note that every vertex v ∈ V needs to have an outgoing hasCol edge to be a model,
and that if this edge reaches a node different from r, g or b, at least four nodes are reachable by E
from a. Finally, if for some model I, we find {(v, x), (v′, x)} ⊆ hasCol and (v, v′) ∈ edge, for
x ∈ {r, g, b} and {v, v′} ⊆ V , then a is reachable by E from a, ensuring at least four reachable
nodes as well. ♣

Proposition 6.6 gives us the first part of Theorem 6.5. For the second part, all we need to do is to
modify the TBox T , adding an additional role inclusion: hasCol ⊑ hasColinv−, and modify the
expressions RedWord , GreenWord , BlueWord used in the proof, as follows:

RedWord := red · hasColinv · edge · hasCol · red
GreenWord := green · hasColinv · edge · hasCol · green

BlueWord := blue · hasColinv · edge · hasCol · blue.

For the third part, we again modify T so that the concept inclusion mentions hasColinv:

T = {V ⊑ ∃hasColinv−.⊤, hasColinv ⊑ hasCol−},
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and use the modified expressions as explained for the second bullet point. This concludes the
proof of Theorem 6.5.

Next, we find that in DL-LiteR without inverse roles nor any role hierarchies in the ontology,
we can still obtain coNP-hardness. It turns out that the problem is also hard in presence of
role disjointness. That is, if there are no basic role hierarchies involved and at least one role
disjointness axiom, we can provide a similar reduction.

Theorem 6.7. MINCOUNT is coNP-hard in data complexity even when restricted to DL-LiteR
without any axioms of the form p ⊑ p′, for {p, p′} ⊆ NR and regular expressions over NR.

Proof. We, again, prove this via a reduction of non-3-colourability to MINCOUNT. Let the
regular expression considered be

aux + aux2 · hasCol + aux2 · hasCol · edge · t.

In this case, we will find that a given input graph G = (V, E) is not 3-colourable iff 3n + 1 ≤
certCard(a,E, (T ,A)), where n = |V|. In this reduction, there are three colour nodes, rv, bv
and gv for each vertex v, and all of these will be reachable by default (via aux), bringing the total
number of reachable nodes to at least 3n in every model. The last part, aux2 · hasCol · edge · t,
will ensure correctness of the 3-colouring in the sense that it will reach a node different from
the 3n already reachable colour nodes iff two neighbouring nodes are assigned the same colour.
Formally, let the TBox be given by

T = {V ⊑ ∃hasCol.⊤, ∃hasCol−.⊤ ⊑ ∃t.⊤, ∃t−.⊤ ⊑ B,
B ⊑ ¬Colour , u ⊑ ¬hasCol}.

Furthermore, given a graph G = (V, E), let the ABox be given by

A ={V (v) | v ∈ V} ∪ {Colour(cv) | c ∈ {r, g, b}, v ∈ V}∪
{edge(v, v′), edge(cv, cv′) | c ∈ {r, g, b}, {v, v′} ∈ E}∪
{aux(a, cv) | c ∈ {r, g, b}, v ∈ V} ∪ {aux2(a, v) | v ∈ V}
{u(v, cv′) | c ∈ {r, g, b}, {v, v′} ⊆ V, v ̸= v′}.

Now every vertex needs to have a colour assigned, in the shape of an hasCol outgoing edge.
If this is not any of the 3n cv nodes, this directly increases the number of reachable nodes to
at least 3n + 1. For each v, the colour assigned has to be one of rv, bv or gv, as the role u
is disjoint from hasCol . Thus, a 3-colouring is modelled in the sense that each vertex points
to at least one of the three colour nodes of that specific vertex. To see that two neighbouring
vertices cannot be assigned the same colour, we use the second usage of the edge-edge between
the same colour of neighbouring vertices. As only colours with incoming hasCol-edges need to
have an outgoing t-edge, this means that finding a reachable node via aux2 · hasCol · edge · t
corresponds to two neighbouring nodes being assigned the same colour. To ensure that the
t-edges do not point to other colours, which would not increase the amount of reachable nodes,
the concept B is used to make them disjoint from the set of colours. Thus, G is not 3-colourable
iff 3n+ 1 ≤ certCard(a,E, (T ,A)). ♣
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6.3 Fragment of DL-LiteR
As we have seen in the previous section, if we aim for tractability of MINCOUNT we need to be
very careful with mixing the direction of roles in ontologies or queries. Moreover, the same holds
for role disjointness. Hence, for the remainder of this chapter we consider the following, strictly
less expressive, fragment of DL-LiteR.

Definition 6.8. A DL-Lite→R TBox may contain concept inclusions of the form C ⊑ C ′ or
C ⊑ ¬C ′, for C and C ′ basic concepts, and role inclusions of the form p ⊑ p′, for {p, p′} ⊆ NR.

Notions of a DL-Lite→R knowledge base and model naturally extend from the DL-LiteR setting.
Note that the only difference between DL-LiteR and DL-Lite→R is that in DL-Lite→R axioms of
the form p ⊑ p′− and p ⊑ ¬p′ are not accepted. In this way, we avoid the occurrence of edges
labelled with roles going both ways in universal models.

We also define the fragment of counting queries that do not use inverses. In the rest of this chapter,
we will mainly use the automaton representation of the counting queries, (a,M), as we will rely
heavily on decorating structures with the states of the automaton. Recall that NFA’s and regular
expressions have the same expressivity, so this is a choice that solely simplifies presentation.

Definition 6.9. A counting query (a,M) is one-way if the alphabet Σ ofM is restricted to NR.

We note there is one construct in DL-Lite→R that still mentions inverse roles: the construct
C ⊑ ∃p−.⊤. The reason we can allow this construct is because it is not important for MINCOUNT

when counting queries are one-way, as we can safely delete all axioms of this form without
changing the minimum of certCard(a,M,K). Given a DL-Lite→R TBox T , let rem(T ) be the
TBox T where all axioms of the form C ⊑ ∃p−.⊤ are deleted. Moreover, recall the definition
of the austere canonical model can(T ) for DL-LiteR, and its naming convention for the blank
nodes, as introduced in Definition 5.4.

Proposition 6.10. Given a DL-Lite→R knowledge base K = (T ,A) and a one-way counting
query (a,M), then

min{certCard(a,M,K)} = min{certCard(a,M, (rem(T ),A))}.

Proof. First, let I be a model of (T ,A) such that |{(a, e) ∈MI}| = min{certCard(a,M,K)}.
Clearly, as rem(T ) ⊆ T , we find that I is a model of (rem(T ),A) as well, thus it follows that
min{certCard(a,M,K)} ≥ min{certCard(a,M, (rem(T ),A))}.

For the other direction, let J be a model of (rem(T ),A) such that |{(a, e) ∈ MJ }| =
min{certCard(a,M, (rem(T ),A))}. Let J ′ := can(T ,J ); clearly, J ′ is a model of T .
To see that |{(a, e) ∈ MJ }| = |{(a, e) ∈ MJ ′}|, when building can(T ,J ) from J , the
only new blank nodes introduced are of the form ep−w, for e a blank in J , and w ∈ (NR)∗
the only facts connecting e and ep− are of the form p′(ep−, e), for p′ ∈ NR, i.e., inverted
roles. As M only uses labels in the alphabet NR, this means that none of the nodes in the
newly introduced trees can be reached byM from a. Thus, also min{certCard(a,M,K)} ≤
min{certCard(a,M, (rem(T ),A))}. ♣
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In the remainder of this chapter we will only focus on one-way counting queries. Furthermore,
without loss of generality, we will further assume every DL-Lite→R TBox does not contain
axioms of the form C ⊑ ∃p−.⊤. For these ontologies we provide the following definition of an
ontological type of a node, which is useful for the following sections.

Definition 6.11. Let K = (T ,A) be a DL-Lite→R KB, and e ∈ NB a blank node in can(K). The
ontological type of e is the set of all roles r− ∈ NR for which (e′, e) ∈ rcan(K), all concept
names A such that e ∈ Acan(K), and all roles r ∈ NR for which (e, e′) ∈ rcan(K). For two blank
nodes e1 and e2 of can(K), we write e1 ∼m e2 if they share the same ontological-type.

Even though in DL-LiteR it suffices to store one role that captures all the above presented
information implicitly, we choose to store all information explicitly in the ontological type.
Naturally, these choices have the same expressive power, so it is merely a presentation choice:
we will be considering models in which multiple nodes are merged into one such that a direct
description of the exact in- and outcoming roles and concept names may be conceptually easier
to grasp.

6.4 Polynomial-time Algorithm

In the rest of this chapter, without loss of generality, we assume that for all concept inclusions,
C ⊑ D in any TBox appearing in this chapter, either C or D is a concept name, or formally:
{C,D} ∩NC ̸= ∅.

Most tractable algorithms for query answering under knowledge bases rely on computing a
model over which the query can be evaluated to obtain certain answers. Unfortunately, as seen in
Examples 6.1 and 6.2, it seems implausible that this technique will suffice for MINCOUNT.

Thus we follow a different path: instead of a single model, we aim to compute a small set Γ of
models, in which we are always guaranteed to find one that realises the overall minimum number
of answers. We start by defining this condition, which we call counting-sufficient.

Definition 6.12. Let K be a KB, (a,M) a counting query and Γ a set of models of K. We say
that Γ is counting-sufficient for K and (a,M) if

min{certCard(a,M,K)} = min
I∈Γ
|{e | (a, e) ∈MI}|.

Further, for an NFAM with states Q, we useM[q1, q2] (q1, q2 ∈ Q) to state the NFA in which
we replace the initial state by q1 and the set of final states by {q2}.

In order to construct a counting-sufficient set for DL-Lite→R knowledge bases and one-way
counting queries (a,M), we start with the universal core model (which coincides with the austere
canonical model, as is discussed in Section 4.2) and then look for possible ways to merge blank
nodes. However, this must be done with care, as there are too many possible choices for each
blank node, and a possible infinite amount of blank nodes to start with, so considering all possible
such interpretations would not be feasible.
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As a first step, for each node, we collect all states of the automaton that can be reached in some
run, which we call the reachable states.

Definition 6.13. For an interpretation I, a node e and a counting query (a,M), the set of
reachable states on e in I with respect to (a,M) is all states q ofM such that (a, e) ∈M[q0, q]I .
We use SI(e) to denote this set of states, or simply S(e) when I is understood from context.

We are now ready to define the set of models we consider. Note that any type of universal model
suffices, but the universal core model has the advantage it has the least amount of ontological
types of all universal models.

In the context of the universal core model construction of DL-LiteR, we introduce the following
notation. For each e ∈ NK, let ep denote the (unique) parent of e, that is, there exists r ∈ NR

such that epr = e.

Definition 6.14. Let K = (T ,A) be a pair of a DL-Lite→R TBox T and ABox A, can(K) the
universal core model of K, and (a,M) a counting query. Define ΓK,a,M as the set of models G
for which there is a surjective homomorphism h : ∆can(K) → ∆G such that:

• G is the homomorphic image of can(K) under h, and

• For every pair of blank nodes e1 and e2 in can(K) with e1 ∼m e2 and parents ep1 and ep2,
respectively, if h(ep1) and h(ep2) have the same set of reachable states in G with respect to
(a,M), then h(e1) = h(e2).

The main idea is that if the ontological types of two nodes are identical, and moreover their
parents have the same set of reachable states, we can just as well replace them by one node,
redirecting all incoming edges of the two nodes to this node. Note that this specifically works
because we are working with one-way counting queries. As a next step, all possibilities of
merging any of these nodes are considered. Both steps are captured in the above definition.

Hence, to construct ΓK,a,M, we consider only those models G in which we map blank nodes
e1 ∼m e2 according to how we have mapped their parents ep1 and ep2: if ep1 and ep2 have been
mapped to two elements that are indistinguishable to (a,M), then e1 and e2 have to be mapped
to the same element. Next we prove ΓK,a,M is counting-sufficient.

Proposition 6.15. Let K = (T ,A) be a pair of a DL-Lite→R TBox T and ABox A, and (a,M) a
one-way counting query. The set ΓK,a,M is counting-sufficient for K and (a,M).

Proof. Assume ΓK,a,M is not counting-sufficient. This means there is a model J /∈ ΓK,a,M such
that the cardinality of {e | (a, e) ∈ MJ } is strictly lower than that of {e | (a, e) ∈ MG} over
any G ∈ ΓK,a,M. From J we construct a third model G∗, which does belong to ΓK,a,M, and
show that {e | (a, e) ∈MG∗} ≤ {e | (a, e) ∈MJ }, which contradicts our assumption.

For readability, let us write I = can(K). Since I is universal, there is a homomorphism h from I
to J . We assume h is surjective and that J is the homomorphic image of I under h, as otherwise
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one can drop from J all atoms with elements that are not in the image of h without increasing
the number of answers to (a,M). Since J is not in ΓK,a,M, there must be a pair e1 ∼m e2
of blank nodes in I, with parents ep1 and ep2 such that SJ (h(ep1)) = SJ (h(ep2)), and for which
h(e1) ̸= h(e2).

From J and h we show how to construct an interpretation J ′ together with a homomorphism
h′ that is a quotient of h (that is, h′ is obtained from h by merging some target nodes) in which
h′(e1) = h′(e2), but where the number of answers to (a,M) are not higher than in J . The
interpretation G∗ is then constructed by repeatedly performing this operation until no two such
blank nodes e1 and e2 can be found.

The operation we perform is called a descendant swap. Consider two blank nodes e1 and e2 that
satisfy the conditions given above. and the homomorphism h from I to J . A descendant swap of
h(e1)⇒ h(e2) is an operation that produces a new mapping h′ and a new model J ′, such that h′

is a surjective homomorphism from I to J ′, J ′ is the homomorphic image of I under h′, and
where h′(e1) = h′(e2). The mapping h′ is a copy of h, with some exceptions that are defined
inductively. First, set h′(e1) = h(e2). Then, consider all children e of e1 and their image h(e) in
J . Because e1 ∼m e2, for each such child e there must be a node e′ in I that is a child of e2, and
that has the same type of e. Then, perform a descendant swap of h(e)⇒ h(e′).

Finally, let J ′ be the homomorphic image of I under h′. Notice that ∆J ′ ⊆ ∆J .

Next we show that the answers for (a,M) in J ′ is a (possibly equal) subset of those in J . In
order to do this, we claim that for any node c in J ′ the set SJ ′(c) of reachable states on c in J ′
with respect to (a,M) is a subset of the set SJ (c) of reachable states on c in J .

Assume the contrary, so that there is an element e in J ′ such that q ∈ SJ ′(e) but q /∈ SJ (e).
This means there is a sequence r1(a, e1), r2(e1, e2), . . . , rn(en−1, e) of role facts in J ′ such
that q ∈ δ(q0, r1 · · · rn) where q0 and δ are the initial state and transition function of M,
respectively, and via a run with states q0, q1, . . . , qn with q = qn. Let us further assume without
loss of generality that e is the first element for which SJ ′(e) ̸⊆ SJ (e) among all ei’s, i.e.,
SJ ′(ei) = SJ (ei) for 1 ≤ i ≤ n − 1 (otherwise we can just pick e = ei and use the shorter
path). Then, role rn(en−1, e) is not in J . But if this is the case, then this means I contains
blank nodes e1 ∼m e2 with parents ep1 and ep2, respectively, such that SJ (h(ep1)) = SJ (h(ep2)),
and the homomorphism h′ was constructed subject to a descendant swap h(e1)⇒ h(e2); these
are the only elements for which J ′ has role facts not in J . Hence h′(e1) = h(e2) = e, and
the parent ep1 of e1 satisfies h′(ep1) = en−1. But since e1 ∼m e2, J must contain the role fact
rn(h(ep2), h(e2)). Together with the fact that SJ (h(ep1)) = SJ (h(ep2)), this implies that q is
indeed in SJ (e), because qn−1 ∈ SJ ′(en−1), SJ ′(en−1) = SJ (en−1), and q ∈ δ(qn−1, rn).
This is a contradiction, and proves the claim.

With this claim we immediately obtain that the number of answers for (a,M) in J ′ is a (possibly
equal) subset of those in J , as a final state can be reached on an element in J ′ with respect to
(a,M) only if it can be reached in J . ♣

Of course, we also need ΓK,a,M to be small, of polynomial size with respect to A, and we must
be able to construct ΓK,a,M efficiently. In order to do this, we prove that every model in ΓK,a,M
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can be obtained as the image of can(K) under a homomorphism generated by a controlled
process, which we then bound in terms of the ABoxA. More precisely, we first define a family of
mappings σ that condition the way we can obtain models as the homomorphic image of can(K).
Then, we explain how to use these mappings to construct models of ΓK,a,M. We begin with some
definitions.

For a given KB K = (T ,A) and a counting query (a,M), let PT be the set of all ontological
types of blank nodes in can(K). Define the set TK,a,M = {(s, t) | s ⊆ Q, t ∈ PT} of pairs of
sets of states and types, and the set BK,a,M = {eτ | τ ⊆ TK,a,M} of blank nodes.

A generating mapping for K and (a,M) is a mapping σ : TK,a,M → ∆A ∪BK,a,M ∪ {⊥} that
satisfies the following conditions.

• If σ(s, t) = eτ , for some eτ ∈ BK,a,M, then (s, t) ∈ τ .

• If eτ is in the image of some σ(s, t), then for each (s′, t′) ∈ τ , σ(s′, t′) = eτ .

Further, a generating mapping σ is realising if there is a model G of K that satisfies the following
conditions. Recall here that SG(e) denotes the set of states reachable from a byM in e over the
interpretation G.

• ∆G = ∆A ∪ {eτ | eτ appears in the image of σ}.

• G is the homomorphic image of can(K) under a homomorphism h, that satisfies the
following: for every blank e in can(K), h(e) = σ(SG(h(ep)), t), where t is the type of e
and ep the parent of e.

• For every pair (s, t) such that σ(s, t) = ⊥, there are no blank nodes e in can(K) whose
parent is ep, whose type is t and where the set SG(h(ep)) is s.

In this case, we say that G is a model realised by σ, with h its realising homomorphism. As
generating mappings realise all models in ΓK,a,M (up to isomorphism), they are particularly
useful.

Lemma 6.16. For any model G ∈ ΓK,a,M there is a generating mapping σ for K and (a,M)
such that G is isomorphic to a model realised by σ.

Proof. Let G ∈ ΓK,a,M, I = can(K) and h : I → G a surjective homomorphism such that G
is the homomorphic image of I under h and such that for every pair of blank nodes e1 and e2
in I with e1 ∼m e2 and parents ep1 and ep2, respectively, if h(ep1) and h(ep2) have the same set of
reachable states in G with respect to (a,M), then h(e1) = h(e2).

To define the mapping σ, we proceed in two steps, as follows. First, for each type t of a blank
node present in I, consider all blank nodes e of type t in I. We can partition these blank nodes
according to the set SG(h(ep)) of states reachable from (a,M) to the image of their parent ep,
each two such blank nodes with the same set of reachable states must be mapped to the same
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element in G. For each such set in this partition, if they are mapped to an element c in G, we set
σ(SG(h(ep)), t) = c. For the remaining sets s ⊆ Q for which there are no blank nodes e of type
t with parent ep such that SG(h(ep)) = s, set σ(s, t) = ⊥.

For the second step, for each blank node d in G, let (s1, t1), . . . , (sn, tn) be all pairs such
that σ(si, ti) = d. Then, define τ = {(s1, t1), . . . , (sn, tn)} and set σ(si, ti) = eτ for each
1 ≤ i ≤ n.

The model G′ realised by σ is isomorphic to G: the isomorphism is the identity on constants
and maps each blank node d in G to the corresponding blank node eτ in G′ according to the
construction outlined above. This is well defined because G is the homomorphic image of I
under h, so every blank node in G must be the image of a blank node in I. ♣

Hence, a bound on the number of models realised by generating mappings translates to a bound
on the size of ΓK,a,M. But note that the total number of possible generating mappings is bounded
by (|∆A|+ |BK,a,M|+ 1)TK,a,M , which is a polynomial since the size of BK,a,M and TK,a,M
only depend on T andM, which we consider to be fixed. Hence, the direct conclusion of the
following lemma is that ΓK,a,M is of polynomial size.

Lemma 6.17. Every generating mapping σ for K and (a,M) realises at most one interpretation
G, up to isomorphism.

Proof. Given a model G realising σ, we can associate a tuple (s, t) to any blank e in can(K) with
parent ep, where t is the type of e and s corresponds to the set of states that can be reached on
h(ep) in G. In this case, we say that (s, t) is the tuple associated to e in G.

Assume for the sake of a contradiction that the claim is false. Then there are two different
interpretations G1, G2 realised for the same generating mapping σ, and let hG1 and hG2 be
the corresponding realising homomorphisms for G1 and G2, respectively. Clearly, these two
interpretations have the same domain. Further, for every tuple (s, t) in TK,a,M, there is a blank
in can(K) associated to (s, t) in G1 if and only if there is a (possibly different) blank in can(K)
that is associated to (s, t) in G2. In other words, for every type t, there is a blank e1 with type t,
parent ep1 and SG1(h(ep1)) = s if and only if there is a blank e2 with type t, parent ep2 and such
that SG2(h(ep2)) = s.

We will show that all blank nodes in can(K) are associated to the same tuple (s, t) in both G1
and G2. Then by construction we verify that hG1(e) = hG2(e) for all blank nodes e in can(K),
and since G1 and G2 are the homomorphic images of these homomorphisms we can immediately
prove that G1 and G2 are isomorphic.

In order to show this we prove a somewhat stronger statement: for every element e in G1 and G2
(recall they have the same domain), we have that SG1(e) = SG2(e).

For the sake of a contradiction, assume that there is an element d on which we can reach a state q
in G1 but not in G2, i.e., for which q ∈ SG1(d), q /∈ SG2(d). As with the proof of Lemma 6.16,
this is because of a path starting in a that uses a role fact that is in G1 but not on G2, and we
can assume without loss of generality that this path ends in d exactly after visiting this role fact,
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say r(d′, d), so that there is a state q′ ∈ SG1 with q ∈ δ(q′, r); otherwise we can always pick an
element for which the set of reachable states do not coincide but that is closer to a. Notice that
the role fact cannot be of the form r(d, d′) because the query is one-way. Moreover, since there
are no inverses in the axioms of T , and r(d′, d) is not in G2, it further follows that d must be the
image of a blank node e in can(K), so that hG1(e) = d, and if ep is the parent of e, hG1(e) = d′.
Assume that e is associated with the tuple (s, t) in G1, that is, it has type t and SG1(h(ep)) = s,
and therefore σ(s, t) = d. Because G2 is realising σ, there must exist an element e′ (possibly
distinct from e) associated to the tuple (s, t) in G2, so then hG2(e′) = d. But because e and e′ are
associated to the same pair (s, t), the parent e′p of e′ satisfies SG2(hG2(e′p)) = s, and since e and
e′ have the same type, the role fact r(hG2(e′p), d) exists in G2. But then this shows that q does
belong to SG2(d), through a path that leads to h(e′p) in state q′ and then through r(hG2(e′p), d).
This is a contradiction.

We have shown that SG1(c) = SG2(c) for every element c in G1 and G2. To show that all blank
nodes in can(K) are associated to the same tuple (s, t) in both G1 and G2, we perform an
induction on the length of the name of the blank nodes, for this, recall the naming convention
introduced in Definition 5.4. If a node is of the form ar, for a ∈ ∆A, and of type t, then SG1(a) =
SG2(a) and hence ar is associated to (s, t) in both G1 and G2, which means hG1(ar) = hG2(ar).
And similarly for a node wr for |w| > 1, of type t, if we assume that SG1(w) = SG2(w), then
this also means wr is associated to the same tuple in both graphs. ♣

Finally, our last result shows that one can compute realising models efficiently in data complexity.
This is not only important to show tractability of MINCOUNT, but will also play a role in the
following section, where we show how to rewrite this algorithm.

Before we prove this, let Bl(σ) contain all blanks occurring in the image of σ, or formally:

Bl(σ) := {eτ ∈ B | eτ occurs in the image of σ}.

Lemma 6.18. Given a generating mapping σ, there is a polynomial-time procedure (in data
complexity) that outputs the realised model of σ if it exists, and otherwise indicates it does not.

Proof. We first compute a set of atoms G, then check whether its canonical interpretation is
realising for σ. Next, we use a decoration that maintains which automaton states are reachable in
each node, if we are to assume nodes from can(K) are correctly mapped to G according to σ. To
do this, let dec(σ) be the smallest set of atoms such that q0(a) ∈ dec(σ), and moreover

• if q′ ∈ δ(q, r), r(e, e′) ∈ A, q(e) ∈ dec(σ), then q′(e′) ∈ dec(σ);

• for all e ∈ Bl(σ), if (s, t) ∈ σ−(e), q′ ∈ δ(q, r), q ∈ s, r− ∈ t, then q′(e) ∈ dec(σ).

Based on the above decoration, we define the following function ρσ : Bl(σ) ∪ ∆A → P(Q),
which maps nodes to sets of states ofM, as follows:

ρσ(e) := {q | q(e) ∈ dec(σ)}.
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Now, we apply the following steps until no more atoms are added to G. Here, let h be the (unique)
realising homomorphism of σ.

• Start with G = A, h(a) = a for each of these elements, and start with ℓ = 0.

• For each blank node wr in can(K) where |w| = ℓ, let s = ρσ(h(w)) and t the type
of wr. If σ(s, t) = ⊥, exit reporting failure. Otherwise h(wr) = σ(s, t). Add to G
all atoms A(h(wr)) such that wr ∈ Acan(K) and all atoms r(h(w), h(wr)) such that
(w,wr) ∈ rcan(K).

• After processing all such blank nodes, ℓ = ℓ+ 1. If no more pairs were added to G, return.

Next, check whether SG(e) = ρσ(e) for each e ∈ ∆G . If it is the case, then output G. Otherwise
σ is not realising. ♣

With this, we finally obtain our PTIME algorithm.

Theorem 6.19. Problem MINCOUNT is in PTIME in data complexity when the knowledge base
is in DL-Lite→R and (a,M) is a one-way counting query.

Proof. We enumerate each generating mapping σ one by one. Note there are at most (|∆A| +
|BK,a,M|+ 1)TK,a,M of them. For each such mapping σ, we can discard or produce its realising
model in polynomial time, according to Lemma 6.18, which is unique for σ (Lemma 6.17). We
evaluate the counting query in this model, and maintain the minimum number of answers as we
go over all possible models realising each different generating mapping σ. By Lemma 6.16, we
can be sure we have generated models that are isomorphic to every model in ΓK,a,M, which we
know is counting-sufficient for one-way queries (Proposition 6.15). ♣

6.5 Decision Algorithm

Our PTIME algorithm involves analysing a counting-sufficient set of models, looking for the
one that produces the least amount of answers. While tractable, this involves computing and
materialising a number of graphs, which is something neither database systems nor logic solvers
are well prepared to do. This, then, raises the question on whether there is any form of rewriting
procedure that would allow computing the minimal number of answers simply by posing a query
over the data.

Unfortunately, such a rewriting is not feasible in general: some queries may have a minimum
number of answers that exceed the number of elements in the domain of the ABox. What we
can do, however, is to solve the problem of deciding whether k is the smallest integer in the
set of cardinality certain answers of a counting query. In other words, we cannot compute the
minimum number of answers by a rewriting, but we can solve the problem of deciding if k is
such a minimum.
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To establish our rewriting we rely on the existence of a counting-sufficient set of models, and
gear the rewriting so that it appropriately explores them–without any explicit materialisation.
The result of our rewriting is a big disjunction of ⊤ and/or ⊥, and can thus also be considered a
decision algorithm, as the result no longer needs to be queried over a data graph.

Let K = (T ,A) be a DL-Lite→R KB and (a,M) a counting query. Our first step is to compute all
sets of reachable states for the model being realised by a given generating mapping σ : TK,a,M →
∆A ∪BK,a,M ∪ {⊥} for K and (a,M). To do this, for clarity, let us first define the domain of
possible realising models as ∆σ = ∆A ∪BK,a,M. Furthermore, recall the definition of dec(σ)
as the smallest set of atoms such that q0(a) ∈ dec(σ), and moreover

• if q′ ∈ δ(q, r), r(e, e′) ∈ A, q(e) ∈ dec(σ), then q′(e′) ∈ dec(σ);

• for all e ∈ Bl(σ), if (s, t) ∈ σ−(e), q′ ∈ δ(q, r), q ∈ s, r− ∈ t, then q′(e) ∈ dec(σ).

Note that this decoration collects which automaton states are reachable in which nodes of the
graph. Thus, when q(e) ∈ dec(σ), for q ∈ QF , this means that e is reachable by E, the regular
expression corresponding toM, from a.

Based on the above decoration, we define the following function ρσ : ∆σ → P(Q), which maps
nodes to sets of statesM, as follows.

ρσ(e) := {q | q(e) ∈ dec(σ)}

Using this function, we can now filter out generating mappings that cannot produce a model. To
this extent, given an element e ∈ ∆σ, let

LC(e) = {A ∈ NC | A(e) ∈ A}∪{∃r.⊤ | r ∈ NR, r(e, e′) ∈ A}∪⋃︂
(s,t)∈σ−(e)

(︂
{A ∈ t} ∪ {∃r.⊤ | r ∈ t}

)︂
.

Intuitively, LC(e) contains all basic concepts that would hold in e in the model realised by σ.
Note that because we have collected the types of all nodes that are intuitively speaking merged in
e, this simply corresponds to reading off the information from the there mapped types t, combined
with the ABox atoms. Moreover, for r ∈ NR, define the r-type as the ontological type given
by {r−1 ∈ NR | T |= r ⊑ r1} ∪ {A ∈ NC | T |= ∃r−.⊤ ⊑ A} ∪ {r1 ∈ NR | T |= ∃r−.⊤ ⊑
∃r1.⊤}. Intuitively, imagine we observe a node with an r-incoming role, then the ontological
type of this node consists of the inverse of all roles directly implied by r, all concept names
implied by ∃r−.⊤, and all roles introduced by an existential restriction. Since in DL-Lite→R the
ontological type of a blank node in can(K) depends only on a single incoming role, the r-type
coincides with the type of all blank nodes in can(K) of the form wr.1

Finally, let Π contain all generating mappings σ that verify all of the following conditions.

1See the construction of the austere canonical model for DL-LiteR in Definition 5.4 for more details.
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1. We do not merge incompatible types: for each e ∈ ∆σ such that σ−(e) ̸= ∅, there are no
{C,D} ⊆ LC(e) such that T |= C ⊑ ¬D.

2. When a child is created, it is mapped according to σ: for each e ∈ ∆σ, C ∈ LC(e) such
that T |= C ⊑ ∃r.⊤, let s = ρσ(e) and tr the r-type. Then, σ(s, tr) ̸= ⊥. Moreover,
{δ(q′, r) | q′ ∈ s} ⊆ ρσ(σ(s, tr)).

Lemma 6.20. Every mapping σ in Π is realising, and every realising mapping σ is in Π.

Proof. The fact that every realising mapping σ is in Π is obtained immediately by inspecting
its corresponding realising model. Hence, all we need to show is that every mapping σ in Π is
realising.

Fix σ ∈ Π. We construct an interpretation Gσ and then define a homomorphism h : can(K)→ Gσ
witnessing that σ is realising.

The interpretation Gσ is defined as follows:

• ∆Gσ = ∆A ∪ Bl(σ)

• AGσ = {e ∈ A | A(e) ∈ A} ∪ {eτ ∈ Bl(σ) | A ∈ LC(eτ )}.

• To define rGσ , start with rGσ = rA for each r ∈ NR. Then, apply the following rule until
no more pairs are added: for every e ∈ ∆Gσ , every C ∈ LC(e) and every r ∈ NR such that
T |= C ⊑ ∃r.⊤, let s = ρσ(e) and let tr be the r-type. Because σ ∈ Π, we know that
σ(s, tr) ̸= ⊥. Then, add the pair (e, σ(s, tr)) to rGσ , and any rGσ

1 such that T |= r ⊑ r1.

By condition (1) of Π, the interpretation Gσ satisfies all negative concept of T (no element is
labelled with T -incompatible basic concepts). Moreover, by construction of rGσ , every existential
requirement T |= C ⊑ ∃r.⊤ with C ∈ LC(e) is witnessed by the edge (e, σ(ρσ(e), tr)) ∈ rGσ .
All together, this shows that Gσ |= K.

It remains to construct the realising homomorphism h, and show Gσ is indeed realised by h. We
define h : ∆can(K) → ∆Gσ as the identity over elements in A. Moreover, for every blank node e
of can(K) with parent ep and ontological type t, set h(e) = σ(ρσ(h(ep)), t).

We note that h is well-defined. Indeed, let e be a blank node of can(K) with parent ep and
ontological type t. Such a blank node exists because an axiom C ⊑ ∃r.⊤ is triggered at ep,
and t is precisely the canonical r-successor type tr. By the second condition of Π, letting
s := ρσ(h(ep)), we must have σ(s, tr) ̸= ⊥.

By construction of Gσ, it is easy to see that h is the homomorphic image of can(K), and that h is
realising. This finishes the proof. ♣

Next, for every mapping in Π, we guess which nodes are in the answer of (a,M). For this
we define another family of functions Υ such that υ : ∆σ → {+,−} for each υ ∈ Υ. If
|{e ∈ ∆σ | υ(e) = +}| = i, we say υ ∈ Υi. The main idea is that only nodes labelled with ‘+’
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can be labelled with a final state. In this way, we check whether it is possible to assign final states
to at most i nodes of the model realised.

γ(σ, υ) :=

⎧⎪⎪⎨⎪⎪⎩
⊤ for all q ∈ QF , e ∈ ∆σ, if

q ∈ ρσ(e), then υ(e) = +
⊥ otherwise.

The only thing left to do is check whether this is possible for at least one of the mappings in Π.

Theorem 6.21. Given a DL-Lite→R knowledge base (T ,A) and a one-way counting query
(a,M), we find that the minimum certain answer min{certCard(a,M,K)} = k iff k is the
largest natural number such that ⋁︂

σ∈Π,υ∈Υk−1

γ(σ, υ)

evaluates to false.

Proof Sketch. Let Π contain all generating mappings as described. By Lemma 6.20, we find that
all generating mappings σ that produce a model are exactly contained in Π (recall that each σ
has at most one realising model (Lemma 6.17)). Thus, also the set of models generated by the
mappings in Π must be counting-sufficient for one-way queries (Proposition 6.15). That is, there
exists at least one model I of (T ,A) generated by some σ such that the amount of nodes that are
decorated with final states is optimal.

Secondly, note that min{certCard(a,M,K)} = k iff k is the highest number such that it is not
possible to find a σ ∈ Π such that the amount of reachable states in I realised by σ is at most
k − 1. As

⋁︁
υ∈Υk−1

γ(σ, υ) evaluating to false corresponds to not finding at most k − 1 states
that may be decorated with a final state, it means that taking the disjunct over all σ ∈ Π exactly
checks the existence of such an I.

6.6 Conclusion

We have investigated the problem of counting the number of answers to regular path queries
under ontological constraints. Our results tighten the known complexity bounds for neighbouring
settings and provide a more precise understanding of how counting interacts with expressive
features of description logics. In particular, we show that inverse roles are a decisive source of
hardness, leading to coNP-hardness bounds already in very basic fragments.

Beyond complexity-theoretic consequences, our results have implications for the design of
graph schema languages such as SHACL. They indicate that inverse roles become particularly
delicate when schema-level constraints are combined with ontological reasoning in the presence
of counting features.

Regarding future work, it remains to delineate the exact frontier of tractability. While EL ⊥ lies
beyond the manageable boundary (cf. Proposition 6.4), it is open whether similar techniques
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extend to EL or ELH, or whether fundamentally new phenomena arise in those fragments. We
also believe the coNP hardness bounds should persist even in the absence of inverse roles in
the ontology, provided that queries are allowed to form trees. This is because they can simulate
inverse-like interactions by enforcing that both endpoints of an edge satisfy the same property;
some insight in this direction has already been shown by Bienvenu, Manière and Thomazo
[BMT22].

6.7 Related Work

Apart from the works discussed in this thesis, different approaches exist towards reconciling
SHACL and OWL [SKL19, KZA24]. Nevertheless, none of these works considers counting over
regular expressions, one of the essential features of SHACL, in the presence of ontologies. The
aim of this chapter is to address this gap in the literature.

Although conjunctive queries with some form of counting over knowledge bases have been
studied before [CKNT08, KR15, CCLR20], even for unions of conjunctive queries [FLP21],
and also in the more general setting of counting conjunctive queries (CCQs), in which there is
complete freedom on the choice of which variables are counted [BMT20, BMT22], none of these
works addresses counting the number of nodes reachable by a regular expression. In particular,
we are not interested in the number of paths leading to a certain node, but only the size of the set
of nodes reachable from an input node. That is, we address a specific form of counting rooted
queries [NKK+19, BMT20, CCLR20], namely those with a line as underlying structure, which
are at the same time a union of a possibly infinite set of CCQs with one counting variable.

To do this, we extend the framework of cardinality certain answers [KR15, BMT20], originally
designed for conjunctive queries over ontologies, to counting the number of nodes reachable via
a regular path expression (over ontologies).

In the terminology of graph query languages (see e.g. [PSH13]), the type of queries we consider
are count-distinct queries: we are interested in the number of elements n that can be reached
from a by means ofM, and not in the number of paths leading there.

Kostylev and Reutter [KR15] studied a version of MINCOUNT for conjunctive queries (CQs),
showing the problem is already coNP-hard for very simple ontologies. These lower bounds
were further refined by Bienvenu, Manière and Thomazo [BMT20] for what the call rooted CQs.
However, these classes of queries can not be rewritten into regular path expressions, because they
go beyond their expressive power. This opens up the possibility of polynomial algorithms for
MINCOUNT.

Regarding the unfeasibility of a rewriting procedure that reduces the problem we study to a query
over data, we remark that there may be other ways to relax the problem than discussed in this
chapter and obtain a rewriting, for example, Calvanese et al. [CCLR20] use weights to multiply
the counts of some elements in the data. It is open whether such a strategy can work in our case.
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CHAPTER 7
SHACL satisfiability via Description

Logics

In this chapter, we consider satisfiability under the supported model semantics. We build on
Description Logics (DLs), a well-known family of languages for Knowledge Representation
and Reasoning that offers decades of research in the fine-grained study of logical fragments and
the effect that the interaction between different shapes of subformulas has on the complexity of
reasoning. The close relationship between DLs and SHACL is well-known, and in this chapter, we
leverage it to paint a much finer boundary of SHACL fragments that have decidable satisfiability
problems, both over unrestricted graphs and over graphs with a finite domain. We note that this
connection to DLs works particularly well for the supported model semantics, as opposed to
the well-founded or stable model semantics. For the latter one, an EXPTIME complexity result
for satisfiability has been derived by comparing it to DL terminologies [DSŠ24], but for DL
terminologies much less complexity results are known. For the well-founded semantics, instead,
the connection to full hybrid µ-calculus will be insightful, which will be discussed in the next
chapter. For these reasons, we first focus on the supported model semantics only in this chapter.

That is, we revisit the connection to DLs and explain how to translate complexity results in both
ways. To emphasise this tight bond, we provide a DL inspired naming convention: we write
LS to denote the SHACL fragment similar to the DL L. Moreover, we add some lack of finite
model property results to the landscape: we show this for ALCS plus counting over regular path
expressions, which also provides an alternative undecidability proof; and, we show that adding
either eq(E, r) or disj(E, r) to ALCS also breaks the finite model property of ALCS .

7.1 SHACL Satisfiability

In this chapter we study the following reasoning problem, specifically for the supported model
semantics.

107



7. SHACL SATISFIABILITY VIA DESCRIPTION LOGICS

(Finite) document satisfiability: Given a SHACL document (C,G), decide whether there exists
a (finite) graph that satisfies (C,G) under S.

We also study the following property, which guarantees that finite and general version coincide:

Finite model property: Is it the case that, under S, every satisfiable SHACL document is finitely
satisfiable?

Clearly, having the finite model property extends to less expressive fragments, whereas the oppo-
site, not having the property, spreads to subsuming fragments. Similarly, for (finite) satisfiability,
membership of a complexity class spreads to less expressive fragments, and hardness to the more
expressive ones. In case a fragment has the finite model property, the membership results for
general satisfiability extend to the finite setting.

The above presented problems are not the only ones one might consider: in [PKMN20], also
another version of the document satisfiability problem is discussed: constraint satisfiability. This
corresponds to the satisfiability problem when the constraint set only consists of one constraint,
and only one target:

(Finite) constraint satisfiability Given a SHACL document (s ← φ, s(c)), decide whether
there exists a (finite) graph that satisfies (s← φ, s(c)) under S.

As already noted in [PKMN20], the constraint version of the problem trivially reduces to the
general version, which means upper bounds for complexity are preserved. We show here that for
recursive SHACL also the other reduction holds. First, we note that for satisfiability purposes, we
may restrict the form of the targets. Note that the following works construction works independent
of the precise (recursive) SHACL fragment considered.

Lemma 7.1. For each SHACL document (C,G) there exists a SHACL document (C′,G′) such
that G′ only consists of shape atoms, such that there exists an I that validates (C,G) iff there
exists a J that validates (C′,G′) under the supported model semantics.

Proof. Let R ⊆ NR be the set of all roles appearing in C. Let

C′ := C ∪ {ŝ←
⋁︂

r∈R∪R−

∀r.(ŝ ∧
⋀︂

(A,s)∈G
(¬A ∨ s) ∧

⋀︂
(r,s′)∈G

(¬∃r.⊤ ∨ s′)

for a fresh shape name ŝ and set

G′ := (G ∪ {(a, ŝ) | (a, s) ∈ G for some s ∈ NS}) \ {(ℓ, s) ∈ G ⊆ (NC ∪NR)×NS}.

The main idea is that ŝ traverses through all nodes connected to any individual appearing in a
target in G, and enforces that all of these nodes that are labelled with A also satisfy s for each
(A, s) ∈ G, and that all nodes that have an outgoing r edge also satisfy s′ for each (r, s′) ∈ G.
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So, if we assume there exists an interpretation I that validates (C,G), then I also validates
(C′,G′), simply by the shape assignment that adds ŝ(e) for all e ∈ ∆I . For the other direction,
assume there exists a J that validates (C′,G′). Let I be the interpretation that is obtained from
excluding all nodes not reachable by a path over R∪R− from an individual appearing in G. Then
I is validating (C,G): simply remove all shape atoms of the form ŝ(e) and all atoms s(e) such
that e ̸∈ ∆I . ♣

We can now use this result in the following reduction.

Proposition 7.2. In recursive SHACL, the problems of deciding document satisfiability and
constraint satisfiability are mutually reducible in polynomial time in |C|+ |G| under the supported
model semantics.

Proof. First of all, note that one reduction is trivial, and pointed out in [PKMN20]. Thus, this
proof focusses on how to reduce document satisfiability to constraint satisfiability. We use
‘φ↔ ψ′ as a shorthand for (φ→ ψ) ∧ (ψ → φ), and ‘φ→ ψ′ for ¬φ ∨ ψ.

Given a SHACL document (C,G), we assume that all targets in G are shape atoms (Lemma
7.1). We distinguish two cases: whether the SHACL fragment allows to use nominals in shape
expressions, or not.

In case it does not contains nominals, satisfiability of (C,G) is equivalent to satisfiability of all
(C,Gc), where Gc := {s(c) ∈ G}, for all c ∈ NI such that c appears in G. To see why this is
sufficient, note we can assume that the interpretations Ic validating each of the (C,Gc) have
mutually disjoint sets of domain elements, as there are no nominals in the fragment. Thus I,
defined as ∆I :=

⋃︁
c ∆Ic , AI :=

⋃︁
cA
Ic for all A ∈ NC and pI :=

⋃︁
c p
Ic for all p ∈ NR,

validates (C,G). The other direction is immediate.

Secondly, we can replace multiple targets using the same c by a single target s(c) for some fresh
shape name s, simply by adding s′ ←

⋀︁
s(c)∈G s to the set of constraints. That is, for every

interpretation I, we find I validates (C,Gc) iff I validates (C ∪ {s′ ←
⋀︁
s(c)∈G s, {s′(c)}).

The last step is to construct a single constraint that is implicitly firing the original constraints:
satisfiability of (C, {s(c)}) can be reduced to satisfiability of ({ŝ ← φ̂}, {ŝ(c)}), for a fresh
shape name ŝ, and φ̂ defined in the following way:

φ̂ := s ∧
⋁︂

r∈R∪R−

∀r.(ŝ ∧
⋀︂

s′←φ∈C
(s′ ↔ φ)),

where R ⊆ NR contains all roles appearing in any constraint in C. Note that this constraint
first of all ensures that s needs to hold at c. Moreover, all nodes connected to c need to satisfy⋀︁
s′←φ∈C(s′ ↔ φ). In particular s← φ ∈ C, for some φ. That is, c also needs to satisfy φ. For

every shape name occurring in φ, again
⋀︁
s′←φ∈C(s′ ↔ φ) ensures that also these shape names

satisfy the constraints collected in C. Thus, for every interpretation I , I validates C, {s(c)}) iff I
validates ({ŝ← φ̂}, {ŝ(c)}).
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Combining the result of these three stages provides the required result: for each SHACL document
(C,G), there exists a SHACL document (s← φ, s(c)) such that I validates (C,G) iff I validates
(s← φ, s(c)) under the supported model semantics.

In case it does contain nominals, the first stage of the previous construction is no longer sound.
Instead we can directly define a single constraint in the following way: satisfiability of (C,G),
such that G only contains shape atoms may be reduced to satisfiability of ({ŝ← φ̂}, {ŝ(c)}) for
ŝ a fresh shape name and some c ∈ NI , such that

φ̂ :=
⋀︂

s(c)∈G
∃p̂.(c ∧ s ∧ ŝ) ∧

⋁︂
r∈R∪R−

∀r.(ŝ
⋀︂

s←φ∈C
(s↔ φ)),

where R ⊆ NR contains all roles appearing in any constraint in C and p̂ ̸∈ R ∪R−.

In this reduction, the latter part remains the same to the previous reduction. That is, it safes all
constraints inside this single constraint and accesses the right φ whenever s needs to be satisfied.
The first half ensures that all individuals occurring in G are assigned their according shape names.
Thus, we find that for each interpretation I, we have that I validates (C,G) iff I ′ validates
({ŝ ← φ̂}, {ŝ(c)}), where I ′ is given by ∆I′ = ∆I ∪ {c}, p̂I = {(c, a) | s(a) ∈ G}. As
p̂ ̸∈ R ∪R−, meaning that this addition of p̂-pairs is always possible, we indeed find the required
result: for each SHACL document (C,G), there exists a SHACL document (s← φ, s(c)) such
that I validates (C,G) iff I ′ validates (s← φ, s(c)) under the supported model semantics. ♣

Names for fragments of SHACL. Let ALCS be the fragment of SHACL such that shape
expressions φ are of the form:

φ ::= s | A | ⊤ | ¬φ | φ ∧ φ | φ ∨ φ | ∃r.φ | ∀r.φ,

for r ∈ NR. Let ∃r.φ be a shorthand for ≥1 r.φ. Partly following the naming convention of
Description Logics, we identify the SHACL fragments in the way presented in Table 7.1. We
write LXS to denote the SHACL fragment by extending LS with the features described by
some X ⊆ {O, I,F ,N ,Q, E ,P}. With the superscript Le, we denote that the feature eq(r, r′),
for {r, r′} ⊆ NR is added to the fragment L. Similarly, Ld corresponds to adding the feature
disj(r, r′), also for {r, r′} ⊆ NR. In case the fragment L contains the letter I, {r, r′} ⊆ NR

Note that adding closed(R) does not increase the expressivity of ALCS , when considering
document satisfiability. Introducing ≥1E.φ does increase expressivity of ALCS in the supported
model semantics, but not in, among others, the least-fixed point semantics (Proposition 4.29).

Lemma 7.3. For each SHACL document (C,G) expressible in ALCS extended with expressions
of the form closed(R), there exists a constraint set C′ expressible in ALCS such that (C,G) is
(finitely) satisfiable iff (C′,G) is (finitely) satisfiable.

Proof. Since we are in the restricted context of document satisfiability, that is, roles not men-
tioned in the constraints are irrelevant, we may replace each occurrence of ‘closed(R)’ by
‘
d
r∈Rc ¬∃r.⊤’, where Rc := {r ∈ NR \R | r appears in C}, to construct C′. ♣
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Name Syntax Symbol
Nominals c O
Inverses r− I
Functionality ≤1 r.⊤ F
Unqualified number restriction ≥n r.⊤ N
Qualified number restriction ≥n r.φ Q
Unqualified regular path counting ≥nE.⊤ E
Qualified regular path counting ≥nE.φ P

Table 7.1: Fragments of SHACL following the DL naming convention, extended with counting over regular
paths.

7.2 SHACL to OWL and back again

Most of the results in this work are based on the tight connection between SHACL and DLs. In
this section, we look at their connection and provide a translation that explains how to translate
concepts expressible in ALCOIQ into SHACL constraints in the fragment ALCOIQS , and
vice versa. The purpose of this is twofold: first of all it makes all the complexity of satisfiability
algorithms and complexity results applicable to the SHACL setting, and moreover it makes joint
satisfiability of SHACL in presence of ontologies reducible to DL satisfiability too, as described
in the last part of this section.

Translation. First of all, we note that for all logics betweenALC andALCOIQ, given a TBox
T , it is possible to construct a TBox T ′ (in polynomial time in |T |) only containing axioms of the
form A ≡ C, for A ∈ NC , such that for all concepts B ∈ NC , we find that B is satisfiable w.r.t.
T iff B′ is satisfiable w.r.t. T ′, for some fresh B′ ∈ NC . That is, let T ′ be defined as follows

T ′ :={AC ≡
l

r∈R∪R−

∀r.(AC ⊓ C) | C ∈ X} ∪ {B′ ≡ B ⊓
l

C∈X
AC}

where R ⊆ NR contains all roles appearing in T , and X = {¬D ⊔D′ | D ⊑ D′ ∈ T }.

To see why the equivalence holds, first note that subsumptions like D ⊑ D′ are equivalent to
⊤ ≡ ¬D ⊔D′. By using the concepts AC these equivalences are spread through the graph to all
nodes that are reachable by any path over roles in R ∪R−. That is, let I ′ be a model of T ′ such
that some e ∈ BI′

. Let I be given by restricting the domain of I ′ to all nodes reachable by any
path over R ∪R− from e. As all these nodes must satisfy all AC it follows that I is a model of
T such that e ∈ BI . For the other direction, if I is any model of T , note that for all nodes of I,
it holds that ⊤ ≡ ¬D ⊔D′, for all D ⊑ D′ ∈ T , thus, it is immediate that every node can be
labelled with all of the AC .

That is, it will be sufficient to consider axioms of the form A ≡ C, for A ∈ NC \ {⊤}, such that
for each A ∈ NC , there is at most one concept C such that A ≡ C ∈ T (note this also follows
from the above construction). Recall we set s← φ ∈ C implies (s)I,S = (φ)I,S , which means
that this set up aligns well with the supported model semantics of recursive SHACL. In what
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f(c) := c g(c) := c
f(A) := sA g(A) := A, g(s) := As
f(⊤) := ⊤ g(⊤) := ⊤

f(¬C) := ¬f(C) g(¬φ) := ¬g(φ)
f(C ⊓ C ′) := f(C) ∧ f(C ′) g(φ ∧ φ′) := g(φ) ⊓ g(φ′)
f(C ⊔ C ′) := f(C) ∨ f(C ′) g(φ ∨ φ′) := g(φ) ⊔ g(φ′)
f(≥n r.C) := ≥n r.f(C) g(≥n r.φ) := ≥n r.g(φ)
f(∀r.C) := ∀r.f(C) g(∀r.φ) := ∀r.g(φ)

Figure 7.1: Translation functions mapping ALCOIQ concepts into ALCOIQS shape expressions, and
vice versa.

follows, we will define two translations and show that the problems of satisfiability in ALCOIQ
and inALCOIQS are mutually reducible, which lays the basis for extracting satisfiability results
from the rich DL literature in the rest of this chapter.

Let us define two translations: f , a function translating any ALCOIQ concept into a shape
expression, and g, a function in the opposite direction, translating any shape expression expressible
in ALCOIQS into an ALCOIQ concept. These functions are recursively defined in Table 7.1,
where sA ∈ NS is a fresh shape name introduced for every concept name A ∈ NC , and As is a
fresh concept name for each s ∈ NS . Note that fragments are preserved: an LS shape expression
translates into an L concept, and vice versa.

Proposition 7.4. Let L be any DL between ALC and ALCOIQ, then the problems of deciding
satisfiability in L and in LS are mutually reducible in polynomial time in size of the input TBox
resp. SHACL document.

Proof. In the following proof, we will consider the reductions for (the SHACL fragment corre-
sponding to) ALCOIQ. For the other fragments L, a simple induction suffices to see that L
concepts are translated into Ls constraints, and vice versa. Below, we will discuss the different
directions separately, and show how to reduce the problems.

For the first case, let T be an ALCOIQ TBox such that all axioms are of the form A ≡ C, and
such there exists at most one axiom of this form for each A ∈ NC (see discussion before this
proof). Let G = {sA(c) | c ∈ AI} and

C = {sA ← f(C) ∧A | A ≡ C ∈ T } ∪ {sA ← A | A ≡ C ̸∈ T }.

The idea here is twofold: first, we want to decorate every node that satisfies A with the shape
name sA, and secondly, we want to encode the axioms of the form A ≡ C. Note we only want
shape names to occur as heads of at most one constraint, leading to the above combination of
ideas. Then, I is a model of T such that AI ̸= ∅ iff I validates (C,G) under the supported
model semantics. For the direction from left to right, note that the shape assignment given by
{sA(c) | c ∈ AI} is a supported assignment containing all targets, which can be proven by
a straightforward induction that shows that for each I, c ∈ CI iff c validates f(C). For the
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other direction, the target set already enforces that {sA(c) | c ∈ AI} is contained in the shape
assignment, thus the same induction argument can be used to conclude the required.

For the second case, let (C,G) be any ALCOIQS SHACL document such that G only contains
shape atoms (Lemma 7.1). Let I be such that it validates (C,G) under the supported model
semantics. Let S be the shape assignment of C over the interpretation I containing all targets
in G. We define I ′ as follows ∆I = ∆I′

, for all A ∈ NC \ {As | s ∈ NS}, AI = AI
′

and for
all A ∈ {As | s ∈ NS}, AI

′
s = {c ∈ NI | s(c) ∈ S}. Furthermore, pI = pI

′
for all p ∈ NR.

Here, the idea is to store the shape assignment S in I ′ by using the concept names of the form
As. Then we find that I validates (C,G) iff I ′ is a model of {As ≡ g(φ) | s ← φ ∈ C}, such
that if s(c) ∈ G, then c ∈ AI′

s . With an induction on the construction of φ, we can show that
c ∈ g(φ)I′

iff c validates φ, which corresponds to s(c) ∈ S, for s← φ ∈ C. Thus, we find that c
validates φ iff c ∈ g(φ)I′

iff s(c) ∈ S iff c ∈ AI′
s , where the latter follows by definition of I ′.

This suffices to conclude this case and thus the both reductions. ♣

The main idea of this proof is that shape and concept names can be considered to be very similar,
namely as unary labels for individuals. However, this is specific to the setting of determining
(finite) satisfiability under the supported model semantics. To capture different semantics we need
other approaches, as is discussed in the next chapter. Also reasoning problems like validation work
differently: in that case there is a given interpretation, and the question is whether there exists a
shape assignment, whereas in satisfiability, the question is whether there exists an interpretation
over which there exists an assignment. The double ‘there exists’ makes this translation to DLs
possible.

Joint Satisfiability of SHACL and OWL. In light of the first half of this thesis, we also
consider the following reasoning problem, which is asking whether given SHACL documents are
satisfiable in presence of ontologies. That is, we are looking for interpretations that are models of
the given ontologies, and also validate the given SHACL documents.

(Finite) Joint Document Satisfiability: Given a SHACL document (C,G) and a set of axioms
T , decide whether there exists a (finite) interpretation I that satisfies (C,G) under S and is
a model of T .

Given the above presented translation, and equivalence of it follows that the complexity of
deciding (finite) joint satisfiability of SHACL under the supported model semantics in presence
of OWL corresponds to the complexity of deciding (finite) satisfiability in the least-expressive
description logic capturing the expressivity of both the translated SHACL fragment, as the OWL
fragment.

7.3 Inverses, Nominals and Counting

The following propositions are well-known results in the Description Logic community. These
results extend to our setting, as was observed in the previous section.
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Figure 7.2: Infinite grid that, after adding sf and sg as label to every node, shows satisfiability of s. The
red diagonal arrows denote the role d.

Proposition 7.5 (for instance [Rud11, LAHS05, BCM+03]). ALCIOS andALCOQS have the
finite model property, ALCIFS does not, under the supported model semantics.

Proposition 7.6 ([BCM+03, LST05], and their references). Deciding (finite) satisfiability in
ALCS ,ALCIOS ,ALCOQS , andALCIQS under the supported model semantics is EXPTIME-
complete.

Proposition 7.7. Deciding (finite) satisfiability in ALCOIFS and ALCOIQS under the sup-
ported model semantics is NEXPTIME-complete.

The lower bound for ALCOIFS follows from constructing a torus of finite size [Tob00]; the
upper bound from translating ALCOIQS into the two-variable fragment of first-order logic with
counting quantifiers C2 [Tob01], in which (finite) satisfiability is NEXPTIME-complete [Pra05].

Proposition 7.8. ALCES andALCPS do not have the finite model property under the supported
model semantics.

Proof. Consider the following constraints, with the target s(0, 0):

s← ∀u+. =1 r
+d.⊤ ∧ ∀(r ∪ u)∗.(sf ∧ sg)

sf ← =1u.⊤∧ =1 r.⊤∧ =1 (ru ∪ ur).⊤
sg ← ¬≥1 d.⊤ ∨ ∀u+.¬≥1 d.⊤

Here, =1 .φ is a shorthand for ≥1 .φ ∧ ≤1 .φ. Clearly, a way to satisfy the above constraints
is in a simple grid on the natural numbers with a diagonal, where s true in (0, 0) and sf and sg
validated everywhere. Here the interpretation of d is {(i, i), (i + 1, i + 1) | i ∈ N}, for u it is
{((i, j), (i, j + 1)) | {i, j} ⊆ N}, and for r the set {((i, j), (i+ 1, j)) | {i, j} ⊆ N}.

Assume for contradiction there exists a finite model. As sf must hold in s and every indi-
vidual reachable by u, there exists a0, . . . , ai such that a0 is reachable by u∗ from (0, 0) and
{(a0, a1), . . . , (ai−1, ai), (ai, a0)} is contained in the interpretation of u. Note that because of
having to validate =1 r.⊤∧ =1 (ru∪ur).⊤ in every individual reachable by r or u, it can be con-
cluded that the set of individuals {b0, . . . , bj} reachable by r from any individual in {a0, . . . , ai}
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ALCS

ALCQSALCOSALCIS

ALCOQSALCIQSALCIOS ALCIN/FS ALCON/FS

ALCPS ALCES

ALCN S ALCFS

ALCOIQS ALCOIN S ALCOIFS

Figure 7.3: Decidability and complexity of SHACL fragments under the supported model semantics.
Ellipse-shaped nodes denote (finite) satisfiability is decidable in EXPTIME (yellow border), or NEXPTIME
(green border). Squared-shaped nodes indicate satisfiability is undecidable. A yellow filling indicates
the presence of the finite model property, whereas a red filling stands for the lack of it. Arrows indicate
subsumption of fragments.

must also contain a loop in the interpretation of u. Clearly, this generalises to: every individual
reachable by r+ from any individual in {a0, . . . , ai} has a u+-path leading to itself. As every
individual appearing in a loop of u’s cannot have an outgoing d-edge, because of the constraint
sg ← ¬≥1 d.⊤ ∨ ∀u+.¬ ≥1 d.⊤, it follows that every individual reachable by r+ from any
individual in {a0, . . . , ai} cannot have an outgoing d-edge. As all individuals in {a0, . . . , ai}
are reachable by u+ from (0, 0), we cannot validate the first conjunct of s in (0, 0). This is the
contradiction which concludes the proof. ♣

Note the above proof produces a grid, which means only a few more rules need to be introduced
to reduce the undecidable domino problem [Ber66] toALCES . It is easy to check this is possible,
making the satisfiability problem undecidable. This result is already known for different sublogics
of ALCES , which is discussed in the remainder of this section.

More Fine-Grained Analysis. In the following, we will restrict the expressivity of the regular
expressions used in ≥n E.⊤ and ≥n E.φ. That is, with ALCN (X)S or ALCQ(X)S , for X
any combination of the role constructs ∗, ◦ and ∪, we denote the SHACL fragment allowing
regular expressions build from only the role constructs in X in number restrictions. That is,
ALCN (∗, ◦,∪)S = ALCES and ALCQ(∗, ◦,∪)S = ALCPS . We note that the translation
presented in Section 7.2 naturally extends to also capture ∗, ◦ and ∪ in the number restrictions.
Again, we can rely on the vast DL literature: the derived complexity results are the following.

Proposition 7.9. Satisfiability in ALCN (◦)S under the supported model semantics is EXPTIME-
complete.

This is a direct consequence of satisfiability in the description logic ALCN (◦) being decidable
in EXPTIME; decidability is shown in Theorem 5 of [BS96], and this algorithm is mentioned to
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Figure 7.4: Infinite grid that can be enforced in ALCN (∗,∪)S .

be in EXPTIME in the second to last paragraph of this paper. Slight extensions of this DL are
already undecidable, as is discussed in Section 3.1 of [BS99].

Proposition 7.10. Satisfiability in ALCN (∗,∪)S under the supported model semantics is unde-
cidable.

Proof. In this proof, we first show how to enforce the existence of a grid, as is inspired by grid
construction in the undecidability proof of unrestricted SHN in [HST00]. This suffices to proof
undecidability, as it is possible to encode a domino tiling problem over this grid in the standard
way, for instance like in [BS96].

That is, satisfiability of sA(c) corresponds to existence of a grid, where the constraints are defined
as follows.

sA ← ¬sB ∧ ¬sC ∧ ¬sD ∧ ∃u.sB ∧ ∃x.sC ∧ ≤3 (u ∪ x)∗.⊤
sB ← ¬sA ∧ ¬sC ∧ ¬sD ∧ ∃v.sA ∧ ∃x.sD ∧ ≤3 (v ∪ x)∗.⊤
sC ← ¬sA ∧ ¬sB ∧ ¬sD ∧ ∃u.sD ∧ ∃y.sA ∧ ≤3 (u ∪ y)∗.⊤
sD ← ¬sA ∧ ¬sB ∧ ¬sC ∧ ∃v.sC ∧ ∃y.sB ∧ ≤3 (v ∪ y)∗.⊤

The visualisation of the grid enforced by these constraints can be found in Figure 7.4. First, note
that the shape names sA, sB , sC and sD are mutually excluding each other. Secondly, each of
them needs exactly two neighbours via specific edges: u and v for the vertical ones, and x and
y for the horizontal edges, such that they alternate as is depicted in the figure. This alternation
means that any of the (p ∪ q)∗ makes exactly the nodes (x1, y), (x, y1) and (x1, y1) reachable
from (x, y). That is, if the node reachable by p ◦ q would not be merged with the node reachable
by q ◦ p, more than 3 nodes would be reachable. Because of the 4 different shapes names that
are excluding each other, this is the only option. Thus, satisfiability in ALCN (∗,∪)S under the
supported model semantics can be reduced to existence of a tiling over an infinite grid, which
concludes this proof. ♣

Deciding (finite) satisfiability in ALCQ(∪)S under the supported model semantics is EXPTIME-
complete. This result is subsumed by Proposition 7.13 in the next section.
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7.4 Equality and Disjointness

Recall we introduced the superscripts Ld and Le to denote the addition of the features disj(r, r′)
and eq(r, r′), respectively. Following the naming convention introduced in the previous section,
for X any combination of the role constructs ∗, ◦ and ∪, let L(X)d , resp. L(X)e, be the SHACL
fragment allowing regular expressions build from only the role constructs in X in the disjointness,
resp. equality feature, and in number restrictions, in case N or Q is contained in L. That is,
recursive SHACL as introduced in the preliminaries, and for satisfiability purposes, corresponds
to ALCOIQ (∗, ◦,∪)d,e

S .

We start with a positive result: adding disjointness does not increase complexity, although the
finite model property is easily lost.

Proposition 7.11. Deciding satisfiability in ALCI(∗, ◦,∪)d
S under the supported model seman-

tics is EXPTIME-complete, and this fragment does not have the finite model property. In fact,
ALC(∗, ◦)d

S already lacks this property.

Proof. We note that this fragment can be expressed in PDL with intersection, for which satisfia-
bility is EXPTIME-complete when the nesting depth of intersection can be bounded (Theorem 4.8
in [GLL09]). To see this, note that disj(E, r) is equivalent to the expression ∀(E ∩ r).⊥, which
states that for all nodes reachable by both E as r, ⊥ must hold, or in other words: there are no
nodes reachable by both E and r. As the amount of nestings of ‘∩’ in this expression is bounded
by 1, the tighter upper bound of EXPTIME can indeed be derived.

For the lack of finite model property, consider the following shapes graph (C,G):

C = {s← disj(rr+, r) ∧ ∃r.s}

and set G = {s(a)}. Clearly, the infinite chain of r’s, in which every individual is labelled with
an s is an infinite model. In fact, it must be possible to homomorphically map this chain into any
interpretation that validates (C,G). As disj(rr+, r) has to be true in each individual on the chain,
it suffices to check that each approach to loop this chain breaks the disjointness. ♣

Even though equality and disjointness might appear to be duals, this belief is quickly crashed:
equality is much harder and easily leads to undecidability.

Proposition 7.12. Deciding satisfiability in ALC(◦)e
S under the supported model semantics is

undecidable and ALC(∗, ◦)e
S does not have the finite model property.

Proof. The undecidability result directly follows from the undecidability results for Description
Logics with role value maps [Sch89], as those directly allow to express role axioms of the form
r0 ◦ . . . ◦ rn = r. Alternatively, an easy way to also see why the equality feature leads to
undecidability is the following constraint set, which encodes a grid.

s← eq(ur, d) ∧ eq(ru, d) ∧ ∃r.s ∧ ∃u.s ∧ ∀r.s ∧ ∀u.s
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For the lack of finite model property, consider the following SHACL document (C,G):

C = {s← eq(r∗, t) ∧ ¬eq(r+, t) ∧ ∃r.s},

and set G = {s(a)}. Clearly, the infinite chain of r’s, with t the reflexive and transitive closure
of r, in which every individual is labelled with an s is an infinite model. In fact, it must be
possible to homomorphically map this chain into any interpretation that validates (C,G). As
eq(r∗, t) ∧ ¬eq(r+, t) has to be true in each individual on the chain, it suffices to check that each
approach to loop this chain breaks successful validation. ♣

It looks much better when solely allowing ‘∪’ in the equality and disjointness axioms: (finite)
satisfiability inALC(∪)d,e

S is EXPTIME-complete. In fact, this holds for much stronger fragments.

Proposition 7.13. Deciding satisfiability in ALCIQ(∪)d,e
S , and (finite) satisfiability in the

fragmentsALCOQ(∪)d,e
S andALCIO(∪)d,e

S under the supported model semantics is EXPTIME-
complete, and the latter two fragments have the finite model property.

Proof. Note that forR a union of roles, eq(R, r) may be reduced to ∀((R\r)∪(r\R)).⊥, where
E \E′ := EI \E′I , and disj(R, r) to ∀(R∩ r).⊥. Thus, in case only ‘∪’ is allowed, the equality
and disjointness features can be reduced to simple roles expressible in the description logics
ZIQ, ZOQ, resp. ZOI, which are the description logics ALCIQ, ALCOQ, resp. ALCIO
extended with regular expressions over roles, Boolean role expressions and inclusion axioms,
and concepts of the form ∃S.Self , where S is built by taking any combination of disjunctions,
conjunctions and/or set difference over NR. For all these logics, satisfiability is known to be
decidable in EXPTIME [CEO09]. Furthermore, ZOQ, and ZOI have the finite model property
[BK22]. ♣

We note that the results described in this chapter do not provide a complete picture of all known
decidability results in the DL setting.

7.5 Conclusion

We looked at the tight connection between Description Logics and SHACL. In this way, we
derived many new complexity results for deciding (finite) satisfiability in SHACL. Specifically,
for the general satisfiability problem the picture looks quite complete: as far as we know, only
some small fragments remain unclear, like ALC(∗,∪)e

S , or ALC(∗)d,e
S . However, when looking

at finite satisfiability, the status is quite the opposite: a lot of work remains to be done. Specifically
in the setting of SHACL, one of the standard tools for managing concrete data sets, the latter case
is of uttermost importance.

Another direction for future work is to look at different semantics: in this chapter, we considered
(finite) satisfiability under the supported model semantics. However, there are more possibilities
to consider: for instance the stable-model, or well-founded semantics. The latter one will be
discussed in the next chapter.
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7.6 Related Work

Several insights into the working of SHACL have been achieved by examining its tight connection
to Description Logics (DLs) [LSR+20, BJVdB22b, Ort23, DSŠ24]. Specific to this chapter is
extracting the results for satisfiability under the supported model semantics. Of these papers, only
Leinberger et al. provide a concrete translation which they use to derive decidability results for
containment of single constraints. However, as is pointed out by Bogaerts et al. [BJVdB22b], there
are some issues with their translation. Bogaerts et al. [BJVdB22b] and Ortiz [Ort23] focussed on
the similarities between SHACL and DLs, but did not provided any concrete translations. Finally,
Di Stefano and Šimkus mainly wrote about description logic terminologies, and only described
what their results mean for satisfiability of SHACL under the stable model semantics.

It was already known that satisfiability testing for full expressive SHACL is undecidable under the
supported model semantics [PKM22]. Pareti et al. [PKM22] also provide some positive results
for satisfiability testing of recursive SHACL constraints under the supported model semantics
via a translation into decidable fragments of first-order logic. This picture has been extended
extensively in this chapter, and none of the results follows from theirs. A tool for testing SHACL
satisfiability based on this translation into a decidable fragment of first-order logic is presented
by Pareti [Par24].
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CHAPTER 8
Static Analysis: Well-Founded

Validation

In the previous chapter, we discussed deciding satisfiability under the supported model semantics.
However, there are many more interesting static analysis problems, for example implication
(a.k.a. containment), and in this chapter we continue the study of these static analysis services.

The task that was the topic of the previous chapter, satisfiability, asks the question to decide
whether a given SHACL document is consistent, i.e., whether it validates in at least one data
graph. This can be used to test whether different SHACL documents are compatible: it rules out
combinations of contradicting constraints.

Providing procedures for deciding satisfiability is also dependent on the semantics considered:
deciding whether there exists a validating stable model shape assignment is not the same as
deciding the existence of any validating shape assignment. Note however that procedures deciding
satisfiability under the supported model semantics provide a bound on the same problem for
different semantics: if there is not any shape assignment possible validating the targets, then also
not a minimised one as required for the stable model or well-founded semantics.

In this chapter, we will also consider implication. This task asks to decide whether all graphs that
validate one document must necessarily also validate another document. This can be helpful when
simplifying sets of constraints: it makes it possible to compare which graphs would be validated.
Also note that checking implications in both directions allows to decide whether two SHACL
documents are equivalent. In general, these services are a stepping stone towards automated
transformations and optimisation of SHACL documents.

Naturally, the choice of semantics also matters for deciding implication. In fact, we will first
present some undecidability results for deciding implication in SHACL under the stable- and
supported model semantics. Afterwards, we move our focus to the well-founded semantics: we
uncover its connection to the full hybrid µ-calculus, and derive various complexity results based
on this insight.
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8.1 Fragment and Normal Form

In this chapter, we will consider shape expressions φ that are build using the following grammar:

φ ::= s | c | A | ¬s | φ ∧ φ | φ ∨ φ | ∀r.φ | ∃r.φ,

where s ∈ NS , c ∈ NI , A ∈ NC , and r ∈ NR. Recall the SHACL naming convention introduced
in Section 7.1. That is, we will refer to this fragment as ALCIOS . If in the above fragment,
r is restricted to NR, that is, we can only access roles in one direction, we are in the fragment
ALCOS . If, on the other hand, the fragment does not use any c ∈ NI , we are in ALCIS . If both
restrictions apply, this is referred to as ALCS .

Normal Form. To simplify presentation, we will mostly focus on SHACL constraints in which
there is no nesting of constructors. Specifically, we focus on constraints that have one of the
following forms:

s← A s← a s← ¬s′ s← ∃r.s′

s← ∀r.s′ s← s′ ∧ s′′ s← s′ ∨ s′′

where A ∈ NC a ∈ NI , r ∈ NR, and {s, s′, s′′} ⊆ NS . For all semantics we consider,
transforming an arbitrary SHACL document into one where all constraints are in normal form
while preserving validation is straightforward. Intuitively, this is because whenever a complex
subformula ψ occurs in a shape constraint s← φ, we can simply replace ψ in φ by a fresh shape
name s′ and add s′ ← ψ to the constraint collection.

8.2 Static Analysis of SHACL Specifications

In this chapter we extend the type of reasoning problems studied compared to Chapter 7. More
precisely, we study the following decision problems for the different semantics S, where S ranges
over the least-fixed point, supported model, stable model and well-founded semantics. Note that
the first two coincide exactly with the problems studied in the previous chapter.

(Finite) document satisfiability: Given a SHACL document (C,G), decide whether there exists
a (finite) graph that satisfies (C,G) under S.

Finite model property: Is it the case that, under S, every satisfiable SHACL document is finitely
satisfiable?

(Finite) document implication: Given two SHACL documents (C1,G1) and (C2,G2), decide
whether every (finite) graph that satisfies (C1,G1) under S also satisfies (C2,G2).

We also consider the special cases where we target for validation of one specific shape name.
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Figure 8.1: Infinite grid that, after adding s as label to every node, shows undecidability of shape
implication w.r.t. constraints under the supported model semantics. The grey dashed arrows indicate the
extension of the role l.

(Finite) shape satisfiability w.r.t. constraints: Given a set of constraints C and a shape name s,
decide whether there exists a (finite) graph that satisfies (C, s) under S.

(Finite) shape implication w.r.t. constraints: Given shape constraints C1 and C2 an d shape
names s1 and s2, decide whether every node that satisfies (C1, s1) under S in a graph G
also satisfies (C2, s2).

First, we recall that considering SHACL in normal form does not affect the above reasoning tasks,
as this is a direct consequence of Proposition 4.29.

As we saw in the previous chapter, document satisfiability under the supported model seman-
tics, or equivalently, shape satisfiability w.r.t. constraints, is comparable to satisfiability in the
corresponding DL fragment. However, where in DLs, containment and satisfiability are mutually
reducible, this is here not the case, as the following theorem illustrates.

The main intuition here is that implication requires another layer of quantification; whereas satisfi-
ability problems only search for existence of a model and a shape assignment, for implication, the
question is whether there exists a graph that has a validating shape assignment for the first SHACL
document, however, for all shape assignments of the shape names of the second document, we
find non-validation.

Theorem 8.1. Shape implication w.r.t. constraints for (stratified)ALCIOS is undecidable, under
the supported model semantics.

Proof. We prove this by reducing the tiling problem to our setting, a well-known undecidable
problem [Ber66]. A tiling problem (D,U,R) asks whether it is possible to decorate a grid with a
tiling, such that these tiles are mutually excluding each other and have specific requirements for
which domino tiles they can observe to the right and above. Formally, the tiling problem asks
whether it is possible to provide a function t : N× N→ D, for D ⊆ NS such that if t(x, y) = d,
t(x, y + 1) = du and t(x+ 1, y) = dr, then du ∈ U(d) and dr ∈ R(d).
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First, we assume (without loss of generality) that N× N ⊆ NI . Now, let

C = {s1 ← (0, 0) ∧ s, s← ∃l.(0, 0) ∧ ∃u.s ∧ ∃r.s ∧
⋁︂
d∈D

d ∧ ¬s⊥} ∪ Ctiles ∪ Cerror ,

where Ctiles contains the constraints ensuring the correct horizontal and vertical relations between
the tiles: d ← ∃u.

⋁︁
d′∈U(d) d

′ ∧ ∃r.
⋁︁
d′′∈R(d) d

′′, for each d ∈ D. Moreover, the error shape
s⊥ is assigned in case two or more tiles are assigned to the same constant: Cerror = {s⊥ ←⋁︁
{d,d′}∈D,d̸=d′ d ∧ d′}. Moreover, we let

C′ = {sa ← sa, sb ← sb, s
′ ← (0, 0)∧∃l−.(∃r.∃u.sa∧∃u.∃r.sb)∧∀l−.(sa∨sb∧¬(sa∧sb))}.

Claim 8.2. There exists an interpretation I such that I validates (C, s1) and not (C′, s′) iff there
exists a tiling (D,U,R).

(⇐). Let I be given by ∆I = N × N, rI = {((x, y), (x + 1, y)) | {x, y} ⊆ N}, uI =
{((x, y), (x, y + 1)) | {x, y} ⊆ N} and lI = {((x, y), (0, 0)) | {x, y} ⊆ N}. The shape
assignment S = {s1((0, 0))} ∪ {s((x, y)) | {x, y} ⊆ N} ∪ {d((x, y)) | t((x, y)) = d} shows
that under the supported model semantics we find that I validates (C, s1). Note that because I is
a grid, it is not possible to assign s′ to (0, 0): sa and sb are disjoint and for every (x, y) the paths
ru and ur lead to the same node: (x+ 1, y + 1). Thus, I does not validate (C′, s′).

(⇒). Let I be such that I validates (C, s1) and not (C′, s′). Without loss of generality, we assume
that all nodes are reachable by a path over u and r from (0, 0). Below, we will derive that I must
have a grid structure, that is: for each node, the set of nodes reachable by ru coincides with the
set of nodes reachable by ur, and is not empty.

First, note that to satisfy (C, s1) it must be possible to map an infinite binary tree (with u and r
edges) into I , with every node being connected via l to the root (0, 0). As I does not validate I ′,
this means it is not possible to find a shape assignment of sa, sb and s′ such that s′(c) is contained
for at least one c ∈ ∆I . As we know (0, 0) ∈ ∆I , this means that I does not validate I ′ iff (0, 0)
does not validate s′.

So, let us take a closer look at the constraint. It is a conjunction of 3 parts: (i) (0, 0), (ii)
∃l−.(∃r.∃u.sa ∧ ∃u.∃r.sb) and (iii) ∀l−.(sa ∨ sb ∧ ¬(sa ∧ sb))}. Clearly, part (i) cannot be the
part that is causing non-validation, and the same holds for part (iii): this is expressing that for
all nodes in the graph (as they are all reachable by l−), either sa or sb holds, but not both. Note
that sa ← sa and sb ← sb can be assigned to any node on any graph under the supported model
semantics.

Thus, it must be part (ii) that is causing the non-validation. We claim that part (ii) can only be not
validated in case for all nodes we find that the set of nodes reachable by ur coincides with ru and
is not empty. Indeed: if there exists a node such that this is not the case, it is possible to find both
an ∃u.∃r.sa and an ∃r.∃u.sb successor, meaning that part (ii) is validated.

So, we can assume that it is possible to map a grid structure to I such that every node is assigned
a tile d ∈ D (I validates (C, s1)). Simply translating the tiles on this grid to a function t suffices
to conclude there exists a tiling for (D,U,R). ♣
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Note that it also follows from this proof that there exists a finite I such that I validates (C, s1)
and not (C′, s′) iff it is possible to find a recurring tiling (D,U,R). That is, the problem remains
undecidable in the finite setting.

The problem remains undecidable even if we require the set of constraints to be the same in
both documents: in the proof, we can replace both C and C′ by their union. Not surprisingly, the
undecidability applies also to the stable semantics, but only in the non-stratified setting.

Theorem 8.3. Shape implication w.r.t. constraints for ALCIOS is undecidable, under the stable
model semantics.

Proof Sketch. To see this, simply update C′ to C′ = {sa ← ¬sb, sb ← ¬sa, s′ ← ∃l−.(∃r∃u.sa∧
∃u.∃r.sb)}, compared to the previous proof. Here, we use the non-stratifiedness of C′ to enforce
the choice of an sa or sb label. The rest of the proof works in the same way. ♣

We shift our attention to SHACL containment under the well-founded semantics in the rest of
this chapter, and find we can recover decidability of containment. We note it will sometimes be
convenient to treat satisfiability as a special case of containment.

Proposition 8.4. A document (C,G) in ALCIOS is (finitely) satisfiable under S iff (C,G) does
not (finitely) imply (∅, ∅) under S.

8.3 Full Hybrid µ-calculus

We first provide some preliminary definitions for the full hybrid µ-calculus,1 as we will translate
SHACL documents into µ-calculus formulas in the rest of this chapter. Let NV be a set of
variables, disjoint from NI , NC and NR. Then, a full hybrid µ-calculus formula is given by

Φ ::= A | ¬A | a | ¬a | X | Φ ∧ Φ | Φ ∨ Φ | [r]Φ | ⟨r⟩ | µX.Φ | νX.Φ,

for A ∈ NC , a ∈ NI , X ∈ NV , r ∈ NR. Let ⊤ := A ∨ ¬A for a A ∈ NC , and use ‘⊥’ as a
shorthand for ¬⊤.

The set of subformulas is defined recursively by setting sub(C) := {C} and sub(¬C) :=
{¬C} for each C ∈ NI ∪ NC ∪ NV , sub(Φ ∗ Φ′) := {Φ ∗ Φ′} ∪ sub(Φ) ∪ sub(Φ′), for
each ∗ ∈ {∧,∨}, sub(@Φ) := {@Φ} ∪ sub(Φ) for each @ ∈ {⟨r⟩, [r] | r ∈ NR}, and
sub(σX.Φ) := {σX.Φ} ∪ sub(Φ), for σ ∈ {µ, ν}. We say Ψ appears or is contained in Φ is
Ψ ∈ sub(Φ).

A variable X ∈ NV is a free variable if X appears outside of the scope of a fixed point operator
σX , for σ ∈ {µ, ν}. A formula is called closed if it contains no free variables.

Given an data graph I, the semantics ||Φ||GV ⊆ ∆I of a closed formula Φ is defined as in Figure
8.2. This is exactly the standard Kripke semantics for modal logics, with the addition of fixed point
variables needed to compute the fixed points. Here, V : NV → P(∆G) is the function that keeps

1µ-calculus with inverse programs and nominals; we follow the naming convention of [BLMV08].
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||Φ ∧ ψ||IV := ||Φ||IV ∩ ||ψ||IV ||A||IV := AI

||Φ ∨ ψ||IV := ||Φ||IV ∪ ||ψ||IV ||¬A||IV := ∆I \AI

||[r]Φ||IV := {e ∈ ∆I | if (e, e′) ∈ rI , then e′ ∈ ||Φ||IV } ||a||IV := aI

||⟨r⟩Φ||IV := {e ∈ ∆I | exists e′ s.t. (e, e′) ∈ rI , e′ ∈ ||Φ||IV } ||¬a||IV := ∆I \ aI

||µX.Φ||IV :=
⋂︂
{U ⊆ ∆I : ||Φ||V [X→U ] ⊆ U} ||X||IV := V (X)

||νX.Φ||IV :=
⋃︂
{U ⊆ ∆I : U ⊆ ||Φ||V [X→U ]}

Figure 8.2: Semantics of µ-calculus formulas.

cln(Φ ∧ Φ′) := cln(Φ) ∧ cln(Φ′)
cln(Φ ∨ Φ′) := cln(Φ) ∨ cln(Φ′)

cln(⟨r⟩Φ) := ⟨r⟩cln(Φ) cln(A) := A

cln([r]Φ) := [r]cln(Φ) cln(a) := a

cln(¬Φ) := ¬cln(Φ) cln(X) := X

cln(σX.Φ) :=
{︄

cln(Φ) if X ∈ sub(Φ)
σX.cln(Φ) if X ̸∈ sub(Φ)

Figure 8.3: Cleaning function.

track of those variables, and maps each variableX to a set of nodes. During evaluation, we denote
updates of the function V as follows: V [X → U ](X) := U , and V [X → U ](X) := V (Y ) for
X ̸= Y .

For a closed formula Φ, we may use I, c |= Φ as a shorthand for c ∈ ||Φ||IV , for V (X) = {}
for all X ∈ NV . Note that because each variable X always occurs in the scope of a fixed point
operator σX in a closed formula, it is unnecessary to provide a concrete valuation function V .

Although unusual, we allow fixed point operators σX.Ψ such that X is not contained in Ψ. We
call a formula clean if there do not appear such fixed point operators in the formula. Note that if
X is not contained in Ψ, removing or adding σX does not influence the semantics of the formula.
That is, every formula can be cleaned, as defined recursively by the function cln, given in Figure
8.3, with the main advantage of improving the readability of the formula. Although we clean the
formulas in the translation presented in the next section, we do make use of functions that are not
clean when proving the correctness of this translation.

Proposition 8.5. For each fully hybrid µ-calculus formula, and each data graph I and node
c ∈ NI , we find

I, c |= Φ iff I, c |= cln(Φ).
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A well-known classical result is that fixed points can be calculated by iteratively updating the
valuation for X with the result of the previous approximation (see, e.g. Arnold and Niwinksi
[AN01]). That is, the (non-transfinite version of the) approximations of the least and greatest
fixed point are given by

||µ0X.Φ||IV := ∅,
||µα+1X.Φ||IV := ||Φ||IV [X ↦→||µαX.Φ||IV ]

||µωX.Φ||IV :=
⋃︂
α<ω

||µαX.Φ||IV ,

and

||ν0X.Φ||IV := ∆G ,
||να+1X.Φ||IV := ||Φ||IV [X ↦→||ναX.Φ||IV ],

||νωX.Φ||IV :=
⋂︂
α<ω

||ναX.Φ||IV .

These approximations lead to the following infinite increasing resp. decreasing chains

||µ0X.Φ||IV ⊆ ||µ1X.Φ||IV ⊆ . . . ⊆ ||µαX.Φ||IV ⊆ . . .
||ν0X.Φ||IV ⊇ ||ν1X.Φ||IV ⊇ . . . ⊇ ||ναX.Φ||IV ⊇ . . .

Since we only consider graphs with countably many nodes, we can assume |∆I | ≤ ω. Thus, we
can conclude the following.

Proposition 8.6. For all full hybrid µ-calculus formulas σX.Φ, and interpretation I such that
∆I ≤ ω, we find

||σωX.Φ||IV = ||σX.Φ||IV .

8.4 Translating SHACL into µ-calculus

In this section we continue with the actual translation of a SHACL document under the well-
founded semantics into full hybrid µ-calculus. More precisely, the goal of this section is to
provide a translation that takes as input a SHACL specification C and target shape name s and
produces a µ calculus formula ΦC,s such that, for every graph I, the nodes that validate s with
respect to C are exactly the nodes that satisfy ΦC,s.

The translation is described in Figure 8.4 and uses two mutually recursive functions tr+
S,C

and tr−S,C . The desired ΦC,s will be the (cleaned version of) tr+
∅,C(s). Recall that the well-

founded model is defined as the least fixed point of the operator WA,C in (3.1); it is thus not
surprising that tr+

∅,C(s) takes the form of a least fixed point µXφ. The positive part tr+
S,C will

mimic the derivation of the positive atoms that are introduced by TA,C(S) during the well-
founded model computation, while the tr−S,C part will be the counterpart of the negative atoms
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tr+
S,C(s ∧ s′) := tr+

S,C(s) ∧ tr+
S,C(s′) tr−

S,C(s ∧ s′) := tr−
S,C(s) ∨ tr−

S,C(s′)
tr+

S,C(s ∨ s′) := tr+
S,C(s) ∨ tr+

S,C(s′) tr−
S,C(s ∨ s′) := tr−

S,C(s) ∧ tr−
S,C(s′)

tr+
S,C(∃r.s) := ⟨r⟩tr+

S,C(s) tr−
S,C(∃r.s) := [r]tr−

S,C(s)
tr+

S,C(∀r.s) := [r]tr+
S,C(s) tr−

S,C(∀r.s) := ⟨r⟩tr−
S,C(s)

tr+
S,C(A) := A tr−

S,C(A) := ¬A
tr+

S,C(a) := a tr−
S,C(a) := ¬a

tr+
S,C(¬s) := tr−

S,C(s) tr−
S,C(¬s) := tr+

pos(S),C(s)

tr+
S,C(s) :=

{︄
Xs if s ∈ S
µXs.tr+

S∪{s},C(C(s)) if s ̸∈ S
tr−

S,C(s) :=
{︄
Xs̄ if s̄ ∈ S
νXs̄.tr−

S∪{s̄},C(C(s)) if s̄ ̸∈ S

Figure 8.4: Translation functions, with emphasis on the negated translation of a negation, tr+
S,C(¬s): the

well-founded semantics does not treat positive and negative information equally, which is captured by only
keeping the positive shape names in the set S: pos(S) := S \ {s̄ ∈ S}.

added by ¬.UA,C(S). It is this second part that is more interesting. Recall that UA,C(S) is the
greatest unfounded set, that is, the largest set of atoms that do not break a certain condition
(c ̸∈ ⌈C(s)⌉AS∪¬.U for all s(c) ∈ U ). This seems to naturally correspond to a greatest fixed point,
but we need a bit more than just a ν: note that when deciding whether b ∈ ⌈s⌉GS∪¬.U , we do not
just check whether ¬s(b) ̸∈ ¬.U , but also whether ¬s(b) ̸∈ S, that is, the extension of the set
is affected not only by the set U that is being computed as a greatest fixed point, but also by
the set S that are computed by the least fixed point corresponding to WA,C(S). Therefore, our
translation produces a formula with limited alternation: it takes the form µX.φ(X), where φ(X)
may contain subformulas of the form νY.ψ(X,Y ). There are, however, no fixed points nested
within greatest fixed points: observe that the subscript S is changed to pos(S) when we move to
the negative part tr+

S,C of the translation.

In the following example, we illustrate that this limited alternation is needed, as the alternation-
free µ-calculus is not expressive enough to capture the well-founded semantics.

Example 8.7. Recall the constraints C = {s← A∨∃p.¬t, t← ¬s∨∃r.t} discussed in Example
3.7. Then

tr+
∅,C(s) = µXs.(A ∨ ⟨p⟩(νXt̄.(Xs ∧ [r]Xt̄))).

Note that if we evaluate tr+
∅,C(s) over the following structure I1

p
r

0
p

r

1
p

r

2
p

r

3
p

r

4
p

r

5
A

6

we find ||tr+
∅,C(s)||

I1
V = {0, . . . , 6}.
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To see this is a formula expressing a property not expressible in alternation free µ-calculus, note
that we also find 0 ∈ ||tr+

∅,C(s)||
I2
V for the following (infinite) structure I2.

rA

1
rA

2
rA

3
rA

4
rA

5
p

. . .
0

A

6

When considering the alternating tree automaton (see Section 8.5) corresponding to this formula,
note that we need both the parities 0 and 1 to accommodate that the state corresponding to
µXs is observed infinitely deep in the accepted run tree, however, at most finitely many times on
the same branch. Alternating tree automata that use both the parities 0 and 1 fall into the Σ2
fragment of the hierarchy for alternating tree automata as described in [Alb01]. Here, it is also
shown that the µ-calculus fragment that exactly captures this fragment is strictly more expressive
than the alternating free µ-calculus. ♡

Note that the constraint definitions that are not reachable from a target are irrelevant to its
validation, and hence to test s we can just use Cs, defined in the following way.

Definition 8.8. Given a constraint set C, let clC(s), the closure of a shape name s w.r.t. C, be
defined as the smallest set of shape names s′ ∈ NS such that s ∈ clC(s), and furthermore, if
s′ ∈ clC(s) and s′ ← φ ∈ C such that s′′ ∈ sub(φ), then s′′ ∈ clC(s). Let the restriction of a
constraint set C to a shape name s be the following constraint set:

Cs := {s′ ← φ ∈ C | s′ ∈ clC(s)}.

We call these constraints reachable from s.

Recall that also s′ ∈ sub(¬s′). Thus, the following must hold.

Lemma 8.9. For each constraint set C and interpretation I, we have I validates (C, s(a)) iff I
validates (Cs, s(a)).

Without loss of generality, the proofs below assume that all constraints in C are reachable from
s. We first establish an assisting lemma on the structure of the constructed modal µ-calculus
formulas.

Lemma 8.10. Given νX.φ ∈ sub(tr+
∅,C(s)) such that X ∈ sub(φ), then there is no µX.ψ ∈

sub(νX.φ) such that X ∈ sub(ψ).

Proof Sketch. Assuming the contrary quickly leads to the conclusion that in that case X would
not have been introduced; only the positive shape names remain in the rule tr−S,C(¬s) :=
tr+

pos(S),C(s). ♣
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Given an interpretation I , let atomsI be a (partial) function that maps (approximations of) modal
mu-calculus formulas to sets of atoms, defined in the following way

atomsI(µiXs.φ) := {s(a) | a ∈ ||µiXs.φ||IV }
∪ {s′(a) | µXs′ .ψ ∈ sub(φ), a ∈ ||µXs′ .ψ||IV }
∪ {¬s′(a) | νXs̄′ .ψ ∈ sub(φ), a ∈ ||νXs̄′ .ψ||IV }.

We use the notation Sj as a shorthand for W ↑jI,C(∅), whenever I and C are understood from the
context.

In what follows, we first prove two propositions that will form the building blocks for the final
proof of correctness of the presented translation. The main idea is that if we can prove that for
each step in the least fixed point computations on both sides, the result will be included at some
point on the other side too, this suffices; both are least fixed point computations, meaning that at
some point a fixed point is reached. This is a way to handle the fact that the cycles on both sides
in which new information is added have their own speed and do not per se align. Here on the
one side there is the direct consequence operator defining the well-founded semantics, and on the
other side the approximation functions for the modal µ-calculus. In the following we carefully
consider new facts derived by approximating the least fixed points one step further, and explore
how the same derivation is handled on the other side.

Proposition 8.11. For each constraint set C inALCIOS , each shape name s, each interpretation
I and each natural number i, if t′(b) ∈ W ↑iI,Cs

(∅), for t′ = s′, or t′ = ¬s′, then there exists a j
such that t′(b) ∈ atomsI(µjXs.φ), for µXs.φ = tr+

∅,C(s).

Proof. Note that because we consider Cs, we know there exists a subformula of the form
{µXs′′ .ψ, νXs̄′′ .ψ} ∩ sub(tr+

∅,C(s)) ̸= ∅ for each s′′ ← φ ∈ Cs. Moreover, as the function
tr+
∅,C is alternating between the positive (only introducing subformulas of the form µX.ψ) and

negative version, tr−S,C (only introducing νX.ψ-subformulas) exactly when some s← ¬s′ shows
up, we must also conclude that if s′′(b) ∈ Si for some i, there must be µXs′′ .ψ ∈ sub(tr+

∅,C(s)),
and similarly with νXs̄′′ for ¬s′′(b) ∈ Si. We prove this proposition by induction on i. For the
induction basis, note W ↑0I,Cs

(∅) = S0 = ∅. For the induction step, assume there exists some
t(b) ∈ Si \ Si−1. We distinguish two cases: (i) t = s′ and (ii) t = ¬s′.

(i) Let s′ ← φ ∈ C be the unique constraint with head s′. We distinguish the following cases.

- φ = A. Note that s′(b) ∈ Si implies that b ∈ AI . Furthermore, we find there exists
some µXs′ .ψ ∈ sub(tr+

∅,C(s)). Note that ψ = tr+
S∪s′,Cs

(A) = A, independent of
what is contained in S. As ||µX ′s.A||IV = AI , we find s′(b) ∈ atomsI(µjXs.φ) for
each j ≥ 1.

- φ = ¬s′′. Note that if s′(b) ∈ W ↑iI,Cs
(∅), then ¬s′′(b) ∈ W ↑i−1

I,Cs
(∅), thus, by

using the induction hypothesis, we find that there exists a j such that ¬s′′(b) ∈
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atomsI(µjXs.φ). Following the definition of atomsI , this means there must be
a νXs′′ .ψ ∈ sub(tr+

∅,C(s)) such that b ∈ ||νXs̄′′ .ψ||IVj
, where Vj is such that

Vj(Xs) = ||µj−1Xs.φ||IV . Considering the definition of tr+
∅,C(s), we distinguish

two options: (a) either we also find the subformula µXs′ .νXs̄′′ .ψ ∈ sub(tr+
∅,C(s)),

or (b), only the subformula µXs′ .Xs̄′′ ∈ sub(tr+
∅,C(s)). As (b) is in contradiction

with Lemma 8.10, we only consider case (a). If Xs′ ∈ sub(ψ), this means there is
some subformula µXs′ .χ(Xs′) ∈ sub(tr+

∅,C(s)) for which we can use a similar proof
strategy using the least-fixed point approximation. If Xs′ ̸∈ sub(ψ), this means that
||µXs′ .νXs̄′′ .ψ||IVj

= ||νXs̄′′ .ψ||IVj
, and thus s′(b) ∈ atomsI(µjXs.φ).

- Other cases are treated similarly.

(ii) Let U be the greatest unfounded set w.r.t. Si−1, I and Cs, we distinguish four cases: (a)
s′(b) ∈ U such that s′ ← A ∈ C is the unique constraint with head s′; (b) s′(b) ∈ U
such that s′ ← ¬s′′ ∈ C is the unique constraint with head s′; (c) s′(b) ∈ U such that
s′ ← ∃r.s′′ ∈ C is the unique constraint with head s′ and {e ∈ ∆I | (b, e) ∈ rI} = ∅; and
(d) all s′(b) ∈ U that do not fit in any of the previous categories. Note that cases (a) and (c)
can be treated similarly to the cases φ = A, resp. φ = ∀r.s′′ in part (i). Thus, we will only
address cases (b) and (d) here.

(b) φ = ¬s′′. Note that ⌈φ⌉ISi−1∪¬.U = {a ∈ ∆I | s′′(a) ̸∈ Si−1 ∪ ¬.U}. Thus, b ̸∈
⌈φ⌉ISi−1∪¬.U implies that s′′(b) ∈ Si−1. Now, we may use the induction hypothesis
to conclude there exists some j such that s′′(b) ∈ atomsI(tr+

∅,C(s)). The rest of the
argument can be treated similar to the cases in (i).

(d) Take some s′(b) ∈ U and note that there must exist some νXs̄′ .ψ ∈ sub(tr+
∅,C(s)).

Now let L = {a ∈ ∆I | s′(a) ∈ U}, we aim to show that L ⊆ ||νXs̄′ .ψ||IV [X
s̄′ ↦→L].

We distinguish two cases: (α) either Xs̄′ ∈ sub(ψ), or (β) not. In the latter case, we
may distinguish two settings again, either there exists some νXs̄′′ .ψ′ ∈ sub(tr+

∅,C(s))
such that νXs̄′ .ψ ∈ sub(ψ′) and Xs̄′′ ∈ sub(ψ), that is, νXs̄′ .ψ appears within some
“loop” of negated atoms, or not. The case of νXs̄′ .ψ in the “loop” will follow from
the way case (α) is considered, whereas the outside-of-the-loop-case will either fall
directly in cases (a)-(c), or can be brought back to cases of the form (a)-(c) with
techniques similar to the ones in (i).
That is, we solely focus on case (α) here; if Xs̄′ ∈ sub(ψ), there exist one or more
chains of axioms Ci = {si1 ← φi1 , . . . , sin ← φin} such that si1 = s′, each φij is
of one of the forms s′′ ∧ s′′′, s′′ ∨ s′′′, ∃r.s′′ or ∀r.s′′, for each 1 ≤ j ≤ n− 1 we have
sij+1 ∈ sub(φij ), and lastly, we find si1 ∈ sub(φin). To avoid redundancy, we also
assume s′ ̸= sij for each 1 < j ≤ n. Note that by combining the insights of Lemma
8.10 with the definition of the translation function, we find that for each 1 < j ≤ n,
there exists some νX ¯sij

.ψij ∈ sub(ψ) such that νX ¯sij
.ψij ∈ sub(ψij−1).

Now let U ′ be the greatest subset of U such that if s(a) ∈ U ′, then there exists some
chain of axioms Ci such that s = sij for some 1 ≤ j ≤ n, and moreover, for all
1 ≤ j ≤ n, if sij (a) ∈ U ′ and sij ← φij ∈ C, then
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* if φij ∈ {sij+1 ∧ s′, s′ ∧ sij+1 , sij+1 ∨ s′, s′ ∨ sij+1}, then sij+1(a) ∈ U ′; and

* if φij ∈ {∃r.sij+1 , ∀r.sij+1}, then there exists some b ∈ {b ∈ ∆I | (a, b) ∈ rI}
such that sij+1(b) ∈ U ′,

where sin+1 is used as a substitute name for si1 .
For each chain of axioms Ci, let Lij = {a ∈ ∆I | sij (a) ∈ U ′}. As si1 = s′ for
each chain of axioms Ci, we find Li1 = Lk1 for each pair of axiom chains Ci and Ck.
We want to show that

Lij ⊆ ||νX ¯sij
.ψij ||IV [X ¯si1

↦→Li1 ] (8.1)

for each constraint sij ← φij appearing in one of the axiom chains Ci, assuming
that for each sij ← φ with φ ∈ {sij+1 ∨ s′, s′ ∨ sij+1}, {a ∈ ∆I | sij (a) ∈ U ′} ⊆
||νXs̄′ .ψ′||IV , where V (X ¯sk1

) = Lk1 in case s′ = skl
, that is, s′ appears in some

other chain, or where V is in the state it is in after approximating the previous layer in
case s′ does not appear in any other chain. To see (8.1) holds, note it is immediate that
Li1 ⊆ ||X ¯si1

||IV [X ¯si1
↦→Li1 ]. Now assume Lij ⊆ ||νX ¯sij

.ψij ||IV [X ¯si1
↦→Li1 ], and let

sij−1(b) ∈ Lij−1 . We distinguish four cases: conjunction, disjunction, and existential
and universal quantification. To illustrate the main idea, we treat the conjunction case.

* Let sij−1 ← sij ∧ s′ ∈ Ci (or similarly sij−1 ← s′ ∧ sij ∈ Ci). In this case
ψij−1 = νX ¯sij

.ψij ∨χ, for some χ representing the ν formula for s′ not included
in the discussed loop, and thus ||νX ¯sij

.ψij ||IV [X ¯si1
↦→Li1 ] ∪ ||χ||

I
V [X ¯si1

↦→Li1 ] =
||ψij−1 ||IV [X ¯si1

↦→Li1 ]. As X ¯sij−1
̸∈ sub(ψij−1), we find ||ψij−1 ||IV [X ¯si1

↦→Li1 ] =
||νX ¯sij−1

.ψij−1 ||IV [X ¯si1
↦→Li1 ]. Moreover, we find for each a ∈ Lij−1 , we have

a ∈ Lij , or a ∈ ||χ||IV [X ¯si1
↦→Li1 ]; suppose a ∈ Lij−1 , then a ̸∈ ⌈sij ∧ s′⌉GS∪¬.U ′ ,

which means a ̸∈ ⌈sij⌉GS∪¬.U ′ or ⌈sij ∧ s′⌉GS∪¬.U ′ . In the first case, note that
⌈sij⌉GS∪¬.U ′ = {c ∈ ∆G | ¬sij ̸∈ S ∪ ¬.U ′}, thus sij (a) ̸∈ U ′, which means
that a ∈ Lij . In the second case, a ̸∈ ⌈s′⌉GS∪¬.U ′ , there are again two options:
either s′ = skl

, in which case a similar argument for the loop k suffices to show
a ∈ Lkl

⊆ ||χ||IV [X ¯si1
↦→Li1 ]; or s′ does not appear in any loop. In particular,

this means there are no atoms of the form s′(b) ∈ U ′, by definition of U ′. If
we now look at a ̸∉∈ ⌈s′⌉GS∪¬.U ′ , this implies s′(a) ∈ U ′, or ¬s′(a) ∈ S. Thus,
¬s′(a) ∈ S. So, we are back in a non-loop case and can use the reasoning
of before to conclude: a ∈ ||χ||IV [X ¯si1

↦→Li1 ]. Combining all subsumptions and

equalities leads to the conclusion that Lij−1 ⊆ ||νX ¯sij−1
.ψij−1 ||IV [X ¯si1

↦→Li1 ], as

required.

♣

In the following proposition, the main change is the inversion of direction: we also need to show
that when the approximation function of the µ-calculus formula adds new nodes to its extension,
this is reflected in the least fixed operator defining the well founded semantics.
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Recall that the set of atoms of a µ-calculus formula not just outputs the atoms of the form s(b),
where s corresponds to the outermost fixed point variable Xs; to have a smoother induction proof,
we also extract the shape atoms for the other shape names. In particular, those of the recursive
cycle that makes s refer to itself.

Proposition 8.12. For each constraint set C inALCIOS , each interpretation I and each natural
number i, such that µXs.φ = tr+

∅,C(s) if s′(b) ∈ atomsI(µiXs.φ), then there exists j such that

s′(b) ∈W ↑jI,C(∅).

Proof. As we are considering a least fixed point, it suffices to prove the following claim.

Claim 8.13. Given some σXt.φ and a valuation function V , and assume that for each variable
Xt′ ∈ sub(φ) that is free in σXt.φ, we have, if b ∈ V (Xt′), then there exists a j such that
b ∈ ⌊t′⌋ISj

. In that case, there exists a j′ such that ||σXt.φ||IV ⊆ ⌊t⌋ISj′ .

We prove the above claim by induction on the construction of φ. We distinguish three cases: (i)
σX.φ such that X ̸∈ sub(φ), and in case X ∈ sub(φ): (ii) σ = µ and (iii) σ = ν.

(i) - φ = A. Clearly ||σXt.A||IV = ||A||IV = AI = ⌊A⌋ISj
, as σXt.A can only be

constructed in case t← A ∈ C, we find that if b ∈ ||σXt.A||IV , then b ∈ ⌊t⌋ISj+1
.

- σXt.φ = µXt.νXs̄.ψ. As Xt ̸∈ sub(ψ), we find ||µXt.νXs̄.ψ||IV = ||νXs̄.ψ||IV ,
then by IH, there exists some j such that ||νXs̄.ψ||IV ⊆ ⌊¬s⌋ISj

. As µXt.νXs̄.ψ will
only be constructed given some t ← ¬s ∈ C, we find that if b ∈ ||µXt.νXs̄.ψ||IV ,
then b ∈ ⌊t⌋ISj+1

.

- Other cases are treated similarly.

(ii) - µXt.φ(Xt) = µXt.σXs.ψ(Xt). In this case, we find ||µXt.σXs.ψ(Xt)||IV can
be determined by using the approximation function ||µ0Xt.σXs.ψ(Xt)||IV = ∅
and ||µi+1Xt.σXs.ψ(Xt)||IV = ||σXs.ψ(Xt)||IV [Xt ↦→||µiXt.σXs.ψ(Xt)||IV ]. Note that
for the i-th approximated case, we can derive that there exists some j such that
||µiXt.σXs.ψ(Xt)||IV ⊆ ⌊t⌋ISj

by a repetitive usage of the induction hypothesis. As
we are considering a least fixed point, this eventually suffices.

- Other cases are treated similarly.

(iii) νXt.φ(Xt). Following Lemma 8.10, all σXt′ .ψ ∈ sub(φ) such that Xt ∈ sub(ψ) are
such that σ = ν. We collect all relevant shape names in the following set: let W =
{s ∈ NS | νXs̄.ψ ∈ sub(φ), Xt ∈ sub(ψ)}. Note that for all νXs̄.ψ ∈ sub(φ) such
that Xt ̸∈ sub(ψ) the induction hypothesis may be applied to derive that there exists
some j such that ||νXs̄.ψ||IV ⊆ ⌊¬s⌋ISj

. Let j′ be the maximum of all these j. Now let
U = {s(a) | a ∈ ||νXs̄.ψ||IV , νXs̄.ψ ∈ sub(νXt.φ), s ∈W}.
In what follows, we will show U is an unfounded set w.r.t. Sj′ , I and C. To this end, we
have to show that for all s(a) ∈ U we find a ̸∈ ⌈C(s)⌉ISj′∪¬.U . Note that if s ← φ′ ∈ C
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such that s ∈W , then φ′ is of the form ∃r.s′, ∀r.s′, s← s′ ∧ s′′ or s← s′ ∨ s′′. Thus, we
may consider C(s) ∈ {∃r.s′, ∀r.s′, s′ ∧ s′′, s′ ∨ s′′}:

- C(s) = ∀r.s′. In this case, the subformula looks like νXs̄.⟨r⟩νXs̄′ .ψ′, or νXs̄.⟨r⟩Xs′ .
Note that in the latter case, s′ = t. As we assumed a ∈ ||νXs̄.ψ||IV , we find there
must be a b ∈ ∆I such that (a, b) ∈ rI and b ∈ ||νXs̄′ .ψ′′||IV , both if ψ′′ = ψ′

and if ψ′′ = φ. Thus, s′(b) ∈ U , which means s′(b) ̸∈ ¬.U and moreover, we find
s′(b) ̸∈ Sj′ (I.H. of the previous proposition), thus b ̸∈ ⌈s′⌉ISj′∪¬.U . As ⌈∀r.s′⌉ISj′ =
{a′ ∈ ∆I | ∀a′ ∈ ∆I : (a, a′) ∈ rI implies a′ ∈ ⌈s′⌉ISj′∪¬.U}, we must conclude

that, because of the witness b, a ̸∈ ⌈C(s)⌉ISj′∪¬.U .

- C(s) = s′ ∨ s′′. In this case, the subformula looks like νXs̄.ψ
′ ∧ ψ′′, for ψ′ and ψ′′

either a variable Y or a subformula of the form νY.χ. There are two possible options:
either {s′, s′′} ⊆W , in which case a similar argument as before suffices. However,
if, without loss of generality, s′ ̸∈ X , the subformula looks like νXs̄.(νXs̄′ .ψ′) ∧ ψ′′
we are back in the case of νXs̄′ .ψ ∈ sub(φ) such that Xt ̸∈ sub(ψ), and thus
||νXs̄′ .ψ||IV ⊆ ⌊¬s′⌋ISj′ , as concluded before. As we assumed a ∈ ||νXs̄.ψ||IV ,

this means that also a ∈ ||νXs̄′ .ψ||IV , and thus a ∈ ⌊¬s′⌋ISj′ . This corresponds to

¬s′(a) ∈ Sj′ , so clearly also a ̸∈ ⌈s′⌉ISj′∪¬.U . To argue why a ̸∈ ⌈s′′⌉ISj′∪¬.U , a

similar argument as above applies, as s′′ ∈W . Thus, we find a ̸∈ ⌈C(s)⌉ISj′∪¬.U .

- Other cases are treated similarly.

♣

We can now prove the correctness of our translation by combining these two building blocks in
the following way. Here, we use the approximation semantics of the µ-calculus, and the iterative
computation of the well-founded semantics via the immediate consequence operator. In a nutshell,
we showed that for every b, and i:

1. if s(b) is in the i-th iteration ofWI,Cs(∅), then there exists a j such that b is in the extension
of the j-th approximation of µXs.φ = tr+

∅,C(s) (Proposition 8.11), and conversely

2. if b is in the extension of the j-th approximation of µXs.φ = tr+
∅,C(s), then for some j we

have that s(b) is in the i-th iteration of WI,Cs(∅) (Proposition 8.12).

As both are fixed points, this suffices, as is shown in the following proof.

Theorem 8.14. For each shapes pair (C, s) in ALCIOS , each interpretation I , and each node c
of I, we have

I validates (C, s(c)) under the well-founded semantics iff I, c |= tr+
∅,C(s).
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Proof. First, note that by Proposition 8.6 and the definition of the approximation functions, we
find that

||tr+
∅,C(s)||

I
V = ||µX.φ||IV = ||µωX.φ||IV =

⋃︂
α<ω

||µαX.φ||IV .

Similarly, as the well-founded semantics is also calculated via a least fixed point, we find that the
well-founded assignment consists of the atoms in

W ↑ωI,C(∅) =
⋃︂
α<ω

W ↑αI,C(∅).

By Propositions 8.11 and 8.12 we know that for each α < ω, there exists an α′ < ω and α′′ < ω

such that atomsI(µαX.φ) ⊆ W ↑α
′

I,C (∅) and W ↑αI,C(∅) ⊆ atomsI(µα
′′
X.φ). This suffices to

conclude that c ∈ ||tr+
∅,C(s)||

I
V iff s(c) ∈W ↑ωI,C(∅). ♣

This theorem gives us the desired reduction from shape satisfiability and implication to satisfiabil-
ity in the full hybrid µ-calculus. Specifically, it now directly follows that the following problems
can be expressed in full hybrid µ-calculus in the following way.

Corollary 8.15. Let C1 and C2 be sets of shape constraintsALCIOS and s1 and s2 shape names.
Then

• s is (finitely) satisfiable w.r.t. C1 under the well-founded semantics iff tr+
∅,C1

(s) is (finitely)
satisfiable, and

• (C1, s1) (finitely) implies (C2, s2) under the well-founded semantics iff tr+
∅,C1

(s) ∧ ¬tr+
∅,C2

is not (finitely) satisfiable.

Implication and Satisfiability of Documents. For SHACL document satisfiability and impli-
cation the reduction is not as straightforward as in the corollary above, as some work needs to
be done to encode the different targets. However, with a greatest fixed point that traverses the
whole structure, this can also be achieved. We use a fresh role p to be able to jump to certain
parts of the structure. As we reduce to satisfiability of a formula, the fresh p’s will be created
where necessary, and will not play a role in any of the constraints.

In what follows, we show how to reduce the (finite) document implication problem. Moreover,
recall that in Proposition 8.4 we described how (finite) document satisfiability can be reduced to
this case.

Now, for any document (C,G), let ΘC,G be the formula defined as a conjunction of the following
formulas.

¬a ∨ tr+
∅,C(s) for all (a, s) ∈ G

¬A ∨ tr+
∅,C(s) for all (A, s) ∈ G

¬⟨r⟩⊤ ∨ tr+
∅,C(s) for all (r, s) ∈ G
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When evaluated on a graph node, ΘC,G tells us whether the node satisfies all required target
shapes. To propagate ΘC,G to all (relevant) nodes of the graph, we use a greatest fixed point
formula; for a document (C,G), and a role name p, let

ΛC,G,p = νX.(ΘC,G ∧
⋀︂

r∈R∪{p}
[r−].X ∧

⋀︂
r∈R∪{p}

[r].X),

where R is the set of role names that appear in (C,G).

Note that the formula ΛC,G,p is only reaching connected components. So, to ensure we reach
every relevant node, it suffices to make sure we check ΛC,G,p in all nodes mentioned in C or G.
All nodes not connected to those nodes are irrelevant and can be discarded.

Theorem 8.16. For each pair of SHACL documents (C,G) and (C′,G′) in ALCIOS , we find
(C,G) (finitely) implies (C′,G′) iff⋀︂

a∈I
⟨p⟩(a ∧ ΛC,G,p) ∧ ⟨p⟩¬ΛC′,G′,p

is not (finitely) satisfiable, where I is the set of individuals that appear in (C,G) or (C′,G′), and
p a fresh role.

Proof Sketch. First, note that ΘC,G holds in a node a iff for all (ℓ, s) ∈ G such that ℓ = a, or a is
contained in the interpretation of ℓ = A or ∃r.⊤ for ℓ = r), then also s(a) is contained in the
well-founded assignment.

Secondly, notice that ΛC,G,p simply ensures that every node reachable by R ∪R− ∪ {p} satisfies
ΘC,G . Thus, for each I if there exists a node a in each connected component that satisfies ΘC,G ,
there exists a well-founded assignment of C on I validating all targets G.

Lastly, for every I and SHACL document (C,G) we can enforce the existence of a fresh node a′

and a fresh role p such that I is extended with the atoms p(a′, a) for each a ∈ NI occurring in C or
G without changing the well-founded assignment of C on I. Thus, by connecting all a occurring
in both (C,G) and (C′,G′), we find (finite) unsatisfiability of

⋀︁
a∈I⟨p⟩(a∧ΛC,G,p)∧ ⟨p⟩¬ΛC′,G′,p

corresponds exactly to (C,G) (finitely) implies (C′,G′).

This makes document implication reducible to a single full hybrid µ-calculus formula.

8.5 Complexity Results

Since the full hybrid µ-calculus is decidable, we obtain from Corollary 8.15 and Theorem 8.16
that the static analysis problems of interest are also decidable. This is particularly exciting in
light of Theorem 8.1. However, we also want to obtain tight complexity results. The complexity
of the µ-calculus and its variants is well understood, but unfortunately, our translation may incur
in an exponential blow-up due to the possible repetition of the subformula associated with each
shape name. Fortunately, this blow up affects only the representation of the translation as a single
formula and not the complexity of the problem.
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In this section, we adapt the automata-based technique for the fully hybrid µ-calculus by Sattler
and Vardi [SV01] to decide satisfiability of the formulas that result from our translation in time
that is single exponential in the size of the original input, and not of the translated formulas. This
is followed by an extensive discussion of the complexity of the static analysis problems for the
well-founded semantics.

Two-Way Alternating Parity Tree Automata. We recall 2ATA, which can move up and down
possibly infinite trees with transitions that may move to combinations of states and directions. For
k ≥ 1, let ({1, . . . , k}∗, ℓ) be a k-ary Σ-labelled tree if ℓ maps each node x ∈ {1, . . . , k}∗ to its
label ℓ(x) ∈ Σ. For 1 ≤ i ≤ k, we let x · i be the ith child of x. With x · 0 we mean x itself, and
x · −1 indicates the parent of x; the node y such that x = y · i for some 1 ≤ i ≤ k. Let B(I) be
the set of positive boolean formulas over I , built inductively by applying ∧ and ∨ starting from
⊥, ⊤ and the elements of I . For a set J ⊆ I and a formula φ ∈ B(I), we say that J satisfies φ iff
assigning ⊤ to the elements in J and ⊥ to those in I \ J , makes φ true. For a positive integer k,
let [k] = {−1, 0, 1, . . . , k}. A two-way alternating parity tree automaton (2ATA) running over
infinite tree encodings with branching degree k, is a tuple A = ⟨Σ, Q, δ, q0, p⟩, where Σ is the
input alphabet, Q is a finite set of states, δ : Q × Σ → B([k] × Q) is the transition function,
q0 ∈ Q is the initial state and p : Q→ N is the priority function.

A run of a 2ATA A over a k-ary tree ({1, . . . , k}∗, ℓ), is a ({1, . . . , k}∗ × Q)-labelled tree
Tr = (Tr, ℓr) with Vr ⊆ {1, . . . , k}∗, satisfying:

1. ϵ ∈ Vr and ℓr(ϵ) = (ϵ, q0).

2. Let y ∈ Vr with ℓr(y) = (x, q) and δ(q, ℓ(x)) = φ. Then there is a (possibly empty) set
S = {(c1, q1), . . . , (cn, qn)} ⊆ [k]×Q such that:

• S satisfies φ, and

• for all 1 ≤ i ≤ k, we have that y · i ∈ Vr and ℓr(y · i) = (x · ci, qi).

Given an infinite path p ⊆ Vr, let inf (p) ⊆ Q be the set of states that appear infinitely often in p.
A run Tr of a 2ATA A = ⟨Σ, Q, δ, q0, p⟩ is accepting if for every infinite path p ⊆ Vr, the state
with the highest priority that occurs in inf (p) is even.

Following Sattler and Vardi [SV01], we define guesses, which fix the entire configuration of the
individuals mentioned in the constraint set. We can enumerate all such configurations and build
an automaton for each of them.

Definition 8.17. A guess guess = (G, f,C) for a constraint set C containing the nominals
a1, . . . , al consists of a guess list G = (γ1, . . . , γl), a set of connections C ⊆ NI ×NR(C)×NI

and a guess mapping f : {1, . . . , l} → {1, . . . , l}, such that for each 1 ≤ i, j ≤ l, ∅ ⊊ γi ⊆
sub(C) ∪ {¬s | s ∈ sub(C)} or γi = ⊥, ai ∈ γf(i), ai ̸∈ γj , for all j ̸= f(i), if NI ∩ γi = ∅,
then γi = ⊥, and (ai, r, aj) ∈ C implies (aj , r−, ai) ∈ C.

Proposition 8.18. For each shapes pair (C, s) in ALCIOS and each guess G for C, we can
define a 2ATA A(C, s,G) such that:
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1. If tr+
∅,C(s) is satisfiable, then for some guess G, the language recognised by A(C, s,G) is

non-empty.

2. If for some guess G the language of A(C, s,G) is not empty, then tr+
∅,C(s) is satisfiable.

3. The number of states in A(C, s,G) is linear in |sub(C)|.

The construction is a relatively straightforward adaptation of the translation in Sattler and Vardi
[SV01]. The core of the construction uses two states tr+(φ) and tr−(φ) for each φ in sub(C),
corresponding to the two functions of the translation. Note that we can ignore the set S in this
setting, as we no longer try to build a linear formula capturing a form of circularity. Moreover,
the parity condition setting p(tr+(φ)) = 1 for each φ in sub(C), and for all other states p(q) = 0,
reflects exactly the limited alternation of our translation.

The main idea is that the constructed automaton accepts a relaxation of a well-founded adorned
pre-model (which has the shape of a forest) of which the corresponding model validates the given
SHACL document. For the precise construction of the model out of pre-models of this type, we
refer the reader to Sattler and Vardi [SV01].

Proof. We use a1, . . . , al to denote the nominals occurring in C, Furthermore, we assume all
input trees are k-ary full trees; all non-leaf nodes have k children, where k is the maximum of the
amount of ⟨r⟩ψ ∈ sub(C), and l plus one.

Let A(C, s,G) := ⟨Σ, Q, δ, q̃, p⟩, be defined as follows. Note that the automaton construction is
very closely related to the automaton constructed by Sattler and Vardi [SV01]. Now, let

Σ = {⊥, root} ∪ {σ | σ ⊆ NC(C) ∪NI(C) ∪NR(C) ∪ { r−→ ai | r ∈ NR(C), 1 ≤ i ≤ l}},

where NC(C), NI(C) and NR(C) are the restrictions of the alphabets NC , NI and NR to the
symbols used in C. The intuition of these symbols is the same as in the mirrored construction
by Sattler and Vardi: nodes labelled with ‘⊥’ or ‘root’ are nodes not representing parts of the
model, where the latter is reserved for the root node. This is the node that has all nominals as
one of its children in the input tree, so that the information contained in the guess G can be
effectively transmitted to each of the nominals. The σ-label of the other nodes describes exactly
which nominal it is (if applicable), which concept names are true and which incoming roles this
node has from its unique parent in the input tree.

Next, let the set of states and the priority function be given by

Q = {⊥, q̃, q0, q
′
0, q1, . . . , ql, q, q

′, q′′} ∪ {tr+(φ), tr−(φ) | φ ∈ sub(C)
∪ {¬s | s ∈ sub(C)}} ∪ {r,¬r | r ∈ NR(C)}

p(q) =
{︄

1 if q = tr+(φ), φ ∈ sub(C)
0 otherwise.

Note it is immediate that the amount of states is linear in |sub(C)|.
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Finally, we define the transition function in the following way. The first step (performed by the
transition for the starting state q̃) is to split the automaton into two no longer interacting automata,
one containing the states {q0, . . . , ql, q, q

′′}. The idea of this automaton is to guarantee the input
tree has a proper shape: the state (q0) guarantees the root state is only found at the root node, and
assigns the qi states to its ith child, which on their turn check whether the input conforms to the
guess. The state q checks whether no nominals show up: we assume all nominals are a source of
a tree in the tree relaxation pre-model, and not showing up further down. Finally, the state q′′ is
there to ensure that the roots of the trees, the nominals, do not have any incoming edges. That is,
for each σ ∈ Σ, let

δ(q̃, σ) = (0, q0) ∧ (0, q′0)

δ(q0, σ) =
{︄⋀︁l

i=1(i, qi) ∧
⋀︁k
i=l+1(i, q) ∧

⋀︁k
i=1(i, q′′) if root = σ

⊥ otherwise

δ(q′′, σ) =
{︄
⊤ if r ̸∈ σ, r− ̸∈ σ, for each r ∈ NR(C)
⊥ otherwise.

In the following, let 1 ≤ i ≤ l, q̂ ∈ Q \ {q0, q1, . . . , ql, q
′′, q}, r ∈ NR(C), p ∈ NI ∪NC , σ̂ ∈ Σ

and σ ∈ Σ \ {⊥}.

δ(qi, σ̂) =

⎧⎪⎪⎨⎪⎪⎩
⋀︁k
i=1(i, q) if γi ∩ (NI ∪NC) = σ̂ ∩ (NI ∪NC), root ̸= σ̂,

and, for each a ∈ NI ∩ σ̂ and (a, r, a′) ∈ C, r−→ a′ ∈ σ̂
⊥ otherwise

δ(q, σ̂) =
{︄⋀︁k

i=1(i, q) if σ̂ ∩NI = ∅ and root ̸= σ̂

⊥ otherwise.

The purpose of the other states is to ensure that the input tree is also the relaxation of a well-
founded adorned pre-model. This mostly corresponds to checking whether certain shape expres-
sions hold in certain nodes in the graph. Therefore, most of the states here have the shape of a
shape expression/its translation into full hybrid µ-calculus.

Before we get there, we first address the states in which we observe ‘⊥’, either as a label of a
node in the input tree, or as state. This should be aligned: either both are labelled ‘⊥’ or none.

δ(q̂,⊥) =
{︄
⊤ if q̂ = ⊥
⊥ otherwise

δ(⊥, σ̂) =
{︄
⊤ if σ̂ = ⊥
⊥ otherwise

Next, we look at the r-states: these are there to ensure that the considered node has indeed an
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incoming r-edge, which corresponds to r being contained in σ.

δ(r, σ) =
{︄
⊤ if r ∈ σ
⊥ otherwise

δ(¬r, σ) =
{︄
⊤ if r ̸∈ σ and σ ̸= root
⊥ otherwise

To ensure the pre-model property, we find the state q′0 providing the children of the root node
(and thus the roots of the forest) a set of subformulas according to the guess G, captured by Γ(i).
Moreover, as we consider satisfiability of s independent of targets, it suffices to find a node that
can be decorated with s. Without loss of generality, this can be any of the nominals, or a blank
node which is a root in the pre-model forest.

δ(q′0, σ) =
l⋀︂

i=1
Γ(i) ∧

k⋁︂
i=1

(i, tr+(s)) ∧
k⋀︂
i=1

((1, q′) ∨ (i,⊥))

Γ(i) =
{︄

(i,⊥) if γi = ⊥⋀︁
φ∈γi

(i, tr+(φ)) if γi ⊆ sub(C) ∪ {¬s | s ∈ sub(C)}

Furthermore, we find the state q′ traversing all the nodes not labelled with ‘⊥’, ensuring the
proper handling of the combination of modalities and the implicit roles coded in the form r−→ ai
in the description σ of nodes.

δ(q′, σ) =
⋀︂

r−
−→ai∈σ,∀r.s∈γf(i)

(0, tr+(s))∧

⋀︂
r−
−→ai∈σ,{∃r.s,¬s′}⊆γf(i),s′←∃r.s∈C

(0, tr−(s)) ∧
k⋀︂
i=1

((i, q′) ∨ (i,⊥))

This brings us to the final, and most straightforward cases. Note that here, we no longer need to
first introduce a fixed point operator, followed by a later use of a fixed point variable to ‘return’ to
an earlier part of the formula. Instead, we may just replace ‘s’ by the constraint defining s. This
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unravelling does not work in the translation as we aim to get a formula of finite length.

δ(tr+(p), σ) =
{︄
⊤ if p ∈ σ
⊥ otherwise

δ(tr+(s ∧ s′), σ) = (0, tr+(s)) ∧ (0, tr+(s′))
δ(tr+(s ∨ s′), σ) = (0, tr+(s)) ∨ (0, tr+(s′))
δ(tr+(¬s), σ) = (0, tr−(s))
δ(tr+(s), σ) = (0, tr+(C(s)))

δ(tr+(∃r.s), σ) =
{︄
⊤ if r−→ ai ∈ σ, s ∈ γf(i)⋁︁k
j=1((j, tr+(s)) ∧ (j, r)) otherwise

δ(tr+(∀r.s), σ) =

⎧⎪⎪⎨⎪⎪⎩
⊥ if r−→ ai ∈ σ, s ̸∈ γf(i)

((−1, tr+(s)) ∨ (0,¬r−))
∧

⋀︁k
j=1((j, tr+(s)) ∨ (j,¬r) ∨ (j,⊥)) otherwise

δ(tr−(p), σ) =
{︄
⊤ if p ̸∈ σ and σ ̸= root
⊥ otherwise

δ(tr−(s ∧ s′), σ) = (0, tr−(s)) ∨ (0, tr−(s′))
δ(tr−(s ∨ s′), σ) = (0, tr−(s)) ∧ (0, tr−(s′))
δ(tr−(¬s), σ) = (0, tr+(s))
δ(tr−(s), σ) = (0, tr−(C(s)))

δ(tr−(∃r.s), σ) =

⎧⎪⎪⎨⎪⎪⎩
⊥ if r−→ ai ∈ σ,¬s ̸∈ γf(i)

((−1, tr−(s)) ∨ (0,¬r−))∧⋀︁k
j=1((j, tr−(s)) ∨ (j,¬r) ∨ (j,⊥)) otherwise

δ(tr−(∀r.s), σ) =
{︄
⊤ if r−→ ai ∈ σ,¬s ∈ γf(i)⋁︁k
j=1((j, tr−(s)) ∧ (j, r)) otherwise.

♣

(Finite) Shape Satisfiability w.r.t. Constraints. Based on the aforementioned 2ATA construc-
tion, we can now derive the first set of complexity results.

Theorem 8.19. Deciding shape satisfiability w.r.t constraints forALCIOS is EXPTIME-complete,
under the well-founded semantics.

Proof. As noted by Sattler and Vardi [SV01], emptiness of A(C, s,G) can be decided in exponen-
tial time in the number of states. Moreover, the amount of guesses is also bounded by the amount
of connections and guess lists, which means there are at most exponentially many automata
A(C, s,G) that need to be tested for emptiness, thus shape satisfiability w.r.t. constraints can be
decided in EXPTIME.
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EXPTIME-hardness follows for instance from reducing document implication to document satisfi-
ability (Proposition 8.4), which is an EXPTIME-complete problem for ALCIOS (Proposition
7.6). ♣

For a more detailed coverage of restricted settings that are already EXPTIME-hard, see the
previous chapter.

For the finite version of the above problem we do not provide tight bounds for full ALCIOS , but
decidability already follows from finite satisfiability of full hybrid µ-calculus being decidable. For
ALCOS we do find tight bounds, via its finite model property under the well-founded semantics.

Proposition 8.20. ALCOS has the finite model property, ALCIS does not, under the well-
founded semantics.

Proof. Given the result of Theorem 8.14, it follows that SHACL documents expressible in
ALCOS can be reduced to hybrid µ-calculus, that is, the full hybrid µ-calculus without inverse
programs. Tamura shows that this fragment has the finite model property [Tam15], thus, by our
reduction, we find that also ALCOS has the finite model property.

To see that ALCIS does not have the finite model property, consider the following set of
(stratified) constraints: C = {s ← ¬s′, s′ ← ∀r.s′ ∧ ¬s′′, s′′ ← ∀r−.s′′}. Satisfiability of s
against C corresponds to satisfiability of cln(tr+

∅,C(s)) = νXs̄′ .⟨r⟩Xs̄′ ∧ µYs′′ .[r−]Ys′′ , which is
a well-known example of a modal µ-calculus formula that only has infinite models. ♣

Theorem 8.21. Deciding finite shape satisfiability w.r.t. constraints for ALCIOS SHACL is
decidable in 3-EXPTIME, under the well-founded semantics.

Proof. Given the result of Theorem 8.14, the finite satisfiability of the full hybrid µ-calculus
being decidable suffices. The latter follows from the finite satisfiability of guarded fixed point
logic, which naturally extends the modal µ-calculus with backwards modalities [BB12]. In
guarded fixed point logics, given that there is no bound on the arity of predicates, we can add a
prefix x1, . . . , xn to every predicate, where n is the amount of individuals used, and use xi in
place of the i-th individual, to model the usage of nominals [TCF05].

For the upper bound, recall the translation of SHACL into µ-calculus may come at the cost
of a formula of size exponential in the size of the constraint set. Thus, we can combine finite
satisfiability results for different fragments of the full hybrid µ-calculus by adding one exponential.
As noted above, full hybrid µ-calculus is expressible in guarded fixed point logic with unbounded
arity. As finite satisfiability is 2-EXPTIME-complete for this fragment (Theorem 1 in [BB12]),
we find that finite shape satisfiability w.r.t. constraints for ALCIOS SHACL is decidable in
3-EXPTIME. ♣

For ALCIS , 2-EXPTIME-membership for deciding finite satisfiability follows from adding the
one exponential of the translation of SHACL into µ-calculus to the EXPTIME-completeness of
deciding finite satisfiability of the µ-calculus with backwards modalities as proven by Bojanczyk
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Fragment Finite Unrestricted
ALCIS in 2-EXPTIME EXPTIME-complete
ALCOS EXPTIME-complete EXPTIME-complete
ALCIOS in 3-EXPTIME EXPTIME-complete

Table 8.1: Complexity of deciding (finite) shape satisfiability w.r.t. constraints, document satisfiability and
document containment under the well-founded semantics.

[Boj02]. We have no reason to believe these upper bounds are tight: they are obtained via multiple
translations that cause one or more exponential blow-ups, which could well be avoidable in a
more direct approach.

(Finite) Satisfiability and Implication of Documents. With a small update of the automaton
construction, the EXPTIME complexity results transfer to the problem of document satisfiability.

Theorem 8.22. Deciding document satisfiability for ALCIOS is EXPTIME-complete, under the
well-founded semantics. Finite document satisfiability for ALCIOS is decidable in 3-EXPTIME.

Proof. The main idea is to take the 2ATA A(C, s,G) for some (c, s) ∈ G, and update the
transition function δ in the following way. For every (D, s) ∈ G, with D ∈ NC ∪NR, if D ∈ σ,
the transition function for the state that is traversing the whole tree already, q′, is updated with
an extra conjunct: (0, tr+(s)). For the individuals ai ∈ NI , this can directly be taken care of by
adding (i, tr+(s)) as a conjunct to δ(q′0, σ), where q′0 is the state that already ensures all nominals
in the graph are assigned the right states.

More specifically, taking the exact same automaton as in the proof of Proposition 8.18, with the
following being redefined as described below, suffices.

Γ(i) =
{︄

(i,⊥) if γi = ⊥⋀︁
φ∈γi

(i, tr+(φ)) ∧
⋀︁

(ai,s)∈G(i, tr+(φ)) if γi ⊆ sub(C) ∪ {¬s | s ∈ sub(C)}

δ(q′, σ) =
⋀︂

r−
−→ai∈σ,∀r.s∈γf(i)

(0, tr+(s)) ∧
⋀︂

(D,s)∈G,D∈(NC∪NR)∩σ

(0, tr+(s))

∧
⋀︂

r−
−→ai∈σ,{∃r.s,¬s′}⊆γf(i),s′←∃r.s∈C

(0, tr−(s)) ∧
k⋀︂
i=1

((i, q′) ∨ (i,⊥))

For finite satisfiability, decidability follows from combining different results presented before.
That is, because of Proposition 8.4 we can reduce to finite implication, at a polynomial cost.
Then, because of Theorem 8.16 this can be reduced to finite satisfiability of a single full hybrid
µ-calculus formula at the cost of one exponential. As argued in the proof of Theorem 8.21,
finite satisfiability for the full hybrid µ-calculus is decidable in 2-EXPTIME, which provides a
3-EXPTIME algorithm for deciding finite document satisfiability for ALCIOS . ♣
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A direct consequence of this result is that forALCOS deciding finite satisfiability w.r.t. constraints
under the well-founded semantics is EXPTIME-complete, since the fragment has the finite model
property; see Proposition 8.20. For ALCIS , similar reasoning as before applies to find that finite
document satisfiability is decidable in 2-EXPTIME.

As the complement of an 2ATA can be constructed in polynomial time [MS87], it follows that
deciding whether (C,G) implies (C′,G′) under the well-founded semantics for ALCIO SHACL
can be decided by taking the conjunction of the automaton checking document satisfiability for
(C,G) and the complement of the automaton recognising document satisfiability for (C′,G′).

Theorem 8.23. Deciding document implication for ALCIOS is EXPTIME-complete, under the
well-founded semantics. Finite document implication for ALCIOS is decidable in 3-EXPTIME.

Note that in the finite case, again the EXPTIME-completeness, 2-EXPTIME and 3-EXPTIME

results follow for ALCOS , ALCIS resp. ALCIOS : by Theorem 8.16, (finite) document
implication is reducible to (finite) satisfiability of a hybrid µ-calculus, µ-calculus with backwards
modalities, resp. full hybrid µ-calculus formula at the cost of at most one exponential.

Least Fixed Point Semantics. Apart from the supported, stable model and well-founded
semantics for recursive SHACL, we have also addressed the least fixed point semantics for
stratified SHACL in Section 4.3. As the name already suggests, this is a semantics only using
a least fixed point in its definition, making it conceptually easier. Nonetheless, this suffices to
compute either the well-founded or stable model semantics over stratified constraints; if C is
stratified, these three semantics coincide. In particular, this means the discussed static analysis
problems for least fixed points semantics can be simply copied from the well-founded setting
discussed above. Moreover, the translation of stratified SHACL, and thus also of SHACL under the
least fixed point semantics, would fall in the alternation free µ-calculus. To see this, in a nutshell,
note that in a µ-calculus formula with alternation like µXs.φ such that νXs̄′ .φ(Xs) ∈ sub(φ)
we find s′ depending negatively on s; because of the ν-formula appearing inside the µ-formula,
and s depending negatively on s′; because of Xs appearing inside the ν-subformula. Clearly, this
makes the constraint set unstratified. We are optimistic that this can be exploited to achieve more
scalable static analysis results for the least fixed point semantics.

8.6 Conclusion

In this chapter, by establishing a connection to the full hybrid µ-calculus, we provide the first
decidability and complexity results for basic static analysis problems in recursive SHACL under
the well-founded semantics. These results contrast sharply with the undecidability results we
show for the supported and stable model semantics. A key observation is that the implication
problem becomes computationally unmanageable when the underlying semantics can assign
multiple shape assignments to a graph. The well-founded semantics yields a unique shape
assignment for every graph, which forms one of the bases under our decidability result.
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The results in this chapter clearly speak in favour of the well-founded semantics for SHACL. This
means that next to deciding validation, which for full recursive SHACL is only tractable for the
well-founded semantics, now also the deciding implication is decidable only for this case.

There are several directions for future work. First, in the context of practical applications, it is
relevant to understand static analysis in the presence of a richer syntax for shape expressions. For
instance, adding numeric restrictions (such as qualified number restrictions in DLs) to SHACL
under the well-founded semantics is a natural next step. This requires understanding how our
algorithmic methods can be adapted to it. Second, our translation from SHACL under the
well-founded semantics into the full hybrid µ-calculus raises the question of whether a similar
translation exists for Datalog with negation under the well-founded semantics into Fixpoint Logic.
A natural follow-up question is whether decidability results for Guarded Fixpoint Logic can yield
new positive results for restricted Datalog fragments under the well-founded semantics.

8.7 Related Work

To our knowledge, document and shape satisfiability are the only problems presented in this
chapter that have been studied before, except for one work that studied implication (sometimes
called containment) for SHACL under the supported model semantics, but in a more restricted
setting; Leinberger et al. ([LSR+20]) studied satisfiability and implication problem for shape
expressions alone, with no constraints. Their problem corresponds to deciding whether ({s←
φ1}, s) is satisfiable, and whether ({s1 ← φ1}, s1) implies ({s2 ← φ1}, s2) for given φ1, φ2.
However, as discussed in and around Example 4 in [BJVdB22b], there are issues with their
translation, sometimes leading to wrong validation results.

Naturally, the related work of Chapter 7 also applies here. Specifically, note that undecidability
results for satisfiability transfer to implication, which means that undecidability results for
the supported model semantics are presented and can be derived from the work by Pareti et al.
[PKM22], although for significantly more expressive SHACL fragments than the results presented
in this chapter. In general, our understanding of satisfiability and implication in recursive SHACL
is still very limited. In fact, to the best of our knowledge, no other attempts have been made to
encode document implication directly into decidable logic formalisms, or solve it by other means.

The well-founded semantics for SHACL was originally defined by Okulmus and Šimkus [OŠ24],
inspired by the well-founded semantics for general logic programs [VGRS91]. Next to providing
the semantics, Okulmus and Šimkus built a tool, shaWell, that handles recursion in SHACL in a
principled way.

The connection between the well-founded semantics and the modal µ-calculus is, to our knowl-
edge, novel and of independent interest. We note that some works on the well-founded semantics
for logic programs have already established a connection for logics with fixed points [VGRS91,
VG93]. The setting discussed there is different: their monotonic operator is composed of two
anti-monotonic fixed point operators. That is, the first operator produces an overestimate of the
set of negative conclusions, whereas the second is an underestimate. This alternating, estimating
behaviour is absent in this chapter, in the sense that we translate (directly) into (fragments of) the
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full hybrid µ-calculus. We rely on the insights of our more constructive translation to derive the
tight complexity bounds.

For SHACL under multiple semantics, Bogaerts and Jakubowski [BJ21] have considered the
connection to approximation fixed point theory. As this captures all the main semantics for
recursive SHACL, this also does not provide the specific insights in the well-founded semantics
for SHACL as was of interest in this chapter.

We are not aware of any works considering satisfiability and containment under the stable or
well-founded semantics, but an EXPTIME upper bound for shape satisfiability w.r.t. constraints
under the stable semantics for the ALCI fragment can be inferred from the work of Di Stefano
and Simkus [DSŠ24] on DL terminologies under the stable (a.k.a. equilibrium) semantics.
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CHAPTER 9
Conclusion

In this work, we have looked at two main aspects of advanced reasoning for recursive SHACL;
how validation can work in presence of ontologies, and for which SHACL fragments certain
static analysis problems are decidable (and how complex they are). The first half of the thesis
was dedicated to the first question, whereas the last two chapters discussed the latter. Moreover,
we also provided an overview of SHACL as a logic.

The first half is based on the research question How can we combine SHACL and OWL? and
starts with arguing for a semantics based on an austere universal model: a model in which axioms
are satisfied minimally, in the sense of introducing the least amount of successor nodes, while
remaining a universal model. We provided explicit ways to build this model for DL-LiteR, ELHI
and Horn-ALCHIQ in Chapters 4 and 5. It turns out that the austere canonical model in fact
coincides with the unique core universal model of any given knowledge base that is consistent.

The semantics we argue for exists of producing the austere or core universal model for the
given knowledge base, the combination of data graph and ontology, and evaluating the given
SHACL document over this extension of the data graph or ABox. Given the access SHACL
constraints have to negation, this appears to be the most intuitive, and also coincides with the
argued for semantics in literature for answering queries with negation over knowledge bases
[BF19, EKM22]. This provides an answer to Q1: What are adequate semantics for validating
SHACL in presence of ontologies? for all knowledge bases for which we know there exists a
unique core universal model, which contains at least the ones expressible in Horn-ALCHIQ.
As is discussed at the end of Chapter 4, already moving to Horn-SHIQ removes this property:
logics allowing for transitive roles do not need a lot of expressivity to produce multiple core
universal models, or none at all, depending on how the definition of ‘core’ is extended to infinite
structures. That is, we provided an answer to Q1 for relative expressive fragments, but interesting
problems remain. Simple extensions already provide new challenges: does it make sense to
validate SHACL over all core universal models of Horn-SHIQ knowledge bases? Is it enough if
one of them has a satisfactory assignment? And if we push it even further, to non-Horn logics,
which do not have a universal model at all, what happens then?
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However, just providing the above semantics does not answer Q3: How can we validate these
semantics? In fact, building the universal core model might be infeasible, as it will be infinite in
practice. To circumvent this, we alternatively realise validation via a rewriting of SHACL and
produced an updated set of SHACL constraints, based on the axioms in the TBox or ontology.
This rewriting relies on the finite representation of universal core models called the good successor
configuration. In this way, we can simulate the construction of a least fixed point shape assignment
of the full model in multiple smaller pieces of the model. Because of its modularity, this also
allows for addressing the recursion in SHACL. Finally, stratified negation can be taken care of
by first reaching a least fixed point, followed up by taking the complement of the information
not derived for the modular pieces of the model. These are new techniques that have potential to
be extended to other settings containing stratified negation in a query or constraint setting over
ontologies.

This rewriting technique also directly provides one bound to answer Q2, namely how complex
this semantics is: the rewriting produces a SHACL document that is exponentially bigger than
the original one, but only in size of the TBox. As plain SHACL validation is much simpler, this
means that (simple) SHACL validation in presence of Horn-ALCHIQ ontologies can be decided
in EXPTIME in combined complexity. This turns out to be an optimal bound as it is possible to
run an alternating Turing machines in SHACL validation over KBs. If however we only consider
the data as a parameter, we find PTIME-completeness, as the exponential blow-up is not taking in
the data size as a variable.

Nevertheless, finding EXPTIME-completeness does not mean a best case exponential procedure
is necessary. In Chapter 5, we explore how taking into account data-awareness can improve the
situation. And indeed, this algorithm is not always producing a exponential size rewriting. This is
a first step towards an implementation, but a lot of work remains to be done in this aspect. In
some recent work, some fragments are addressed [KZA24, OGA26], but a lot of work remains
to be done in this area, in particular given that of all implementations of SHACL, only shaWell
handles recursion in SHACL in a principled way [OŠ24].

In the results discussed above, the SHACL fragment considered was always a simplified form
of SHACL. One of the features that had not received any attention yet in Chapters 4 and 5 is
counting further than one over regular expressions, in particular in presence of ontologies. In
Chapter 6 we study this, and conclude that it is very easy to make reasoning hard (intractable). As
semantics, we consider here the least and maximal amounts of nodes reachable over all models
of a given knowledge base, as a way of instantiating the certain answer semantics. We find
that any type of inverses, either in the ontology or in the regular expression, directly leads to
intractability, as does any logic that can access the concept names its neighbours participates in
and which has express some form of disjointness. That is, almost every logic in the DL family is
too expressible. To circumvent these constraints, we restrict DL-LiteR and remove any interaction
between roles in different directions. It turns out that this is sufficient to provide a polynomial
time algorithm for deciding the MINCOUNT problem, which corresponds to deciding the minimal
answer. This procedure is based on identifying a small set of models over which the minimal
answer corresponds to the minimal answer over all models. As building all these models would
be tedious, we furthermore provide an approach that simulates how these models would look like,
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and brings the question whether there exist at least k answers over all models of a knowledge
base back to satisfiability of a single logical formula. The other problem, deciding the maximal
amount, turns out to be trivial and not very interesting for simple DLs, as intuitively follows from
the notion of making more copies of reachable nodes.

For future work, it will be interesting to see to which extent the ideas and techniques used in the
last chapter of this part can be embedded in providing semantics for non-Horn logics, in particular
to provide rewriting techniques that consider a set of models instead of a single one.

In the second half of this thesis, we focussed on static analysis for recursive SHACL, in the form
of Q4: Can we find decidable instances of (recursive) SHACL satisfiability and containment or
implication? First, we explored the connection between SHACL and DLs further, and concluded
that this can be exploited to obtain many new complexity results for SHACL satisfiability.
Moreover, this chapter also provided some lack of finite model property results that were not yet
considered in the DL literature. In the unrestricted cases, complexity of the satisfiability problem
for SHACL can be derived for almost every fragment considered. However, for the finite case,
many instances remain open.

In Chapter 8, we take a closer look at SHACL implication, and conclude that for both the
supported as the stable model semantics, shape implication w.r.t. constraints is undecidable.
However, for the third main semantics used for recursive SHACL, the well-founded semantics,
we find various implication and satisfiability problems to be EXPTIME-complete, in particular for
ALCOIS . To see this, we push the relation to various logics further by exploring the connections
between the full hybrid µ-calculus and SHACL under the well-founded semantics. We provide
a direct translation that takes any SHACL document and translates it into a single full hybrid
µ-calculus formula that evaluates to true in any data graph that has a satisfying well-founded shape
assignment. Next to providing insight into how the well-founded semantics can be expressed
directly into fixed point logics, this also gives upper bounds on how complex SHACL document
containment and implication can be. However, this translation of SHACL into µ-calculus may
come at an exponential cost; this can be expected when translating recursive constraints into a
single, linear, formula. Nevertheless, we show how the exponential blow-up can be circumvented
by directly translating SHACL documents into two-way alternating parity tree automata. In this
way, we can derive optimal, EXPTIME-complete, complexity bounds.

This means that for ALCOIS , the picture looks quite complete: except for satisfiability under
the stable model semantics,1 the complexity of satisfiability and implication is known. However,
for the rest, there mostly remains a lot of open problems. For ALCOQS or ALCIQS under the
well-founded semantics, it appears to be rather straightforward to translate these languages into
decidable fragments of the graded full hybrid µ-calculus. Finite satisfiability and containment
problems, however, might need another type of reduction to be settled.

In general, this thesis provides substantive answers to all the research questions posed. Nonethe-
less, maybe even more open and interesting questions appeared in trying to answer them.

1An EXPTIME upper bound for ALCIS satisfiability under the stable model semantics can be derived from the
work of Di Stefano and Šimkus [DSŠ24].
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Overview of Generative AI Tools Used

ChatGPT was used to proofread an earlier version of Chapter 6 and assisted in translating the
abstract into German, followed by careful human editing. For the rest, no Generative AI Tools
were used.
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